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ABSTRACT
Augmented reality provides a way for video games to be played in the real world by using
computer-generated input to represent virtual objects. However, the current trend of using
head-mounted displays and smartphone screens to display these objects would restrict
players from performing exertive actions like running, jumping, or falling, such as is
required in some fast-paced games.
This research explores spatial sound as an alternative means for representing virtual
objects. An experiment was conducted in which participants were asked to locate target
objects using different techniques, including sight and spatial sound. The results of this
experiment were compared in order to evaluate the effectiveness of spatial sound,
specifically in regards to the speed, accuracy, and precision with which it can be interpreted
to locate objects. It was found that, although translating sound into location takes much
longer than with sight, accuracy and precision are preserved to a very good extent.
A rudimentary game was also developed on a mobile device and played out to show how
spatial sound can be used as a game mechanic for locating targets, to which players
responded very positively.
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1 INTRODUCTION
1.1 Background and motivation
This purpose of this project was to evaluate the effectiveness of spatial sound for
representing the location of virtual objects in augmented reality games. Typically, physical
games are played with objects such as basketballs or soccer balls, whose abilities and
movements are constrained by the laws of the natural world. Virtual objects, however,
being computer-generated, can be programmed to act in any way imaginable. Using these
in place of regular game balls allows for an abundance of novel game mechanics, paving the
way for the development of new and exciting games that were formerly impossible to play.
A pertinent example would be the fictional game of Quidditch from the popular series of
Harry Potter novels (Rowling, 1998). A magical ball known as the Golden Snitch spends the
game evading capture by flying through the air at extraordinary speeds and performing
impossible manoeuvres. Another type of ball, the Bludger, is capable of similar movement.
These kinds of autonomous objects, which will hereafter be referred to as smart balls, can
only be brought to life by computers.
This concept of harnessing computer-generated input to improve or augment the physical
world is known as augmented reality. Many existing augmented reality games use
computer graphics to represent virtual objects, allowing players to view their location
through a head-mounted display or on the screen of a smartphone. These kinds of
hardware, however, would be too restrictive in a game where players are required to
perform actions such as running, jumping, or falling. It is for this reason, and others
discussed in Chapter 2, that this research ignored visual augmentation and employed sound
as a means for representing the locations of virtual objects instead.

1.2 Goal
The problem statement for this paper is as follows:
Physical games are currently limited to using real objects as game balls. A smart ball could
be implemented using augmented reality techniques. However, the current trend of
employing visual augmentation to display virtual objects is too restrictive for games
involving exertive actions.

This research aimed to discover whether smart balls could be implemented in an
augmented reality game using a method that would not restrict players from performing
dexterous or exertive actions.
From this aim, a research question was formulated:
(1) How can the location of a smart ball be represented in an augmented reality game
in such a way that the mobility of players is not affected?
Spatial sound was chosen as the answer to this question as the result of a literature review
(chapter 2). In order to properly play a game using this technique, it is important that
players can efficiently and effectively translate the sound they are hearing into a location.
Another aim of this research is thus to evaluate the effectiveness of spatial sound as an
object representation technique.
From this aim, another research question was conceived, including criteria to help answer it
more precisely:
(2) How well can the location of a smart ball be interpreted using spatial sound? This is
in terms of


accuracy,



precision,



speed, and



user satisfaction.

1.3 Thesis Structure
To answer the first research question, a literature review (Chapter 2) was conducted that
explored a number of methods for representing the location of objects. Once spatial sound
was chosen, an experiment was designed (chapter 3) to evaluate its effectiveness according
to the second research question. Next, the design of an application that assisted in data
collection during the experiment was described (chapter 4), with the following chapter
(chapter 5) explaining the process that went into implementing spatial sound. Results of
the experiment (chapter 6) and a discussion of them (chapter 7) are presented after that.
The final chapter (chapter 8) lists the conclusions made as a result of this research and
suggests ideas for future work.

1.4 Contributions
This research presents spatial sound as a means for representing the location of virtual
objects that does not impede user mobility in exertive games. An analysis of the
effectiveness of spatial sound in terms of speed, accuracy, precision, and user satisfaction
was conducted, with results showing good potential. An example of an application was also
developed to show how spatial sound can be used in an augmented reality game.
Additionally, a review was made of current work involving object representation in
augmented reality applications. Finally, suggestions were made about possible future work
involving spatial sound and the functions for which it can be used.

2 LITERATURE REVIEW
A number of different papers were examined before spatial sound was chosen as the
method for representing smart balls in this research. This review will discuss in detail the
process that led to this decision. As many of these papers were very similar in terms of aim,
their choices for research design will also be analysed to show how they affected the
methodology used for this research.

2.1 Methods for representing object location
2.1.1 PHYSICAL
To implement a smart ball, it might be best to first look at any physical balls that could
achieve the desired result. Ichikawa and Nojima developed a ball that could change its
motion vector by outputting pressurised gas (Ichikawa & Nojima, 2010). This work was
enhanced in their follow-up research (Ohta et al., 2014), where they presented TAMA
(Trajectory changing Motion bAll), shown in Figure 2-1. TAMA was an improvement of the
previous implementation, with researchers being able to control the timing of the gas jet
using sensors attached to the ball. However, this technology is limited to merely changing
the trajectory of a ball in flight, rather than making one fly as desired.

Figure 2-1: The TAMA ball ejecting compressed gas.
In a research entitled HoverBall (Nitta et al., 2014), a ball with flight capabilities is achieved.
A small quadcopter was fitted with a spherical Styrofoam shell and markers for threedimensional tracking. Cameras set around the room tracked the ball’s position. They also
recognised hand gestures from a person in the room which translated to positional

commands that the ball obeyed. The trajectory of the ball was also reportedly
programmable, giving it the capability to fly around seemingly autonomously.
The technology, while dynamic in terms of movement, is not as free as desired in this
research. A smart ball is envisioned as being completely free from the constraints of
physics. A quadcopter, while having the ability to fly, must still obey momentum when
starting and stopping, and has limited speed and acceleration. For this reason, it was
decided that a virtual solution is definitely required.

2.1.2 GRAPHICAL
Virtual representations of objects most often exist as graphics on screens, such as in video
games. However, unlike standard video games, a solution was desired where players
interact with the physical world. Mueller et al. present Exertion Interfaces: Sports over a
Distance for Social Bonding and Fun (Mueller et al, 2003), an implementation that had users
play a rudimentary soccer game by kicking a physical ball against a wall-sized screen. The
game allowed multiple people to play together over a network, rather than being in the
same room. This research, however, envisioned a mobile solution rather than a static one,
such as in most augmented reality games.
These days, small computers exist that can hold an abundance of applications, and are
carried around on a regular bases; smartphones. The augmented reality games loaded on
these devices typically involve pointing the camera at a marker or other object, which the
application then overlays with a graphic. This is shown by Mendenhall et al. in the game
NerdHerder (Mendenhall et al, 2012), where positions on a provided board are used as
markers to tell the graphics engine where to display images.
There are also mobile augmented reality games that don’t depend on cameras and
markers. In their research on the effect of audio on immersion, Paterson et al. developed
Viking Ghost Hunt (Paterson et al., 2010), where players have the option to use the ‘radar
mode’ (shown in Figure 2-2) to locate ghosts in their vicinity. This allows players to see in
which direction and how far away the targets are.

Figure 2-2: The ‘radar mode’ from Viking Ghost Hunt
Handheld games such as these, by definition, require users to hold the device in front of
them in order to see the screen. If there were obstacles or other players in the vicinity, it
would be easy to collide with them in a fast-paced environment while looking at the phone.
Additionally, the phone takes up an entire hand that may be needed for other actions. For
this reason, a hands-free solution was desired instead.
Head-mounted displays, or HMDs, are becoming more popular for gaming uses as well. In
an early augmented reality implementation, AR Quake (Thomas et al., 2000), the player
holds a gun and shoots at enemies that are visible through a head-mounted display. The
application is stored on a notebook that is carried on the player’s back. As discussed in
section 1.1, head-mounted displays present a problem for games involving exertive actions.
In particular, they obstruct the players’ view, with the HMD in AR Quake only allowing a 25
degree field of view. In contrast, humans have a field of view close to 180 degrees.
In current ball games, it is vital that players be able to see as much as possible of the field,
other players, and the ball. In basketball, for example, it is common practice to stare
straight ahead, seemingly at nothing, in order to see a player that they must guard directly
to their left as well as the position of the ball, directly to their right. Sacrificing vision would
ultimately make the game more difficult and less enjoyable. Additionally, constant
swivelling of a player’s head around in circles to see everything could incite dizziness in
many people. This HMD issue is also shown in Human Pacman (Cheok et al., 2003), where
the display used to navigate the game world only presents a 31 degree field of view.

2.1.3 HYBRID
Knoerlein et al. present Visuo-Haptic Collaborative Augmented Reality Ping-Pong (Knoerlein
et al., 2007), a game that uses a HMD to view the virtual ping-pong ball and their ping-pong
paddle. Players are only given a handle to play with, however, and not a full paddle. When
they strike the virtual ball, haptic feedback is sent through this handle. This allows the
player to know that they’ve struck the ball, even if they don’t happen to be looking at the
time. In terms of this research, this technique could have been used in an application where
the user feels haptic feedback when their bodies collide with a virtual object. However, a
solution was desired where the user is able to determine the location more often than just
those rare moments.
Another research, entitled Imaginary Reality Gaming: Ball Games without a Ball (Baudisch
et al., 2013), also displays an object at discrete moments, but it is done using sound. In this
implementation, Baudisch et al. present a concept they call imaginary gaming, where the
game of basketball is played without a physical ball but players act as if there is one
present. Accelerometers on the players’ hands recognise where they throw the ‘ball’ and a
decision engine puts it in either the hoop or another player’s possession. While players can
recognise where the ball is at any given moment by observation of other players’
behaviour, the main giveaway is a speaker calling out players’ jersey numbers when they
have obtain possession or ‘Score!’ when the ball is scored.
This concept of imaginary gaming was not chosen as the object representation method for
this research, but it gave the idea of using sound to represent objects. Further research into
this area yielded many implementations that focused on audio for the purposes of
navigation.

2.1.4 AUDITORY
Gauntlet (Martins et al., 2008) is a wearable device in the form of a glove. It recognises
hand gestures and can track the location of the user while connected to a PDA. A game was
created using this device where, among other things, players must find a poltergeist by
pointing around the vicinity with the Gauntlet. An emitted noise will get louder the closer
they get. It is unclear whether the sound gets louder when users get closer to the target or
when the Gauntlet is pointed more accurately at the target. In any case, the system was
very close to the desired technique as the location can be discerned at any moment in time,
not just discrete moments.

Vazquez-Alvarez et al. researched the effects of auditory display design on user experience
in an exploratory environment (Vazquez-Alvarez et al., 2012). An experiment was
conducted in which each subsequent test added another layer of complexity to the sound
that was guiding users to their targets, starting with a simple animal noise that activated
upon getting close enough. The final test used a fully 3D spatial environment; the same
animal noise would repeat itself over and over again, with the volume changing according
to proximity in addition to being fully directional (i.e. it would sound like it was coming from
a specific direction). The application was loaded on a mobile phone, using GPS to determine
the user’s location relative to the target and a headband compass for the orientation.
The mobility of the implementation, as well as its ability to perform outdoors, suited this
research’s goals very well. As such, the final auditory technique used in the above
experiment, spatial sound, was chosen as the object representation technique for this
research. Where Vazquez-Alvarez et al. compared spatial sound to other types of auditory
display, this research compared spatial sound to sight, in order to evaluate relative
effectiveness.

2.2 Summary
This chapter provided an overview of recent works in the field of augmented reality,
specifically relating to object representation. Different types of object representation
techniques were examined in order to find one that would fulfil the criteria of this
research’s aims. Spatial sound was chosen because it is capable of representing the location
of an object at any point, at all times, and without affecting the mobility of users.
Spatial sound is fully 3D, meaning that it can represent any point in space, whether it be to
the left or right of the player, in front or behind, or above or below. If a continuous,
uninterrupted sound is played, a location can be represented at all times, not simply at
discrete moments. Finally, to implement spatial sound, the only hardware required (apart
from the device that the application is mounted on) is a pair of earphones. It is
commonplace to use sports headphones when engaging in physical activity, which are
designed to stay still and not disturb the user. Player mobility can therefore be considered
unaffected by an implementation requiring sound.

2.3 Methods for evaluating spatial sound
Once spatial sound had been chosen as the means to represent smart balls, its
effectiveness needed to be evaluated. However, there are many methods of evaluation to
choose from. The methodologies of some of the above papers will therefore be examined
in this chapter to show how they influenced the way this research was executed.
Many of the above researches shared a simple aim: to present an implementation and
evaluate it. They did this by using their implementation in an appropriate scenario or game
and discussing relevant observations. This method was appropriate for their aims but this
research wishes to answer specific questions, requiring a more scientific approach.
Other projects wished to evaluate specific qualitative concepts such as player immersion,
emotional engagement (Paterson et al., 2010), social bonding (Mueller et al., 2003), and
user experience (Vazquez-Alvarez et al., 2012). To do this, they employed techniques such
as interviews and questionnaires. This is relevant to the user satisfaction portion of this
research’s second research question but does not fulfil the primary aim.
Finally, there were those whose research aimed to comparatively evaluate certain concepts
or conditions against one another. To do this, they conducted experiments, using different
types of quantitative data to evaluate specific criteria. Vazquez-Alvarez et al. used head
orientation and walking speed data to measure the effects of different auditory navigation
systems (Vazquez-Alvarez et al., 2012). Sodnik et al. had users point out where they
thought a target was on a small tabletop by listening to spatial sound (Sodnik et al., 2006),
using the distance between the chosen point and the actual target during different
configurations to measure the effects on location perception.
In this research, the effectiveness of spatial sound was evaluated, requiring a methodology
similar to the above, where data was used to evaluate the effects of different conditions.
For this reason, an experimental methodology was chosen as the method with which this
research would be conducted, although questionnaires and observation were employed to
collect qualitative data that could assist with the evaluation as well.

3 METHODOLOGY AND RESEARCH DESIGN
After deciding on spatial sound as an object representation technique, a method needed to
be chosen for evaluating it. In the literature review above, a number of methods were
examined, leading to the decision that employing an experimental methodology would be
of most benefit to this research. This is because experiments are conducted in order to
determine the effects of a number of variables on one or more constants, which was
exactly the point of this project; to determine what effects spatial sound and other (see
3.1.1) object representation methods had on a user’s ability to detect location.

3.1 Experiment design
The aim of the experiment was to answer research question (2): ‘How well can the location
of a smart ball be interpreted using spatial sound?’ The initial idea was to do this by getting
participants to locate a static target whose location was represented by spatial sound and
measuring their speed, accuracy, precision, and satisfaction.
However, any data resulting from this would be essentially meaningless without anything
to compare it to. For this reason, it was decided that a baseline should be conceived.
Participants would first be asked to locate targets using their natural vision alone. The
results from these trials would be compared to those that used spatial sound in order to
perform a more meaningful evaluation.
Spatial sound is produced by software (see chapter 5) to mimic a sound coming from a
point in 3D space. It is therefore possible that an implementation of spatial sound might
not imitate real-world circumstances 100% accurately. For this reason, it was decided that
trials should also be conducted using point-based sound; that is, an object that physically
produced sound. These trials could provide insight into the similarity between real sound
and spatial sound, and whether the latter caused any extra effects.

3.1.1 PROCEDURE
The experiment consisted of the 3 tests, each using a different method for indicating
location:
Test 1:

Vision of a physical target.

Test 2:

Simple (mono) sound emitted by a physical target.

Test 3:

Spatial sound played through headphones, leading to a virtual target.

Each test consisted of 3 trials, allowing multiple data sets to be obtained.

At the beginning of each trial, a target location was set by the researcher. For test 1, this
was chosen out of one of many predefined locations set in a ring around a starting location,
which remained fixed throughout the entire experiment. As participants were supposed to
find their target using sight, a clearly visible object was placed over each of the predefined
locations.
For test 2, the target consisted of a smartphone that emitted sound. Ideally, the
smartphone would have been invisible so that hearing alone would be used to find it. As
this wasn’t possible, a number of other smartphones were set up in the same locations as
in test 1 (only one of which played sound, chosen randomly), so that participants could not
tell which one was their target using sight.
For test 3, a random location within the vicinity was selected as the target. This was done
so that participants could not use vision of the predetermined locations to identify their
target after receiving a general direction from the sound, which was admittedly possible for
test 2. This shortcoming is discussed in 7.1.
After the target was set, the participants, beginning from the start location, were directed
to get as close to their target as possible, notifying the researcher when they thought
they’d found it. At this point, the trial was considered over.
A fourth test was included in the form of a rudimentary game. Participants would race
against two others at a time to find the same target object using spatial sound. The same
general process for starting and stopping as used in test 3 was employed here.

3.2 Analysis design
The experiment described above was designed in order to evaluate the effectiveness of
spatial sound as prescribed in research question (2), the criteria for which involves the
following:


Speed



Accuracy



Precision



User satisfaction

To evaluate each of the above, different types of data were collected during the
experiment. Data was collected using an application loaded on a smartphone, which is
discussed in chapter 4.

3.2.1 SPEED
The speed at which a participant interpreted location would, most simply, be measured by
the time it took them to reach their target. A shorter time implies quicker perception and
vice versa. To calculate this, the time on the phone’s clock was recorded at the beginning
and end of every trial. Finding the difference between the two timestamps would give the
exact length of the trial with accuracy up to milliseconds.

3.2.2 ACCURACY
Accuracy is the closeness of a result to its true value. To measure it in this experiment, the
distance between a participant’s final position in a trial and the associated target would be
calculated. These locations were represented by GPS coordinates in the application. Around
20 times per second, the GPS position of the user was recorded, with the final recording
indicating their final location. The location of the target was recorded by the researcher
using their own phone. A formula described in section 5.1.1 was used to calculate the
distance between these coordinates for every trial.

3.2.3 PRECISION
Precision is the repeatability of a result under the same conditions. Similarly to accuracy,
the distance between the final positions and associated targets would be calculated across
all 3 trials in a test. Then, each value would be analysed to find its variation from the mean
of its set. The exact process used to calculate this is described in section 7.2.3.

3.2.4 USER SATISFACTION
This measure is qualitative, and as such, it is difficult to define a single question to measure
it. A number of questions will therefore be asked in the form of a questionnaire.
Participants’ answered will be examined for patterns and relevant insights.
The questionnaire provided to participants is shown in Appendix A. It begins with a query
about the user’s quality of hearing. This was asked to determine whether there was any
correlation between a person’s hearing and the way they interpreted location using sound.
Participants were also asked to rate their accuracy in and difficulty of the different tests, so
that insight could be obtained into whether they were related. Finally, a question is asked

about how much they enjoyed the game scenario, simply because enjoyment is seen as an
important factor in user satisfaction in games.

4 APPLICATION DESIGN
A way to collect the necessary data from the experiment was needed. Although it was
technically possible for this to be done by hand, results collected by a computer would be
far more accurate. Plus, spatial sound had to be output to the participants in some way. For
these reasons, an application was designed, created, and installed on a number of
smartphones. It also served as a way to control the procedure of the experiment.
The application, shown in Figure 4-1 below, was designed to use a client-server
architecture. Participants used the client interface during the experiment, which responded
to commands sent by the server phone, held by the researcher. The server communicated
with the clients by allowing them to connect to its portable Wi-Fi hotspot.

Figure 4-1: Mock-ups of the server (left) and client (right) screens in the
application used for the experiment.

4.1 Functionality
An overview of how the application worked, in order of operations, is shown below.
Functions in red were performed by the server, whereas blue functions were from the
client.

Sound test. This function allowed participants to get used to spatial sound before they had
to use it to locate targets. Sound was played to emulate an object orbiting clockwise
around their heads.
Enter participant ID. A unique string was entered here for every participant so that each
set of results could be easily distinguished.
Set start location. On pressing this, the in-built GPS was used to capture the phone’s
current latitude and longitude. This was done on both the client and the server phones
while standing at the predetermined start location whenever a new participant began the
experiment in an effort to calculate GPS error. Any difference between the two recorded
points could be used to properly adjust later results (see 7.2.2).
Set start location. See above.
Test X. The radio button corresponding to the current test was selected. This affected a
number of functions summarised below.
Phone ID. During test 2, sound had to be played by one of the phones, which was selected
using its ID from the dropdown box. Phone IDs were added to this dropdown upon the
start-up of each client, when they connected to the server.
Set object location. Before every trial, the researcher would physically go to the location of
the next target and press this. This sent the coordinates to the client phone, which were
used during test 3 to guide the participant using spatial sound.
Begin trial. This button allowed the client to hit ‘Go!’, which would begin the trial for real.
Go! Pressing this button began a trial. During a trial in test 2, this would activate sound
from the chosen phone. If it was during test 3, spatial sound would be played from the
client phone held by the participant. During the trial, different types of data would be
recorded around 20 times per second and timestamped. This data included the client
phone’s GPS coordinates and its bearing from North.
End trial. After receiving a signal from the participant that they had found the target, the
researcher would end the trial. This stopped all data collection and any sound being played.
After 3 trials using each test conditions, a new participant would begin the experiment.

5 SPATIAL SOUND
The application described above was developed in Java for use on Android devices. Since
Android currently has no native support for the production of spatial sound, an external
library was required to implement it. A report on an implementation called Sound-Guided
Running (Bernhard et al., 2014) describes a free library, known as OpenAL (Creative Labs,
Inc., 2005), which was able to achieve the desired functionality. OpenAL is an open-source
audio library written in C, and as such would have required the use of a Java Native
Interface in order to communicate with the existing application. For this reason, an
intermediary library called OpenAL4Android was utilised for development, greatly
expediting the process.
The spatial sound created by OpenAL comes from a virtual object whose location can be
controlled programmatically. It mimics real sound using two key concepts: direction and
distance. If the object is directly to the left of a person, it sounds like it’s directly to their
left. The same can be said of all angles, though it can be difficult to differentiate between
the ‘straight ahead’ and ‘directly behind’ directions. The software is also capable of
representing the object as above or below a user, although for this research, the target
objects were kept at head height. Additionally, the further away the object is from the user,
the quieter it gets and vice versa.

5.1 Representing location
The following methods were provided by OpenAL4Android to implement these functions.
In the application, Source represented the target that participants were required to locate
in test 3. The listener referred to in the two SoundEnv methods represented the participant,
specifically their phone. The variables x, y, and z corresponded to coordinates in a 3-axis
Cartesian coordinate system, with y being the vertical axes.
Source.setPosition (float x, float y, float z)
SoundEnv.setListenerPos (float x, float y, float z)
SoundEnv.setListenerOrientation (float x, float y, float z)

5.1.1 CALCULATING POSITION
Finding the locations of the object and listener at any point in time was simple; their GPS
coordinates were used. The object’s fixed position was determined by the server phone
before the trial and passed to the client phone and on every step of the application, the

position of the listener was updated. However, these GPS coordinates were unable to be
input into the above methods as they represented latitude and longitude. Another
technique was used instead.
The fixed starting location was set as the origin, point (0, 0). The distance d, in metres,
between the start location and the object was calculated as well as the angle a°. Using
simple trigonometry, the values and directions of x and z were then determined.

Figure 5-1: Diagram showing how trigonometry was used to calculate the x and z
coordinates for the object and listener.
To calculate the distance between two GPS coordinates, a number of methods were
available. One way was to use the Haversine formula, which is able to determine the
shortest distance over the Earth’s surface between two points. However, the Haversine
formula (Sinnott, 1984), shown below, is computationally expensive, involving 7
trigonometric functions. Note that R is equal to the radius of the Earth.
∆𝑙𝑜𝑛 = 𝑙𝑜𝑛2 − 𝑙𝑜𝑛1

∆𝑙𝑎𝑡 = 𝑙𝑎𝑡2 − 𝑙𝑎𝑡1
𝑎 = (sin(

∆𝑙𝑎𝑡 2
∆𝑙𝑜𝑛 2
)) + cos(𝑙𝑎𝑡1) ∗ cos(𝑙𝑎𝑡2) ∗ (sin(
))
2
2
𝑐 = 2 ∗ atan2(√𝑎, √1 − 𝑎)
𝑑 =𝑅∗𝑐

A faster equation was therefore used, which involved applying an equirectangular
projection to calculate a ratio for latitude on longitude and solving for distance with
Pythagoras’ theorem. Again, R denotes the radius of the Earth.
𝑥 = ∆𝑙𝑜𝑛 ∗ cos(

𝑙𝑎𝑡1 + 𝑙𝑎𝑡2
)
2

𝑦 = ∆𝑙𝑎𝑡
𝑑 = 𝑅 ∗ √𝑥 2 + 𝑦 2
Although inaccurate for points that are a significant distance apart, this formula produces
little to no error over the 50-metre range in which this experiment was conducted.
To find the bearing between points, the following formula (Williams, 2011) was used:
𝑎° = 𝑎𝑡𝑎𝑛2(sin(∆𝑙𝑜𝑛) ∗ cos(𝑙𝑎𝑡2) ,
cos(𝑙𝑎𝑡1) ∗ sin(𝑙𝑎𝑡2) − sin(𝑙𝑎𝑡1) ∗ cos(𝑙𝑎𝑡2) ∗ cos(∆𝑙𝑜𝑛))
The values d and a were then used to calculate x and z.
𝑥 = 𝑑 ∗ sin(𝑎)
𝑧 = 𝑑 ∗ cos(𝑎)
With this, the volume change according to distance was working. Tests with this
configuration showed that, with the provided positions, the change in volume between
points was negligible. After some trial and error, all calculated Cartesian coordinates were
enlarged by a factor of 10. This made the change in volume much more noticeable.

5.1.2 CALCULATING ORIENTATION
Setting the listener location was initially planned to be done using a digital 3-axis compass,
which would provide the 3 values that fit into the setListenerOrientation method. The
compass was attached to the top of a hat that participants would wear, allowing the spatial
sound to adjust by a turn of the head. Unfortunately, the weight of the equipment on the

hat, namely the batteries, caused it to break often. Preliminary tests with this apparatus
showed that it would be too fragile to survive the experiment.
Instead, the phone’s in-built compass was used to provide a bearing from North, which,
after being converted from radians to degrees, fit into an overload of the method.
SoundEnv.setListenerOrientation (double bearing)
During the experiment, participants were instructed to keep their phone flat, pointing
directly away from them, and that turning their heads would not trigger an adjustment in
the spatial sound.

5.2 Sound choice
The exact sound to be played was a critical choice in development and there were a
number of choices to consider. Ultimately, a continuous, uninterrupted white noise track
was selected. The track, which was a .wav file, had a duration of 30 seconds and was played
on loop by OpenAL automatically. Because of the nature of the sound, the loop was
unnoticeable.
A continuous track was chosen instead of, say, a beeping one, so that the object’s location
could be determined at any point in time. The exact choice for white noise was chosen
because of a comment made by Sodnik et al., who claimed that white noise was the best
sound for localisation (Sodnik et al., 2006).
Other attributes could have been altered, like the pitch. In one study, the pitch became
higher the closer users got to the target (Bernhard et al., 2014). This was not done because
it was felt that volume was a sufficient distance representation.

6 EXPERIMENT
Upon receiving ethics approval (ref: STEC-47-2015-STARKEY), the experiment was
conducted on an oval at Deakin University’s Burwood campus. Conditions were clear and
sunny, and there were very minor winds that may have had a slight effect on the use of
sound in the study.
6 participants (3 male and 3 female, from 19 to 22 years of age) were recruited to take part
in the experiment, each reading and signing a Plain Language Statement before doing so.
Before beginning, each person was surveyed about the quality of their hearing relative to
their age group, with the results being fairly mixed (see table 1 below).

Quality of

P1

P2

P3

P4

P5

P6

Average

Below

Average

Above

Average

Below

hearing

average

average

average

Table 1
The experiment was conducted using Google Nexus 4 smartphones with the application
described in chapter 4 installed on them. Standard iPhone earphones were used to transmit
spatial sound. One participant performed the experiment at a time, according to the
procedure described in section 3.1.1. Each person required around 30 minutes to complete
all 9 trials. The client and server phones remained the same throughout all of this for
consistency.

6.1 Observations
6.1.1 TEST 1
Trials done during test 1 (using sight) were very straightforward. A number of visible
objects were set around 20 to 30 metres from the start location in a circle, as shown in
figure 6-1. Participants were made aware of which object would be their target before each
trial, at which point they would walk towards it without hesitation.

Target object
Start location

Figure 6-1: Predefined target locations set around the start location. Image is of
an oval at the Deakin University Burwood campus.

6.1.2 TEST 2
In test 2, the same objects had phones placed on top of them, one of which would emit
sound upon commencement of the trial. Noticeable behaviour was exhibited by all
participants once the sound started. They would all remain perfectly still, with their heads
facing forwards, for around 1 to 3 seconds. Participants reported that they used this time to
pinpoint the direction that the sound was coming from. After the pause, they faced the
correct direction and continued on to the target in the same confident manner seen in test
1.

6.1.3 TEST 3
During test 3, where participants had to find their targets using spatial sound, this same
‘orientation time’ was observed. Remarkably, this time dropped by a fraction, with some
participants confidently walking in a direction almost instantly after hearing the sound. It is
possible that this is because the sound that was heard in test 2 was distorted by the
distance it had to travel and the wind it met along the way, whereas, in test 3, the sound
came to participants directly through earphones.
This faster orientation time didn’t necessarily lead to participants having the same
confidence in their direction, however. They regularly paused along their paths to spin in a
circle or semicircle in order to correct their route. This occurred more and more the closer
participants were to their target, with the last 10 seconds or so of most trials dedicated to

little else, indicating that they had trouble determining the exact location. This was
confirmed by the participants themselves, with one reporting that, around a 1 to 2 metres
radius, ‘the sound becomes scrambled and difficult to locate precisely.’ This is corroborated
by Sodnik et al., who states that a problem with 3D sound is ‘poor depth perception,
especially if the objects are located in near proximity’ (Sodnik et al., 2006).

6.1.4 TEST 4 (GAME SCENARIO)
After the above tests had been completed by every participant, a simple game scenario was
run. 3 participants at a time, each holding a client phone, raced against each other to find a
shared target using spatial sound to guide them. Due to the competitive nature of the
game, all of their actions were done much faster. Movement was typically at a running
pace, but due to regular orientation pauses, this could only be done in short bursts.
Each participant thought that the target was in a different spot, though their endpoints
were quite close to each other, around 2 to 3 metres. This discrepancy was probably due to
each phone representing the target coordinates in a slightly different place, although it
ultimately had no negative impact on the game because participants only had to find the
location that their own phone guided them to. Despite this accuracy, there was a
noticeable difference between how long it took for each person to decide they’d found the
target.
During the game, all participants exhibited happiness and excitement, indicating that they
enjoyed the activity. This is further evidenced by their responses to the questionnaire,
which will be discussed in section 7.4.

7 RESULTS AND DISCUSSION
As a result of the experiment described above, a number of data was recorded. This data
was organised and calculated in the manner discussed in section 3.2. Here it is used to
evaluate spatial sound based on the criteria prescribed in research question (2). Full
versions of all the graphs and tables used in this section are available in Appendix B.

7.1 Data exclusions
Before beginning analysis, it was decided that some results be excluded from the
discussion. In 3.1.1, it was mentioned that test 2 was flawed in that participants were able
to locate the object by sight after determining an initial location using sound. While the
observed need for initial orientation does provide some relevant insight, the quantitative
data produced in this test are ultimately unusable. It is believed that the results do not truly
reflect how a person would locate a target using sound alone because participants did not
actually locate a target using sound alone. The results for test 2 are therefore not shown or
discussed below, although they do appear in the graphs in Appendix B.
One more set of data is excluded from this analysis, and that is the data produced by the
trials of participant 6. This participant reported a below average quality of hearing in their
questionnaire, which was confirmed further by a brief interview. The participant stated
they had a much lower level of hearing in one ear than the other. This manifested in a very
low level of accuracy when finding targets using spatial sound, also affecting the time taken
to complete trials and the precision with which they were able to do so. For these reasons,
it is believed that this dataset is not a true measure of the effectiveness of spatial sound,
but rather a measure of the participant’s particular ability to process sound. While the data
is being excluded, it must be noted that it has been useful in its own way, providing insight
into the extent that hearing quality affects interpretation of spatial sound. As with the
above, these results are not omitted from the graphs in Appendix B.

7.2 Spatial sound evaluation
7.2.1 SPEED
Analysing the amount of time that participants took to complete each trial would give a
great indicator of speed. However, each trial’s target was a different distance away from
the starting point, meaning that participants had to travel a different distance each time.
Time alone is therefore not an appropriate form of data to analyse.

Instead, the target distance for each trial was divided by the time taken to complete it. This
gave a measure of effective distance (in metres) travelled per second. It is important that
this measure not be called average speed, as it is not a measure of the participants’ walking
speeds, which would take into account the total distance travelled by participants, not just
the distance they needed to travel. Technically, what has been calculated is average
velocity, but this term does not adequately describe the concept that is being
communicated. Instead, it should be looked at as a ratio of how long participants took to
complete a trial relative to how far they needed to travel. Figure 7-1 below shows every
participant’s mean effective distance per second for tests 1 and 3.
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Figure 7-1: Graph showing the mean effective distance travelled per second for
tests 1 and 3 for every participant.
It can be seen that it took much longer to complete test 3 trials than those in test 1 with
participants requiring anywhere between 2 to 4 times as much time to complete spatial
sound trials.
This can be attributed to reasons that were discussed in section 6.1. One of the main
factors to look at is orientation time. Perhaps not initial orientation time, as this accounted
for only a couple of seconds, but certainly the frequent pauses to turn in a circle would
have caused a trial to run for a noticeably longer duration. The other main cause to
consider is localisation. Participants spent a lot of time walking around a small area that

they believed the target to be in, trying to be accurate as possible with their answer. This
contributed to a significant amount of a trial’s duration.
It is believed that both of these factors affected participants equally. Any extra time one
participant required over another simply shows that they tried much harder to pinpoint
their target near the end of a trial. Choosing how much time to spend on localisation in a
time-based game could be considered a skill that all players have equal capability to learn.
There is, however, one other factor that may not have affected participants equally, and
that is GPS lag. Participants’ locations were used to update the application with the
distance between the phone and the target, which resulted in a volume change to alert the
user of this value. If a GPS failed to update for a significant amount of time, participants
could have walked for a time without the volume changing, losing track of where they
were. This could have skewed results unfairly.
In short, although spatial sound certainly takes much longer to interpret than sight, all users
are on an even playing field, ultimately causing no effect on the fairness of gameplay. The
same cannot be said of the speed at which spatial sound can be communicated, as it may
vary from user to user depending on the whether their GPS happens to be lagging or not.

7.2.2 ACCURACY
The aim of this section is to determine how accurately an object can be represented and
interpreted using spatial sound. To test this, each participant’s final location in a trial was
measured against the location of the target object to find the distance between the two.
This distance was calculated by using the coordinates of each point in the formula outlined
in 5.1.1. A graph of the mean of these values for tests 1 and 3 for each participant are
shown below in Figure 7-2.
It should first be noted that test 1 shows participants as inaccurate, which seems unlikely
considering that they could see the object that they had to find. These values can be said to
represent error between the client and server phones. The server phone was used to set
object locations at the beginning of every trial, subsequently sending these GPS coordinates
to the client phone. During the trial, the client phone could register the coordinates as
being in a slightly different place to where the server phone thought they were. Since
participants were only able to find the actual object and not where the client phone may
have thought it was, the results show a level of inaccuracy, which averages out to around 3
metres.
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Figure 7-2: Graph showing the mean of each participant’s distance from the
target object for tests 1 and 3.
4 out of 5 participants exhibited an unexpectedly small level of inaccuracy during test 3,
around 1.5 metres. It is worth noting that the participants that displayed this good accuracy
reported on their questionnaires (as shown in Appendix B) that they believed they had
been rather accurate.
It is important to note that, because participants had to find a virtual object using spatial
sound, they were being guided directly to the location represented by the client phone’s
understanding of the coordinates. For this reason, the above GPS error does not need to be
taken into account for this test.
Also worth mentioning is the result for participant 2, which shows a mean inaccuracy of 9
metres. While it is possible that this value is due to GPS lag (resulting in a set of coordinates
being recorded that were not representative of the participant’s actual location), it may be
more likely that other factors are involved. Skill, for example, might even have influence on
accuracy when using spatial sound. However, this participant reported below average
hearing in their questionnaire, and it is more likely that this value is simply a result of that.
Although this 1.5 metre margin of error is not completely irrelevant in terms of accuracy, it
is rather trivial. In any case, it has no effect on the fairness of gameplay for much of the
same reason as above. If two players can interpret the location of an object to the same
degree of accuracy, the conditions are fair and this should not be considered a negative

influence. However, much like above, there is another factor that results in unfairness for
users.
As described about test 1, it is possible for a client phone to register a different location
than prescribed by the server phone. This is okay when there is only 1 participant trying to
locate an object. If there are 2 or more competing to find the same object, like in the game
described in 6.1.4, an imbalance occurs. Since two client phones can register a set of
coordinates as being in two different places, one user may be trying to find an object that is
closer than that given to another user. This would have an effect on any game that requires
players to be the first to an object, which is a common mechanic in most sports games.
The uncertainty when interpreting the location of an object using spatial sound, while
existent, is rather insignificant, allowing players to get within a very reasonable distance of
the target. The inaccuracy in the communication of a ball’s location, however, is much
higher, which represents a notable, albeit barely, impact on a game.

7.2.3 PRECISION
Precision is the measure of spread of values, and as such can be calculated by finding the
mean absolute deviation of each participant’s distance from the target across every trial in
each test. For a particular test, this is done by first subtracting each trial’s value for
‘distance from the target’ from the mean value for that test. The absolute value of these
results is then taken, giving the absolute deviation of each trial from the mean of that set of
trials. Finally, the mean of the 3 values for that test is found, giving the mean absolute
deviation. A graph of these values for each test for every participant is shown in Figure 7-3
below.
As in 7.2.2 above, it must be remembered that the values returned for test 1 are actually a
measure of the GPS’s ability and not the participants’. As such, this graph shows that the
client phone was able to be precise in representing the target location to anywhere
between 0.25 and 2 metres. While not fantastic, this value seems reasonable considering a
GPS’s tendency to be somewhat inaccurate. However, all this shows is that the values are
likely to be consistently inaccurate, which doesn’t cause any notable impact.
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Figure 7-3: Graph showing the mean absolute deviation of the participants’
‘distances from target’ for tests 1 and 3.
A more useful analysis can be made of the values for test 3, where 4 out 5 participants
were able to produce results with a precision of around 0.5 metres. Participant 2 showed a
comparatively high spread, corroborating the notion that they had trouble locating targets
using spatial sound. This was reported to be true by the participant in their questionnaire.
The fact that (most) participants were able to be so consistent when finding targets shows
that spatial sound is a great indicator of location. It indicates that guesswork is not a factor
when localising virtual objects and that skill is a much more relevant influence.

7.2.4 USER SATISFACTION
The degree to which participants enjoyed spatial sound trials can be discussed using
observation and questionnaire responses. During the game described in 6.1.4, most
participants recorded a high level of enjoyment, as shown in table 2 below. Comments
were made that they would enjoy playing something similar again. The exception was
participant 6, who reported that, because they found it much more difficult to locate the
target, they did not enjoy the game so much. This is reflected in table 2, which shows how
difficult each participant found navigation using spatial sound. Strangely, one other
participant that noted having difficulty also found the game fun. This is probably because

they were still able to be somewhat accurate, despite the fact that they were less accurate
than most of the others.
P1

P2

P3

P4

P5

P6

Enjoyment

Strongly

Enjoyed

Enjoyed

Strongly

Enjoyed

Disliked

(test 4)

enjoyed

Average

Hard

Difficulty

Easy

enjoyed
Hard

Average

Easy

(test 3)
Table 2
Participants had some issues with the sound design, affecting their satisfaction with it, and
made some suggestions for its improvement. Although the directional aspect of the spatial
sound was praised, many noted that volume wasn’t a great indicator of proximity. One idea
was to overlay a separate beeping noise that would beep faster the closer users were to the
target. Another participant suggested that noise-cancelling earphones be used in place of
standard ones, as there was some environmental noise that interfered with their
understanding of whether the volume was changing.
It can be said the participants mostly enjoyed using spatial sound to find objects. Accuracy
does not appear to be related to enjoyment except for extreme cases. Although there were
reports of problems with navigation in terms of proximity, they were not enough to deter
participants from being satisfied with the concept as a whole.

7.3 Summary
This chapter aimed to answer research question (2) by evaluating spatial sound based on a
number of criteria. In terms of speed, it takes longer for location to be interpreted using
spatial sound; however, because this affects all users equally, it is not considered to be an
issue. Location can be interpreted within an average of 1.5 metres from the actual target,
which, for an invisible object, is considered quite accurate. However, the uncertainty
produced by GPS error between phones causes a fairness problem in multiplayer
environments. The precision with which objects can be located is deemed to be quite high,
with participants averaging a 0.5 metre spread around their targets. Users reported high
levels of enjoyment and satisfaction with spatial sound in a game scenario, stating that they
would want to play something similar again.

It should be noted that these decisions only take into account users with normal hearing
abilities. Those that are less capable of interpreting location using sound have been shown
to have a harder time being both accurate and precise. However, it must be remembered
that many of the current games that require sight to locate objects can only be played by
those with reasonable levels of vision. Similarly, it should be understood that to properly
play a game involving sound, users must have an appropriate quality of hearing.
The number of participants is also an important factor take into account. With only 5
datasets recorded, the results may not completely represent the true effectiveness of
spatial sound. However, because of the consistency in the measurements collected, they
are considered to be a decent indication.
Based on all of the above, spatial sound is therefore considered to be an effective means
for representing the location of virtual objects in augmented reality applications, though
not as effective as sight. The error in accuracy introduced by GPS is the most serious flaw in
the system, although it can be deemed small enough to be acceptable.

8 CONCLUSION
8.1 Conclusions
The aims of this research were represented by two research questions presented in 1.3, the
first of which is as follows:
(1) How can the location of a smart ball be represented in an augmented reality game
in such a way that the mobility of players is not affected?
To answer this question, a literature review was undertaken, in which a number of methods
were discussed. Spatial sound was ultimately chosen as the representation technique to
use in this research. This was because it was deemed able to represent objects at any
location at any and all moments in time, as well as allowing user full access to their mobility
and field of vision.
The second and final research question aimed to measure the effectiveness of spatial
sound as a representation technique:
(2) How well can the location of a smart ball be interpreted using spatial sound? This is
in terms of


accuracy,



precision,



speed, and



user satisfaction.

An experiment was devised with an accompanying application and conducted in order to
test each of these criteria. It was decided that spatial sound is an effective method for
representing the location of virtual objects due to its ability to be interpreted accurately
(within 1.5 metres from the target, on average) and precisely (within a 0.5 spread). Speed,
however, was an issue, with participants taking up to 4 times as long as with sight to find
their targets. Despite this, users responded very positively to a game scenario involving
spatial sound, reporting that they would like to play a similar game again.

8.2 Contributions and future work
This research has identified and evaluated spatial sound as an effective means for
representing the location of virtual objects that can be used in augmented reality games
involving exertive actions by players. A literature review was also conducted that provided

insight into the work being done with different object representation methods in
augmented reality games. Finally, an application was developed on a mobile device to show
how spatial sound can be implemented in an augmented reality game.
The analysis conducted focused on using spatial sound to identify fixed locations. Further
work can be done to evaluate its effectiveness when locating moving objects. Additionally,
it is suggested that location is just one thing that can be represented by spatial sound.
Perhaps the speed of an object could be represented. Depending on how the sound is
manipulated, it is possible that other characteristics, like colour and shape, can also be
implied.
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APPENDIX A - QUESTIONNAIRE
General
What is your gender?
How old are you?

How would you describe the quality of your hearing relative to your age group?

Below Average

Average

Above Average

Tests 1, 2, 3
How would you rate your accuracy when calling out that you found the object during:
Test 1 (visible object)?

Very Poor

Poor

Okay

Good

Very Good

Test 2 (normal audio)?
Very Poor

Poor

Okay

Good

Very Good

Poor

Okay

Good

Very Good

Test 3 (spatial audio)?
Very Poor

Comment:

How easy did you find navigation during:
Test 1 (visible object)?

Very Hard

Hard

Average

Easy

Very Easy

Hard

Average

Easy

Very Easy

Hard

Average

Easy

Very Easy

Test 2 (normal audio)?
Very Hard
Test 3 (spatial audio)?
Very Hard
Comment:

Test 4
How much did you enjoy chasing after the object using spatial sound?

Strongly
disliked

Disliked

Neutral

Enjoyed

Strongly
enjoyed

Comment:
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Please provide any extra information you wish to share about your experience
during the experiment.

Comment:
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APPENDIX B – RESULTS
Hearing

P1

P2

P3

P4

P5

P6

Average

Below

Average

Above

Average

Below

quality

average

average

average

Hearing quality
P1

P2

P3

P4

P5

P6

Test 1

Very good

Very good

Very good

Very good

Very good

Very good

Test 2

Very good

Very good

Very good

Very good

Very good

Very good

Test 3

Good

Poor

Good

Good

Good

Poor

Self-reported accuracy per test
P1

P2

P3

P4

P5

P6

Test 1

Very easy

Very easy

Very easy

Very easy

Very easy

Very easy

Test 2

Easy

Easy

Very easy

Very easy

Very easy

Average

Test 3

Easy

Hard

Average

Easy

Average

Hard

P1

P2

P3

P4

P5

P6

Strongly

Enjoyed

Enjoyed

Strongly

Enjoyed

Disliked

Difficulty per test

Enjoyment

enjoyed

enjoyed

Enjoyment of spatial sound game
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1.8

Mean distance covered per second (m/s)

1.6
1.4
1.2
1
Test 1
0.8

Test 2
Test 3

0.6
0.4
0.2
0
P1

P2

P3

P4

P5

P6

Participant

40
35

Distance from target (m)

30
25
Test 1

20

Test 2
15

Test 3

10
5
0
P1

P2

P3

P4

P5

P6

Participant
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4

Mean absolute deviation (m)

3.5

3

2.5

Test 1

2

Test 2
1.5

Test 3

1

0.5

0
P1

P2

P3

P4

P5

P6

Participant

47

