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ABSTRACT

system; specifically to emulate the experience of adventure books in a virtual world. Previous approaches have
used a two stage process: first extracting concepts for
the raw text of the story, and then generating the visual
content from these annotations. Automatically extracting annotations is a complex process and often needs to
be customized to each category of annotation, or extensively modified if the chosen attributes turn out to be
insufficient. If the two stages are tightly integrated then
the nature of the content generated becomes determined
by the level to which relevant concepts can be extracted
from the text. This artificially constrains the resulting
visual output. We choose to investigate the problem in
reverse by first identifying which annotations are required
for game generation. This then provides the requirements,
and training data that can be used for automatic annotation extraction systems.
Our goal is to select a set of annotations, and show that
it is possible to convert a story annotated in this fashion
into a game. We consider 3 aspects of the game generation
process: translating the environment described in the text
into a virtual landscape; creating virtual characters corresponding to their textual counterparts; and recreating the
events of the story as achievable game goals.
While converting a book into a game is the primary
goal of this research, we also consider this approach to be
a new, automated process for game development. Even
using manually created annotations, our Text-to-Game
strategy can simplify the game development by separating
the game description from the actual implemented software (source code) giving us a rapid prototyping system
for games and a method for customizing the final game
with ease and efficiency.
The rest of this paper adopts the following structure:
section 2 describes the research done in related fields, in
particular the fields of Text-to-Scene and automated game
generation. Section 3 presents the choice of annotations
used to achieve the stated goals of representing the game
landscape, characters, and events. This is demonstrated
in an implementation created using an existing game engine and the techniques used are described in section 4.
Strategies for assessing work of this nature are discussed
in section 5, and evidence is presented supporting the feasibility of this approach.

Recent advancements in Text-to-Scene research have lead
to the development of systems which automatically extract key concepts from the text of a fiction book and
generate computer animated movies depicting the story.
Extracting such annotations from raw fiction text is a laborious process and so in this work we evaluate appropriate candidates to serve as the basis for the required
annotations for generating interactive virtual worlds. We
validate our choice by generating adventure games: interactive virtual worlds which create a stylized representation of the environment described in the text, populate it
with characters related to the story and define game goals
related to the plot of the fiction story.
Our prototype produces a fully playable game, making
use of an existing open-source game engine. The process is
evaluated using user tests in which participants are asked
to measure the accuracy with which the game represents
the events, characters and goals described in the story.
The response indicates that the chosen annotation set is
sufficient to define a game that is a plausibly acceptable
representation of the text.

Categories and Subject Descriptors
H.5.1 [Information Interfaces and Presentation]: Multimedia Information Systems—Artificial, augmented and
virtual realities; K.8.0 [Personal Computing]: General—
Games
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1.

INTRODUCTION

Text-to-Scene systems have become an increasingly popular means for visualizing the textual description of an
event or story. While static 3D scenes and even animated
sequences have been created, we wish to extend the technology by creating an interactive form of a Text-to-Scene
∗
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2.

RELATED WORK

Text-to-Scene systems have evolved from the ability to
find several pictures relating to a piece of text to the generation of fully animated 3-dimensional scenes. Interactive
game generation is an area where advances in this field
can be exploited. This section discusses key elements from
1

2.2

both the Text-to-Scene and computer game fields relevant
to the development of a Text-to-Game system.

2.1

Narrative and Game Structures

While Text-to-Scene systems have many components
which are useful in the development of a Text-to-Game
system, the game design and narrative are also vital parts
of creating a game. The game narrative will obviously be
well guided by the fiction text but the interactive nature
of the game needs to allow for the narrative to evolve as
the game progresses.
Interactive narratives are those which have multiple story
paths. A game which makes use of interactive narratives
allows users to make decisions which alter how the story
progresses. The idea of interactive narratives in games is a
very popular concept as increased opportunity for choice
lends itself to greater realism. However, while choice is
desirable to a some extent, the lack of a coherent story
would greatly detract from the quality of an adventure
game. Riedl et al. [17] present this problem as being storytelling versus simulation or a trade-off between control
and coherence. They approach this problem through the
creation of an automated story director which uses a highlevel plot outline to guide the player. Louchart et al. [12]
take a similar approach to the issue by offering guidelines for narrative authoring such as considering different
actions which can be performed by the player and the
repercussions thereof.
The idea of interactive narratives can be tied to that of
the Text-to-Scene concept by looking at the Scene-Driver
system [21]. This system makes use of scenes from an existing children’s television show called Tiny Planets where
dominoes are selected to determine what will happen next
in the story. As an alternative to re-using the Tiny Planets
television show, existing choose-your-own-adventure style
stories could be used as the narrative while a Text-toScene system could be used in rendering the scene.
The concept of interactive narratives can be extended
to that of emergent narratives which use less definitive
story lines. The choices which the users make can alter
the narrative in new undefined ways, creating new storylines to accommodate the players decisions. Louchart et
al. [13] define the author’s role in an emergent narrative
and subsequently give guidelines for fulfilling that role at
design time.
While narratives play an important role in creating a
game with playable value, the game mechanics must also
be considered. Lindley [11] provides several ideas relating to the structure of games in terms of their goals and
narratives. Game structure is highly dependent on the
type of narrative used but the way in which the game
world could be represented at any given point is also important. For example, the game could follow a tree-like
structure whereby each leaf or node would represent some
event or scenario. Alternatively, the game could be stateful whereby attributes would represent all of the objects
in the game world and the values of those attributes would
determine the current state.

Existing Text-to-Scene Systems

A range of Text-to-Scene systems such as those described below have been developed to date, most of which
differ in their methodology and output. Typically a Textto-Scene system can be described as one which takes text
as its input and generates a scene depicting that text.
Those systems can be placed in one of three categories regarding their output. That is to say that the current Textto-Scene systems output either pictures (Text-to-Picture),
still 3D scenes or animated 3D scenes. Most of such systems include extensive text analysis stages, in contrast to
our approach of starting with manually annotated text
and identifying concepts relevant to game generation first
rather than constraining ourselves to a limited set of automatically extracted annotations.
A system devised by Zhu et al. [22] augments communication through use of a Text-to-Picture system. The
system selects key-phrases from the given text which are
most picturable and uses words similar to the key phrase
to search a database of pictures. These pictures are positioned based on spatial relationships described in the text.
Systems such as Wordseye [4] improve on the concept
by rendering 3D scenes. They illustrate the objects mentioned in text using 3D models as well as the spatial relationships between them to provide an accurate representation of the scene described by the text. By considering the
context of the scene described in the text it is also possible
to infer information about the environment. The Wordseye system makes use of an object database which contains all of the potential models to be used in the rendered
scenes. It must be noted that the input used by many of
the Text-to-Scene systems takes on a specific storytelling
structure dissimilar to natural-language text. CarSim [10]
and Wordseye [4] require text which is structured in a specific story form. Others ([9] and CONFUCIUS [14]) can
use input text extracted directly from unmodified fiction
books.
A third type of Text-to-Scene system generates animated 3D scenes. The complexity and potential value of
these systems is far greater than that of the simpler systems. Not only do these systems consider the spatial properties of objects but also their temporal nature. It is for
this reason that these systems are highly applicable when
considering the design of a Text-to-Game system. Glass
and Bangay [9] developed a system in which fiction text
is converted into a 3D animated scene. The system works
by annotating the text through use of parts-of-speech taggers and a machine learning system. The annotated text
is then used to create constraints which are solved to create trajectories and spatial relations for the objects [8, 9]
which in turn is used to create an animated scene. We
prefer a goal oriented approach, avoiding the use of constraints, as we wish to grant the player the freedom to
perform their own actions which may contradict the plot
of the original story.
The components of a Text-to-Scene system [7, 1] are
based on the assumption that most stories or texts are
made uniquely identifiable by 3 main elements: the environment (or setting), characters (avatars, vehicles) and
events (transitions and relations between characters and
objects).
The next section describes how various narrative structures are employed in contemporary games.

2.3

Game Development and Generation

With user created content becoming increasingly popular, more tools for game development have emerged. These
range from entirely new languages to applications purpose
built for the development of games. Many open source
games engines and languages exist such as the Glest engine1 which can be readily adapted for use in a Text-toAdventure-Game system.
Non-programming based game development tools can
1
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http://www.glest.org/en/engine.php

user interaction and a social aspect are the characteristics which are responsible for a good game while technical
soundness, customizable and a good environment are some
of the characteristics of moderate importance. However,
variety and cohesion can only be seen in significantly large
games while the game used for our evaluation is a small
game, only lasting several minutes. Also, the social aspect is outside the scope of this project and is therefore
not currently relevant.

be used to speed up the game development process for
existing game developers. Torrente et al. [20] provide an
open source environment, <e-Adventure3D>, for the creation of 3-dimensional educational adventure games. The
application consists of an authoring tool and game engine
giving those users with no programming knowledge the
ability to create games. A noticeable part of the system [20] is that the storyboard for the created games
uses an XML-based language and modifying the game
now becomes as simple as editing certain variable values.
Moreno-Ger et al. [15] developed a similar system which
also makes use of a markup language for the story board
and a processor (game engine) for the language.
Many other systems exist such as GameMaker2 and Adventure Game Studio3 which allow users to create games
without using a formal programming language. These systems offer development techniques such as a drag-anddrop interface and generic objects which prove that large
parts of game development can be generalized. Sepchat
et al. [18] built a semi-automated game creation system
which creates tactile games for visually impaired children.
The interface used makes use of generic properties which
can be tweaked to alter the game.
Automated game development is still a relatively small
field. However, work is being done on creating systems
which automate the design process for games. Nelson
and Mateas [16] developed a prototype system which is
aimed at the automatic creation of small WarioWare style
games4 involving clicking on a fast moving object in a
small screen. The main tasks are building the system
with the ability to make sense of the abstract rules for
the games and determining some methods for visualizing
these rules. Nelson and Mateas [16] also faced the problem of dealing with common sense as the system worked
by allowing users to specify verbs or nouns to describe
the game. Another attempt at automated game creation
was made by Togelius and Schmidhuber [19] in which the
initial game is generated and left to evolve. This involves
the creation of neural networks to guide the evolution of
the NPC (Non-player character) controllers as well as the
game rules.
While these systems have potential for opening a new
field of computer science, the methods which they use
are only applicable to a very limited set of small games.
The development of a Text-to-Adventure-Game system
exploits the narrative structure of stories to provide a basis for the goals and events of a game.

2.4

3.

ANNOTATIONS

We present our choice of annotations for specifying the
environment, characters and goals for an adventure game
in this section. These represent the results of several iterations involving choice of candidate annotations, and use
of these annotations to generate a game. During each iteration attempts are made to generate a game from the
given annotation set. Missing attributes are identified and
added, and those annotations that are inadequate to unambiguously define the appropriate content are removed
or modified.
The actual process of transforming these annotations
through our Text-to-Game system into the components of
a playable game is described in section 4.

3.1

The Environment

Games typically make use of maps to represent the environment. Conveniently many fantasy books include maps
showing the setting in which the story takes place. We
identify 2 main elements to such an environment: regions
in which the action is set and paths connecting the regions.
A region is typically a town or a major geographical feature such as a lake or mountain. Links between these
places are paths such as roads and footpaths.
We define two environment annotations corresponding
to the concepts of regions and paths. The physical layout
of these elements relative to a normalized environment coordinate system is part of the annotation. For convenience
we tend to mark up these annotations on a scanned version of the map of the story world using a custom created
landscape annotation tool.
Given the irregular and sometimes non-contiguous nature of regions, we represent them as collections of circular patches. Paths are defined as connections joining two
regions. Properties such as ground cover, or ruggedness
of the terrain are defined as attributes within the annotations. Examples of region and path annotations are shown
in figure 1. In our prototype the numerical values of the
attributes map directly to values used in the game engine.
In a more generic system these would be given more meaningful names which would map via a game engine specific
translation table during game generation.
The area and endpoint annotations are automatically
converted into a game environment using a landscape generator capable of converting the appropriate annotations
into a game landscape: a data structure suitable for use
within the game. The automatically generated content
includes a height map for the environment with suitable
surface detail (rocks, trees) for the various features and
paths connecting the endpoints. The details of the process are described in section 4.1.

Evaluating games

The difficulty in evaluating the quality of a game is due
to the lack of an objective standard for doing so. Many
game reviews make use of several categories to judge each
game on a standardized criteria. While different reviewers
may use similar categories, there is still no standard for
defining these categories. Bond and Beale [3] attempt to
create such a standard by performing a grounded theoretical analysis. They describe grounded theory as an approach to research in which hypotheses about some scenario are formed from raw data. More specifically they
compare several different game reviews in order to determine which characteristics make a good game and which
are most common in bad games.
The results obtained show that cohesion, variety, good

3.2

2

The Characters

In designing character annotations, it is necessary to
examine what character information would be available
in the text and consider how characters could fit into the

http://www.yoyogames.com/gamemaker
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Small and simple mini-games.
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Annotation: region

Annotation: faction

Attributes: name,
radius, xcenter, ycenter,
heightmin, heightmax, jaggy,
object, surface, resource, density

Attributes: value,
type, team
Annotation: character
Attributes: name, faction
startingposition, model

Annotation: path
Attributes:
sx, sy, ex, ey
width, jaggy,
surface

Examples:
<faction value=”humans” type=”playable” team=”0”/>
<faction value=”daemons” type=”ai” ai enabled=”false”
team =”1”/>
<character name=”Tramus” faction=”humans” startingposition=”{39, 12}” model=”swordman”/>
<character name=”WisemanPat”faction=”ai humans”startingposition=”{54, 80}” model=”archmage”/>

Examples:
<region name=”Mountains” radius=”0.04” xcenter=”0.78”
ycenter=”0.9”
heightmin=”5.0”
heightmax=”30.0”
jaggy=”0.2” object=”3.0” surface=”1.0” resource=”0.0”/>
<region name=”Forest” radius=”0.05” xcenter=”0.77” ycenter=”0.7” heightmin=”10.0” heightmax=”12.0” jaggy=”0.0”
object=”1.0” surface=”2.0” resource=”0.0”/>
<path sx=”0.85” sy=”0.1” ex=”0.7” ey=”0.5 ” jaggy=”0.2”
width=”2” surface=”3”/>

Figure 2: Character annotations, taken from the story
“Adventures of Tramus” (figure 6).

a reward for the player. Initially we considered a goal in
terms of a condition and action [5]. In practice however,
we also need to know when to check these conditions to
see if they are met. We therefore introduce the concept of
a trigger event. Triggers specify an action or event which
must occur in order for a goal to be activated. This allows
us to know which conditions should be checked and when.
The values assigned to the trigger, condition and action
events are currently very dependent on the implementation of the game engine used as discussed in section 4.3.
We anticipate that a level of abstraction will be achieved
as this work progresses and a more substantial set of potential goal annotations has been developed. The form of
the annotations used is shown in figure 3.
This section has discussed our annotation choices for
representing the key story elements in the game. By considering each of these elements both in terms of the original fiction text and the game we have an annotation design
capable of supporting our Text-to-Game system. The next
section discusses how we have implemented the translation
process from annotation to game and provides details of
how the prototype functions.

Figure 1: Region and path annotations, taken from the
story “Adventures of Tramus” (figure 6).

game. Typically characters in games are either controlled
by the player or the computer. Characters in games are often separated into teams which have opposing goals. Also,
many fantasy texts have many races (for example, trolls,
humans and elves).
Another important aspect of the characters is their appearance. However, generating the 3D models and textures for each character is currently outside of the scope
of this work. As with Text-to-Scene systems such as Wordseye [4] and that created by Zhu et al. [22] we make use of
an existing database of images and models and describe
characters’ appearance in terms of the elements of this
database.
The spatial relationships between characters in a book
is important. In particular characters need starting positions, defined relative to the game landscape.
We thus define the initial properties of the characters
to be: a name, a faction, a control method (computer or
human), a model (appearance) and a starting position.
Examples of the annotations are shown in figure 2.

3.3

4.

IMPLEMENTATION

In this section we describe how the annotations defined
in section 3 are used for game generation.
The instantiation of our games occurs in the context of
the Glest game engine. The engine is driven by a set of
configuration files: a map data file to present the game
environment, character data files to create the characters
with appropriate models, starting position and behaviour
(for non-player characters) and a scenario description to
decide how to respond to events generated by the characters that trigger the activities that make up the game
goals. These, and other, configuration files are all defined
using XML.
The game generation process involves the creation of
these configuration files defining the game landscape, faction and unit description and the scenario containing the
game goals. The translation process is implemented as
a python script, parsing the annotations (provided in an
XML format), and generating the appropriate Glest con-

The Goals

In creating the game we wish to recreate any events described by the text, particularly those through which the
player influences the progress and outcome of the story.
While a purpose of the system is to accurately represent
the events of the story, we need to tailor those events to
fit into a playable game. We convert events which involve
the playable characters into goals which the player can
complete. To achieve this it is necessary to create a standard annotation that represents different types of goals.
Examples of such goals would be the character needing to
reach a specific destination or to collect an item before a
specified amount of time passes.
Goals or objectives in games can be thought of as conditions which the player must meet. Also, we consider that
the completion of a goal often leads to some action such as
4

Annotation: Goal

our annotations. These include:
• surface: the texture drawn onto the landscape

Attributes:
Trigger
Condition
Action

• object: which defines a static object such as a building or tree at that position.
• resource: harvestable content such as gold or stone

Examples:

• height: the altitude in the height map used to create
the terrain model.

<Goal>
<Trigger>unitMoved</Trigger>
<Condition>
((unitNearUnit(Tramus, 3, WisemanPat) == 1) and
(informed wisemanPat==’false’) and (objective ==
’find gold’))
</Condition>
<Action>
showSimpleMessage(’I am wiseman pat. I believe you are the
one who is trying to defeat the behemoths to the west. Take
20 gold pieces to the blacksmith and he may be persuaded to
upgrade your armor and sword. He can be found in the woods
to the North-East. Also, I heard a rumor about a stash of
gold situated just beyond the mountains to the East’, ’Hello
stranger.’ )
informed wisemanPat = ’true’</Action>
</Goal>

The 2D array structure of the game landscape class supports methods for drawing elements onto the game landscape. Rendering of regions and paths uses a virtual brush
that can affect more than one cell at a time, at the same
time incorporating smoothing operations to blend the new
region into the existing landscape.
In order to draw regions onto the game landscape we
iterate through each affected cell and update its height,
surface, object and resource field accordingly. We make
use of procedural terrain generation techniques to produce
realistically varying height values using fractional Brownian motion generated by combining noise functions of
increasing frequency and decreasing amplitude [2]. The
jaggy attribute from the annotation controls the lacunarity, allowing a range of surfaces from smooth rolling hills
to rugged mountains. We find that a sum of 6 noise functions, doubling frequency each time, is more than sufficient to produce the range of surfaces that can be represented by the game engine.
Another important aspect is the ability to create regions with varying object densities. This is done by using
a roulette wheel type selection relative to the density property of the region to determine if an object is placed on the
current cell. This is an important facility especially when
creating towns as the number of buildings is far smaller
than the number of trees in a forest of similar area.
A similar set of attributes is used to represent paths.
Again we use fractional Brownian motion to determine
how much the path deviates from the straight line joining
the end points (also controlled by the jaggy attribute). In
this case we generate the deviation using a variation on
the midpoint subdivision algorithm [6]. Each point on the
path is painted using a circle of a particular radius. The
radius value used thus determines the width of the path.
The painting process is modified to apply a smoothing
process to neighbouring height values. This ensures that
the path is easily traversed by game characters and has
the beneficial side effect of creating fords across rivers and
passes through tall mountain ranges.
Examples of regions and paths are shown in figure 4.

<Goal>
<Trigger>resourceHarvested</Trigger>
<Condition>
((resourceAmount(’treasure’, 0) >= 20) and (objective==’mine gold’) and (informed wisemanPat==’false’))
</Condition>
<Action>objective = ’find blacksmith’</Action>
</Goal>
Figure 3: Examples of goal annotations, taken from the
story “Adventures of Tramus” (figure 6).

figuration files which are also mostly XML files (and specialized binary formats for graphical content). Use of
XML for both annotations and game configuration means
that much of the game generation is a simple translation
process from one set of files to another.
While the concepts described in section 3 can equally
well be applied to other game engines, the implementation
described below makes specific allowances for the nature
of the Glest engine. This engine, originally intended for
strategy games, readily supports the basic functionality
of moving, harvesting resources, and control of non-player
characters (as long as they only need to attack everyone
in the vicinity). This facilitates rapid prototyping but
may impede the representation of more advanced concepts
during future developments. The open source nature of
the engine means that it can be (and it has been) modified
to accommodate the special needs of the Text-to-Game
transformation.
The following sections provide the details of this translation process.

4.1

4.2

The Characters

Strategy games such as Glest make use of the concept
of a faction to separate characters into races or teams.
Each faction in turn can have any number of units. While
factions are primarily for storing units, they also allow for
upgrades: modifications which can be applied to individual units in the faction. Upgrades provide a method for
modifying characters after the game has started.
In order to understand how characters can be generated,
we must consider the annotations which describe a character. The character properties which we are concerned
with are: name, faction, control type, starting position
and model. The starting position and control type are
annotated as part of the scenario (see section 3.2). The
property most relevant to game behaviour is the model.
This specifies not only the appearance of the character but

The Environment

The game landscapes used by the game engine are stored
using a Glest Binary Map (.gbm) format consisting of a
2D array of cells, each of which has several properties
which coincidentally correspond well to the attributes of
5

also specifies what skills the character will have and various other attributes. Our object data currently contains a
template for each character which supports a basic default
set of activities - walking, picking up resources and attacking members of opposing factions. Other game activities
are represented by defining suitable goals.

4.3

The Goals

Glest uses the concept of a scenario for storing the information about the configuration of a particular game.
Scenarios are used to store all of the global information
for a particular game. For example the characters that appear in the game, the filename of the game landscape and
the goals are all stored in the scenario. We make extensive
use of this as it allows for many games to be stored separately yet share the same resources (3D models, sounds,
images).
In particular the scenario file includes the scripts section providing the goals and events for game. The Glest
engine supports Lua scripts. Each script responds to a different trigger and we use these for specifying goals for the
game. We have previously annotated goals, specifying the
triggers, conditions and actions. Each script is triggered
by an event generated by the Glest engine. The condition
refines the trigger event, allowing the same trigger to be
used for multiple goals. A finite set of events is provided
by the Glest engine so triggers and conditions need to be
adapted to make best use of these, or alternatively (as we
have done in some cases to detect proximity of units to
regions or other units) the engine needs to be extended
to provide events that support commonly required operations.
To best understand how we have implemented goals,
consider the situation (based on figure 6) where Tramus
needs to reach Wiseman Pat in order to learn about the
dangers which approach. The trigger would be Tramus
moving, the condition would be Tramus being near to
WisemanPat and the action would be Wiseman Pat informing Tramus.
The annotations which we define for such a goal are
structured to accommodate the Lua scripts used by the
engine. The resultant annotations can be seen in figure
3. In this example, unitMoved and resourceHarvested are
examples of events with which Lua scripts are associated.
Figure 5 shows how goals are rewritten in Lua. The trigger
unitMoved has been placed in angle brackets to denote a
script which will be called when that event occurs. The
condition is always wrapped in an if-then statement and
the action supplied as the body.

(a) Lake.

(b) Mountain path without smoothing.

5.

EVALUATION

This work proposes a strategy for annotating scenery,
characters and plot goals, and using these to generate an
adventure game. This work is exploratory in nature, and
as such, we demonstrate firstly that the strategy is feasible; showing an example of the process applied to a short
story. Secondly, we show that the resulting environment
is capable of providing an acceptable representation of the
story, as assessed through player feedback.

(c) Mountain path with smoothing.
Figure 4: Examples of the terrain produced.

5.1

Annotations and Game Creation

The prototype implementation was developed using several chapter from an fantasy book. The time taken to
read this amount of text was considered to be too long
in relation to the duration of the generated game, so the
short story, shown in figure 6, was written and used to
6

Tramus had just arrived in The Valley. He had been called
upon to defeat the behemoths which had been causing havoc
there for some time now. Not having visited The Valley
before Tramus was slightly unsure of his surroundings and so
continued along the mountains until he came across a path.
He then followed the path to the South until he encountered
an old man who greeted him openly.
“Hello stranger” said the old man. “I am Wiseman Pat. I
believe you are the one who is trying to defeat the behemoths to the west. Take 20 gold pieces to the blacksmith
and he may be persuaded to upgrade your armor and sword.
He can be found in the woods to the North-East. Also, I
heard a rumor about a stash of gold situated just beyond the
mountains to the East”
Tramus then thought to himself “There is no way to be sure
if this old man is crazy.” But Tramus knew that defeating
the behemoths would not be an easy task and so he began
venturing to the east in search of the gold.
Eventually he came into a clearing beyond the mountains
where Tramus was faced by a strange looking daemon. As he
drew nearer he caught a glimpse of something shiny behind
the daemon. It was a pile of gold not yet removed from its
natural state.
The daemon lunged toward him. Tramus quickly drew
his sword and managed to knock the daemon unconscious.
“That was lucky” Tramus thought to himself. “I should take
this gold and find the blacksmith.” So Tramus collected the
gold and headed back the way he came.
After some time he noticed a small path heading amongst the
some trees. He decided to follow this path and was pleased
to see that he had found the blacksmith.
“Welcome. I see you have some gold, traveler. I will use this
to upgrade your sword and armor.”
Once the blacksmith had finished Tramus felt a new confidence and decided that it was time to find the behemoths.
Remembering what Wiseman Pat had said, he started his
journey to the west in search of the creatures. After some
time came across a sparse area which seemed eerily quiet.
After taking a few more steps Tramus turned his head and
finally caught sight of what it was that he was called to
defeat. Realizing that he was the best chance The Valley
stood against these violent beasts, he drew his sword and
charged. With his new gear Tramus felt powerful and was
able to overcome the beasts with little effort.

<unitMoved>
if ((unitNearUnit(Tramus, 3, WisemanPat) == 1)
and (informed_wisemanPat==’false’)
and (objective == ’find_gold’))
then
showSimpleMessage(’I am ...’,
’Hello stranger.’ )
informed_wisemanPat = ’true’
end
<resourceHarvested>
if ((resourceAmount(’treasure’, 0) >= 20)
and (objective==’mine_gold’)
and (informed_wisemanPat==’false’))
then
objective = ’find_blacksmith’
end
Figure 5: Examples of Lua script generated for the unitMoved event, taken from the story “Adventures of Tramus” (figure 6).

generate a game for evaluation purposes. While content
amplification takes place (detailed scenery, characters and
game play results from a small set of annotations), the
resulting game is generated directly from the source annotations. The process is largely deterministic, except for
minor perturbations deliberately provided by limited use
of random numbers in some content generation routines.
Our choice of story has some advantages: it uses characters and scenery that are easily annotated and mapped
to content supported by the game engine, the directions
provided map easily into the view of the environment that
is presented and the actions can be directly achieved by
the interface provided by the game engine. The length is
limited making it feasible for conducting user evaluations
and it is new so players are likely to be familiar only with
the genre, not the particular story.
Scenes from the resulting game are shown in figure 7.
These images demonstrate the range of landscapes that
are produced: mountains, paths, forests and lakes, and
show examples of how actions in the story are instantiated as game goals and presented to the player. As a single, possibly contrived, example these results serve merely
to demonstrate proof-of-concept. Further development is
still required to repeat the process for a full-length book
and in particular to accommodate the more interesting
and varied interactions that are likely to make game play
appealing.
The design of the game shown is strongly influenced by
the game engine that we use. The appearance of characters and scenery in the story obviously corresponds well
with the content already available in the game engine, and
the behaviour and setting with the facilities provided by
our Text-to-Game system. While this does introduce a
bias into our work, it also represents use of an existing
working game technology - the Glest engine - to independently determine requirements and choose categories
that are relevant to practical game implementations. The
choice of game implementation environment (the Glest engine) has had an influence on the choice of annotations.
Some attributes are chosen because they can be easily
mapped into fields required by the game engine. Games
generated from the same engine are also likely to have the
same look and feel. On the other hand, the Glest engine
was originally designed for strategy games, rather than
the adventure games which are being generated here. It

Figure 6: Short story “Adventures of Tramus” used during
evaluation.

also represents a fully featured game engine provided with
its own completed games. It is thus unlikely that key components have been omitted from the translation process,
as may have been the case with a custom game engine
implementation.

5.2

User evaluation

In designing the evaluation we consider the high level
functions of the system: these being the ability to act
as a game development tool and recreate the characters,
events and environment described in a story in the form of
a game. Thus we must discover how much relevant detail
is provided by the annotations, how accurate the game
is in relation to the story and assess the quality of the
produced game. We require that users play the game and
then relate it to the original story.
Unfortunately there is no quantifiable method for evaluating how accurately a game represents a story. Likewise
7

(a) Instructions given as the game starts.

(b) On a path through mountains.

(c) The meeting with Wiseman Pat.

(d) Discovery of gold.

(e) Upgrade at the blacksmith.

(f) Encounter with the behemoth.

Figure 7: Scenes from the game based on the annotations from the story “Adventures of Tramus” (figure 6).
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Accuracy of game landscape
Accuracy of characters
Accuracy of events
Technological soundness
Control scheme and interface

Mean
4.5
4.1
4.2
3.4
4.0

Range
1
2
1
1
1

ards of attempting to isolate measures of particular properties. In a sense, this provides a control measure for our
evaluation, being a factor outside the control of the experiment. The results for the interface and control scheme
rating are impressively uniform, with only one test resulting in a score other than 4. The game engine interface is
designed for strategy games, rather than adventure games
although the events in the story are relevant to both contexts.
The participants also suggested allowing the environment to be influenced by the story, and that increased
interaction and detail be provided.
This test has produced promising results particularly in
the area of accuracy. This must be assessed in light of the
potential limitations of this form of evaluation: the small
sample size, limited diversity of volunteers willing to play
a computer game, wide range of opinions regarding any
computer game and the limited scope of the experiment.
We conclude that the game generation process used in
this case has potential and is worth developing further
to overcome some of the limitations identified during the
evaluation.

Table 1: User assessment results.

there is a lack of standard quantitative review criteria for
evaluating the quality of games. In an attempt to address
these issues we have drawn up a questionnaire with several
Likert statements and open questions.
Initially the questionnaire drawn up had only 1 statement relating to the accuracy of the game. Users were
asked if they felt that the game was an accurate representation of the story. However, after several test evaluations
we found that this did not provide enough detail. In order
to fix this issue we explicitly ask how the relationship between the game and story can be defined in terms of the
environment, the characters and the events.
We also provide 2 broad questions for measuring the
quality of the game. These relate to technical soundness
and the control scheme and interface of the game. Additionally, we include an open question in which users are
asked to mention any improvements to the game which
they could recommend.
Candidates were obtained on a volunteer basis and tests
happened individually and in isolation from the other candidates. Participants were first asked to read the story
(figure 6). The game was started and candidates were
given a short tutorial on the control scheme. Candidates
were then left to complete the game until they won or lost.
Candidates who lost the game were asked to replay it until
they won. This was to allow candidates to experience the
entire game. On completion of the game participants were
handed a copy of the questionnaire and asked to complete
it in their own time. Ten completed questionnaires were
obtained.
Both quantitative and qualitative results were obtained.
Table 1 shows the scores obtained where 5 is the highest
(best) score and 1 is the lowest. Candidates were also
asked to give reasons for their scores thus allowing us to
gain insight into the results.
The participants felt that the game landscape accurately represented the environment in the text. Several
users mentioned that by following the directions mentioned in the story they were able to navigate to the
various points of interest. The accuracy of the character
representation has a broader range of opinion. Feedback
from the participants indicate that this is due to lack of
detail in describing the characters in the story and personal interpretation of the story. Procedural generation
of character avatars would be a future strategy to employ
that would benefit from character annotations with more
detail on appearance and behaviour. The accuracy with
which the story events are portrayed has a high score and
narrow range. User feedback was scarce in this area, possibly indicating that users may have not understood the
term “event” in the context of the evaluation.
Technical soundness achieves a relatively low ranking,
ascribed by the participants to game graphics and technology not meeting the standards of current commercial
games. This is a characteristic of the game engine, rather
than the Text-to-Game process but does illustrate the haz-

6.

CONCLUSION

This paper describes a set of annotations for fiction text
that support the generation of adventure games based on
the text. The prototype implementation generates a game
landscape, faction and unit description and details of the
scenario including story goals for the Glest game engine.
We demonstrate the operation of the system on a single
short story, and use a user evaluation to show that the
resulting game is an acceptable representation of the original story.
We have achieved the following:
1. Created an annotation set representing key attributes
of the environment, characters and story.
2. We have shown that these annotations can be converted into a description that produces a complete
and playable game, using the Glest game engine.
Modification of the set of annotations allows the game to
be quickly customized and enhanced.
Future developments include annotating a full length
book to confirm the completeness of the set of annotations
and to develop training material for automatic annotation
extraction. The annotations also provide a description of
the game mechanics which is open to automatic validation
to determine properties of the game, such as ensuring that
game goals are reachable.
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