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About This Book
Creative Technologies represent the forefront of the interaction between advances in computing and other technologies,
and the products and applications used throughout modern
society. This book provides an introduction to this field, introducing creativity strategies and the ways in which these
are applied, as well as providing opportunities to engage with
a range of the technologies that are impacting our lives. No
prior experience with creative technologies is required and
this book is accessible to both interested layperson and student
embarking on studies in this area.
The presentation style is informal and conversational,
encouraging reflection on key issues involved. References to
further resources are included, particularly to opportunities
to engage more deeply with the material through interactive
applications.
Desired outcomes from working through the chapters of
the book include:
• Awareness of key issues related to each of the technologies, and an appreciation of fundamental concepts in each
area. Creative technologists need to keep up to date with
advances in technology and this introduction is the prelude
to actively following news feeds specializing in each of the
technology areas.
• Opportunities to creatively apply multiple technologies towards prototyping applications that solve urgent problems
or achieve ambitious goals. Further study of each technology is required before mastery can be truly achieved, but
proof-of-concept and feasibility demonstrators are possible
by applying the outlines suggested.
Each chapter concludes with practical opportunities to start
utilizing the technologies and ideas introduced in that chapter.
These could be used as the basis for running a design sprint to
develop a creative technology based product, or for activities
related to demonstrating and building elements of a creative
technology artefact. No prior background is required to com-
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plete these examples but they do represent a taste for what is
possible with further exploration of that area. The examples
used avoid assuming any prior programming experience so
that this book can be used to support introductory course
offerings in creative technologies.
The insights of the generations of students who have contributed towards the ideas discussed, and to the structure of
the material presented here, is gratefully acknowledged.

1
Creative Technology
Technology is the application of science. The use and value of
individual technologies is well understood in contemporary
society. Entire branches of engineering are devoted to single
technologies and their offshoots. In many cases it is possible
to specify the particular characteristics of a system or process,
and then follow a fixed process to achieve that outcome. This
is used to construct a building of a particular height, create a
server cluster with a particular capacity or produce a material
with a desired level of corrosion resistance.
Creative technology is an opportunity to extend the use of
technology into novel areas. Applications of creative technology may have one or more of the following characteristics:
• Multiple technologies are mixed to achieve goals that could
not be achieved by any single technology.
• Technologies are used in innovative ways, for purposes
for which they were never originally envisaged or to solve
problems that may not have been stated previously.
• Creative technology can result in a product, but is more
likely to produce an ecosystem; a series of interacting
elements that all contribute to the value of that outcome.
• The user experience (or the value to the people using it) is
a focus of the creative technology design, rather than attempting to expose the details of the technologies involved.

Creative technology
product design involves:
• the look and feel of the
product (appearance).
• the user interface
and user experience
provided by the
product (experience).
• the technology components of the product
and how they collectively achieve
the functions of the
product (structure).

10
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A creative technologist needs to develop and integrate several classes of skills. Competence in a range of technology
elements is key to identifying opportunities, or to adapting
existing technologies to solve problems. Keeping up to date
with the continual developments across multiple fields ensures that opportunities can be matched with needs. Creativity
skills ensure a fresh perspective is applied to every challenge.
While wild inspiration is empowering and enjoyable, creativity
can be forced even when inspiration is lacking. Processes to
trigger ideas are then also extended into the design, development and deployment of the creative technology products and
systems.
The focus in this book is predominantly on the opportunities afforded by modern technologies and the processes
to generate ideas and work these into creative technology
products. There is a definite bias towards the computing technologies which are employed in many contemporary creative
technology ecosystems, and the way they provide for effective user experiences. Aspects related to the aesthetic design
of these products are lacking in this text and readers interested in those areas are advised to take advantage of the many
excellent courses and reference materials that focus on that
area.

2
Creativity
This chapter provides the tools to trigger creativity.

2.1

Are you creative?

Are you creative? It’s OK, you can admit it, we’re all friends
here. What is interesting is the number of people who are not
prepared to admit that they are creative. By the end of this
chapter you should be able to confidently admit your creativity, and have the tools to ensure that you can demonstrate
it.

2.2

Lean and agile design

Knowing where and how to employ creativity requires an
understanding of the processes used to design and develop
products and systems. Lets start off by reviewing that process.
There are two ways of designing creative technology
products. Firstly the wrong way. This is commonly known
as the waterfall method. Software engineering usually involves building large and complicated systems. To do this we
follow a series of steps, but in the waterfall approach we are
only allowed to follow them in one direction. Once you finish one step you have to move on to the next one. There is a
set sequence of operations that you go through. You start off
by getting some requirements. Here your client tells you exactly what they want your product to do. You don’t have any
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There are two (main) approaches to
building computing technologies.
The waterfall method follows a series
of steps but only in one direction.
Once one step is completed the next
can begin. Usual sequence is: requirements, design, implementation, testing,
deployment, and maintenance.
The agile method involves rapid prototyping, adapts quickly to changing
circumstances, and emphasizes continual improvement.

Bridge Near Waterfall
Photo by Pixabay from Pexels

1

You could potentially try
to inject some creativity at
this stage, but the process
is not well suited to doing
so.

creative say in the process at all1 .
Then you move onto figuring out how to turn those requirements into a particular design for a product. This design
would be a set of components built from various technologies
with details of what each component must do (its functional
specification) as well as describing how components relate
to one another. You go ahead and build each component, assemble them all into the final product and then you test it. You
check to see if the pieces work and then you hand it over to
the client and you walk away. Potentially you’ll also fix a few
bugs that are identified after release.
In practice this process is conducted more rigorously than
just described, but the key limitations remain. Opportunities for innovation are few, and typically limited to just one
stage of the process. There are no opportunities to revise any
decisions made, or to adapt to respond to changing needs
or to technology limitations. The process is an assembly
line for producing systems but frequently fails to achieve
any outcome at all, even for high profile and well funded
McCarthy (2019)].
teams [
Then there is the agile method or, as I like to call it, the
right way. Consider the following choices:
• Is a working product a good outcome to have?
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• Is having lots and lots of documentation crucial to your
product?
• Should you be collaborating with your customer throughout the development process?
• Would it be better to negotiate a contract up front, and then
stick to that from then on?
As you might have guessed these relate to the differences
in philosophy between the agile process and the waterfall
method. Agile processes are in favour of rapid prototyping.
We don’t do what the waterfall approach does and go from
beginning all the way to the end before checking to see if the
client actually is happy with what we’ve created.
We adapt to changing circumstances so that as conditions
change we change what we’re doing. We’re not going to say
“Oh, you wrote your requirements at the beginning, I don’t
care that you don’t need it any more. I’m still going to spend
another three years developing what you no longer need. You
still have pay me at the end.”
We continue to look for ways of improving the product that
we’re building. We test regularly and see what isn’t working.
We then make changes as we go to make the product better.
Creative technology product design and development is
based on the agile philosophy. The Agile Manifesto says it is
more important to consider the individuals and the way they
interact then to have a fixed set of processes that everybody
has to follow regardless. They believe that it is more important
have a working product than a lot of documentation. They
believe that it is more important to actually collaborate with
your customer rather than negotiate a rather complex legal
document up at the front and try to enforce it from then on.
They believe in responding to change rather than following a
fixed plan.
From this point, the creative technology processes described in this book embrace the agile philosophy.
There are some new words that we have to learn in order to
understand this agile process.

Creative technology
product design is
now also adopting
the agile philosophy.
From the agile manifesto [
Beck et al. (2001)]:
• Individuals and interactions over processes
and tools
• Working product
over comprehensive
documentation
• Customer collaboration over contract
negotiation
• Responding to change
over following a plan

14
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Agile has added some new words to
describe processes created (or incorporated) to support the philosophy.
Sprints: fixed duration development
period with everyone working to a
common goal. Scrums: team session
to decide on tasks required to achieve
the goals for the next sprint. Backlog:
the tasks still to be completed in the
current sprint. Extreme (pair) programming: two or more people working
on the same task at the same time,
Woman Running on Field
Photo by Eugene Chystiakov from Pexels
together to benefit from their combined skills and reduce communication
overheads. Rapid application development: generating successive testable prototypes in shorter sprints.
Test driven development: testing each prototype (on actual end-users)
to ensure the product not only works, but that it solves the problem.

Sprint: The meaning of this word is much the same as the
colloquial use. You have run as fast as you can towards the
goal. You then get to stop at this point to catch your breath
before taking off for the next goal. Consider a five year
project and how to avoid just getting started and working
straight through. What we do is work out what we need to
do in the next two weeks. We then sprint towards achieving
that goal. After the two weeks are up we can have a look
at what we’ve achieved and if is it any good. This allows us
to change our minds, allows further creative input into the
design, a chance to work around any restrictions identified
in a technology or to adapt based on changing needs from
clients and stakeholders.
Scrum: Agile involves the use of scrums. The scrum is an
opportunity (a meeting) that lets everybody get together,
to huddle around and to make a decision at the beginning
of the sprint that defines what we actually want to achieve.
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This not only sets the sprint goal, but ensures everyone
understands what it is and what other members of the team
are working on.
This is the group meeting that we hold at the start of the
sprint to decide what we’re going to be doing. During the
sprint we all go our separate ways for the two weeks, or we
work in smaller groups. Everyone will come back together
at the end of the process having worked towards those
goals we agreed on at the beginning.
Backlog: During your Sprint you will be working towards
completing a backlog. A backlog is simply a list of the
tasks that you still have to do. As agile people are cool and
creative they like to write them up on little post-it notes
and stick them on the wall to track the backlog and to
update it as tasks are completed.
Extreme programming: You then get engage in extreme programming (or extreme design or extreme development).
Pair programming is one example of doing something to
the extreme. Given that two heads are better than one,
you have two people working together on the same task.
Working together on a task results in a synergy ensuring
that you’re more productive than each of you alone. In
pair programming the two people are working together on
the same task at the same time. Each person may perform
a specific role during the activity to reduce the need for
context switching, or can just be maintaining a different
perspective (e.g. one is concerned with writing program
code while the other tries to identify potential issues or
checks for compliance with the task outcome). The goal
is to get much more done than would be achieved by just
the two members of the pair working independently and
combining their results at the end of it.
Other extreme practices exist (and more can be invented
for other types of activity) which focus on embracing approaches to producing high quality and robust components
that will survive the rigours of later sprints.

15
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Rapid application development: Each sprint ends up with a
prototype that can then be tested. We see what is wrong
and what is right with it and then decide what happens
during the next sprint. But if something bad happens (our
company goes bankrupt) the customer still has the most
recent prototype available to them and so they don’t walk
away with nothing as they would if the waterfall method
were used. The customer can even start using the early
prototypes which is a good way to discover opportunities to
improve the user experience.
Test driven development: You don’t want to wait five years
to see whether your product is any good. With agile approaches you can test after every two weeks. This might
just involve putting the prototype in front of somebody,
such as the person sitting next to you, and see what they
do when they see it. If they can’t figure out how to use it
then there is a problem we better fix before we ship it to the
customers.

Agile is a philosophy, not
a set of rules. There are
many interpretations of the
agile manifesto. Your own
teams may adapt these
practices to select those
elements that work for
them.

Is agile the one and only methodology? Remember it is not
meant to be a religion. It is a philosophy, a bunch of ideas, that
you decide whether you want to buy into it or not. If you do
buy into it, you don’t have to follow rules. Agile is not about
processes and tools or following rules. It is about adapting and
this is contrary to the existence of agile rules. Decide what
you think is going to work for you and incorporate that into
your practices. You’ll find that there are many ways in which
people have adapted agile practices. You select the best of
those that work for you and ignore the rest.

2.3

Design Sprints

We want to adapt the agile process to apply to creative technology product development. This needs a form of agile that’s
not just good for programmers, but also useful to product
designers. The design sprint is that agile adaptation.
The original form was created by the company: Google
Ventures, which is the innovative arm of Google. The traditional design sprint runs over 5 days. Variations on the process

fantastic tales of bold creative technologies

A form of agile for creative technology product design: the design
sprint developed by Google Ventures
(GV) [
GV (2019)]:
Monday: understand the problem and
what needs to be solved.
Tuesday: be creative and generate
Close-up Photo of Calendar
Photo by Pixabay from Pexels
ideas.
Wednesday: select an idea and outline
the solution.
Thursday: make a prototype as rapidly as possible.
Friday: evaluate it by testing with people.

can be created to suit particular needs provided they capture the essence of the problem understanding, goal setting,
ideation, design, prototyping and evaluation steps. This is also
an activity that absolutely requires teamwork. Involve as many
different perspectives as you can to truly enrich the interplay
between expertise in different technologies. The five day version is described relative to the five days of a working week
that would be required for this form of sprint.
On Monday, you understand what the problem is, and what
needs to be solved. We specify a goal, and identify what sort
of problems there are that need a creative technology solution.
A shared understanding of the problem area and the goals
that need to be achieved are the result of the activities on the
Monday.
On Tuesday you start to get creative. This is the opportunity to employ the strategies described in the remainder of this
chapter.
Generation of ideas happens on Wednesday. You shoot
down all the bad ideas and pick the best one. The goal is to
agree on that with your team. By Wednesday it has been
decided what solution is going to be built.
On Thursday you build it. How does anybody build the
complete prototype in one day? We use every mechanism
possible by being as creative and innovative as we can in order

17

18

shaun bangay

to assemble the prototype in one day. Tricks include using
components from other projects. These are held together with
bits of string and pieces of sticky tape (sometime literally,
often figuratively). Other elements might be mocked up with
paper and cardboard. By the end of Thursday you want a
prototype that you can actually test. It may be tested with
somebody sitting over the test subject’s shoulder describing
what the subject should actually be seeing but that is enough
to assess the potential.
On Friday you can actually test the prototype on potential
users. At that point you then know whether your idea is
actually going to be good or not.
During the next week you can start all over again and build
a better solution based on what you learned, or you can scrap
the idea and try a completely different approach. If the test is
successful you have a prototype that you can show off and use
as a basis for your business case.

2.4

When is an idea creative?

There are several phrases associated with creativity. These
include: innovation, novelty, out of the box, exciting, and
unconventional. The properties of creativity used in this
chapter relate to three principle properties:
New: Repetition of existing ideas is usually not considered to
be creative. Remixing existing ideas into a new form starts
to become creative while originating completely novel
concepts is considered to involve the most creativity.
Useful: Interestingly creative ideas are most valued when
they can be used for a purpose. This is particular relevant
to creative technology products where interesting ideas
abound but those that can actually achieve a (predefined)
goal are prized outcomes of the creative process. We distinguish being creative for purposes of glory and beauty from
that creativity used for creative technology products which
hopefully will be of use to you. You do get to decide what
constitutes useful to you.

fantastic tales of bold creative technologies

Surprising: Related to originality, creative outcomes can be
achieved by extrapolating an existing pattern. However
greater creativity is associated with ideas that represent
a completely fresh perspective (even if these often seem
‘obvious’ in hindsight).
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When is an idea creative?
• New
• Useful

2.5

How to get creative

So how do we get creative? Even if you don’t think you’re creative it is all right to cheat and act as if you are, following the
steps outlined in this section. Then it doesn’t matter because
if you are producing creative ideas then you are effectively
creating. I do believe that everyone is creative even if they’re
not aware of it.
There are many strategies for triggering creative ideas.
Some are as simple as adding constraints to the scenario.
Others involve adopting or role-playing particular mindsets.
Understand that there is no single ‘right’ answer, and that
sometimes even ludicrous suggestions may be the seed for
a creative idea. Thinking deviously and trying to cheat (as
in exploit loopholes, rather than deceive) can also open up
opportunities.
There are many systematic approaches to being creative,
beyond those covered in this chapter. It is well worth compiling your own list of strategies that work for you.
So what we want to do is to get you away from thinking
that there is only one way of achieving any particular result.
We want you to try and be as devious as possible. We’re going
to be courting out-of-the-box or lateral thinking.

2.6

• Surprising

How to get creative
• Embrace constraints.
• Avoid fixedness
(only one way of
seeing the world) as
provided by training
for standardized
testing.
• Follow one of the
systematic approaches
to being creative.

Lateral thinking

Lateral thinking is one of the creativity techniques. It corresponds to thinking ‘out of the box’ or potential ‘though the box’
although that’s a horrible cliché that I would prefer to avoid.
Here’s a challenge for you. How does anyone get a really
high paying job once you master the material in this book?
You could create your own own startup company and earn a

How do you actually think
outside the box?

20
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How would you solve
the problem of getting a
potential employer to read
your resume? [include a
tea bag so it can be read
over a cup of tea, use
your CV as wrapper for
a chocolate bar, format
it as evidence of ability
- newspaper article for a
journalist, post it as a flyer
to windscreen of the most
expensive cars, pay for
targeted adverts via Google
for the individuals you’re
targeting (“hire me”)].

billion dollars. If you’re going to do that then you’re going to
need to work with other people either as an employee or as a
partner, collaborator or chief executive officer. How are you
going to get them to notice you?
That is a problem that needs a creative solution: how to get
somebody to read your resume. We could, of course, just shove
it in the mail and hope that somebody opens and reads it. This
is not likely to work. You could create a web page and make it
look really good. Would you pay people to read your resume?
Now consider some of the strategies that involve looking
at the problem from different perspectives. You could send
your resume with a teabag attached, and a message saying:
make yourself a cup of tea and you can read my resume while
you drink it. This addresses the issue of how long people
spend reading each resume. Anecdotally this is 30 seconds
per resume, while with a cup of tea you’ve got their attention
probably for five minutes at least. You are doing better already.
Wrap a bar of chocolate in your resume or print the resume
in the form of a chocolate wrapper and then send that to them.
This combines a distinctive approach with an incentive and
obligation to read it.
If you’re a journalist then format your resume as a newspaper article providing evidence of what you’re capable of doing.
Print your resume as flyers and walk around the area where
want to get a job. Find the most expensive cars there and stick
your flyer on the windscreen. Don’t do this for the cheap ones.
This banks on the people who drive expensive cars being the
ones who make hiring decisions.
What about paying for targeted Google ads so that when
somebody was searching for relevant topics an advert would
pop up in their browser, saying ‘hire me’.
So now that you’ve seen an example of a typical problem
and some solutions representing lateral thinking strategies,
consider some of these examples representing traditional lateral thinking problems. Many of these are rather contrived to
have some oblique solution that makes sense when the problem is viewed from a different perspective. These are popular
job interview questions as well, and also worth practising for
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that reason.
• A graduate applying for pilot training with a major airline
was asked what he would do if after a long haul flight to
Sydney he met the captain (of the aircraft) wearing a dress
in the hotel bar.
– Hopefully this is no longer surprising, but the reader
is supposed to assume that the captain is male (using
outdated stereotypes) and also that cross-dressing is an
issue. Lateral thinking, given those assumptions, would
involve realising that the simplest scenario is that the
captain is a woman.
• If you are in a deserted house at night and there was an oil
lamp, a candle, and firewood and you only have one match,
which would you light first.
– The desired answer is: the match. Lateral thinking involves realizing that the list of items does not represent
everything in the scene, and that the match would have
to be lit before any of the other items could be ignited.
• Is it legal for a man to marry his widows sister?
– Based on the trick wording, the man is dead. Legalities
given those circumstances may vary by jurisdiction.
Many of the standard lateral thinking problems could be regarded just as puzzles or riddles. What we are trying to do is
to look at them as examples of demonstrating a particular way
of approaching a problem. There are assumptions built into
each problem that are designed to distract you from the key
issue. Thus you inadvertently fall into the trap of not thinking
about some of the other options that may in fact be in plain
sight.
There’s a particular way of thinking that we like to teach
people at university, in particular for science subjects or mathematics, where you start in particular point and you follow a
chain of reasoning step by logical step towards the conclusion.
It has its uses but is vertical thinking. What we’re aiming at
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The notorious lateral
thinking problems:
• A graduate applying
for pilot training with a
major airline was asked
what he would do if,
after a long-haul flight
to Sydney, he met the
captain wearing a dress
in the hotel bar. What
would you do? [Female
captains are, in fact,
permissable]
• If you were alone in
a deserted house at
night, and there was an
oil lamp, a candle and
firewood and you only
have one match, which
would you light first?
[The match]
• Is it legal for a man
to marry his widow’s
sister? [Dead people
usually can’t marry]
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here is lateral thinking that involves trying to think in another
direction. Don’t try and follow the chain of inferences from
one point to the next but see if you can leap sideways into a
completely different perspective.
Vertical thinking follows a logical progression; step by step considering the
consequences and being able to justify
each step.
Lateral thinking tries to find a completely different perspective for approaching the problem in the first
place, while also being a mechanism
to allow Edward de Bono to sell his
courses. Practice doing this deliberately.

Figure 2.1: How did
the plane get there?
Image "Middle of Nowhere" retrieved from:
https://unsplash.com/. Author: David
Kovalenko (davidkovalenkoo), image ID:
G85VuTpw6jg, https://unsplash.
com/photos/G85VuTpw6jg

Photo Of Kid Sitting On A Chair
Photo by Collin Guernsey from Pexels

Coincidentally the AI which prepares my teaching materials chose the picture in Figure 2.1 to illustrate the point.
I thought this was an interesting coincidence because the
obvious question is: how did that plane get there? I don’t
know the answer to that but I have my suspicions.
Now that we seen examples of lateral thinking, are there
ways to actually trigger it, or to force it to occur? One question you might want to do is ask: How would it typical person
go about solving this problem? Then don’t do it that way. This
is the same as first solving the problem in the conventional
way. After that try to solve it in a way that is not conventional. For example, take the challenge to name three consecutive days in English without using the word Tuesday,
Thursday or Saturday.
One solution is: yesterday, today, tomorrow. That’s how a
typical person would solve that problem. Now can you find
another solution?
Past, present and future is one suggestion, but doesn’t
actually name days. However this is getting creative. Other
solutions do exist, such as: Christmas Eve, Christmas Day and
Boxing Day.
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Are there actual strategies to use to
achieve lateral thinking?
Ask yourself how a typical person
would solve the problem. Then consider how to solve the problem if you
couldn’t use that solution.
Can you identify what assumptions
Man Holding Chess Piece
you’re making about the problem?
Photo by Pixabay from Pexels
They may not always be required, and
so offer a path to alternative solutions.
Look for more alternatives, know
when to change your focus, challenge the status quo, add something
random, be provocative.

Another strategy is to identify what assumptions you’re
making about the problem. Are they all required? Is there a
path to an alternative solution? Consider this example: You’ve
got to choose between three rooms (so no getting creative and
refusing to choose a room). You can choose either the room
full of raging fire, the room full of tigers that haven’t eaten for
three years, or the one full of assassins with loaded machine
guns. The solution is revealed when it becomes clear that not
all rooms are equally dangerous. Tigers that haven’t eaten for
three years will have died of starvation.
Sometimes you want to use your creativity to see whether
you can find more solutions other than those given. A classical
lateral thinking problem involves a window cleaner on the
21st floor that slips and falls. They are not wearing a safety
harness and there is nothing to catch them, but they walk
away unscathed.
They were cleaning the inside of the window. Normally the
assumption made about window cleaners is that they clean the
outside of windows, particularly when we mention that it is
a 21 story building. However it is also necessary to clean the
inside of a window.
There are cases when you need to change your focus. Instead of looking at one particular aspect of the goal see if you
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can look at it from another point of view. Challenge the status
quo. So here’s an interesting example, an active and actual
creative technology product: How would you design a camera
to take better pictures?
Typical strategies involve adding a better lens, bigger
housing or increasing the resolution (more mega pixels).
However one solution that one company followed was to
reduce the camera resolution. Given that a typical resolution for cameras these days is in excess of 15 mega pixels
(more than 4000 pixels by 3000), they took it down to one
pixel [
CALD (2013)]. Now that they’ve removed the issue of resolution altogether, what can you do with a one pixel
camera? However now the camera is very fast because it is
less complex. It can capture that one pixel in a billionth of a
second. Now you can take lots (and lots) of pixels in the time
that it would normally take you to take one picture. The next
innovation is to combine the camera with a projector. You can
project different patterns on the surface and you capture the
light coming back from each possible pattern. If you project
enough patterns then you can reconstruct the entire image,
and also measure the distance in the scene to each part of the
image. This was done by actually reducing one property of
the camera. You’ve now created something that’s capable of
capturing more information about the scene and doing a better
job. A one pixel camera is great. It then turns out that three
one-pixel cameras can produce the same outcome, but 50 times
better. So we might have to put up with three pixels in our
cameras.
This solution demonstrates the benefit of a completely
different perspective. Instead of going for what everyone
else is doing and adding more resolution to your camera,
this approach explored the lateral thinking solution of rather
adding less. It doesn’t hurt that this solution also uses some
other cutting edge technologies.
Other strategies you might want to do include adding
something random so you end up with a different (but related)
problem. This then helps realize, surprisingly, that there are
all sorts of extra opportunities to accomplish what you might
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want to do, or different ways that you can approach the problem.
Be provocative. Creative technology products are (nominally) designed for good. What if we design them for evil? This
intended as a provocation: you (hopefully) won’t actually do
that in the end, but it helps you change your mindset.

2.7

Pattern Recognition

The human brain is built around operations like pattern recognition. It is really good at recognizing patterns which is one
of the problems that we can’t solve very well with artificial
intelligence just yet. Making associations between patterns
allows you to recognize when you’ve seen something before.
Based on the context in which that occurred you can then
extrapolate on how to apply previous solutions to the different scenario. You group the patterns into categories. So now
you start to name your patterns and then you can start to say
when you encounter a problem: ‘Oh yeah, that needs a lateral
thinking solution.’ (where lateral thinking is one of the patterns we’ve identified and named). Creative solutions result
because we’ve got a name for this concept.
We can start to find similarities between patterns. Humans
are smart enough to realize that even though this is not an
exact copy of the original issue it is similar enough that we can
still get something useful out of applying the pattern. One of
the habits we want to get away from with our fixated thinking
is lack of tolerance for ambiguity. Ambiguity is great in that
it helps us find relationships between patterns that are not
identical.
Consider the question of how many lines do you need
to paint to mark the parking spaces for 10 cars. Apart from
creative, lateral thinking solutions that might involve one
wavy curve, a typical solution requires 11 lines. One car needs
two lines, one on each side. Two cars need three lines, one of
each side and one in the middle. Following the trend reveals
the pattern: one line for each car, and one extra to mark the
final edge, so one more line than there are cars.
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How does the brain
work? [Hong (2013)] It identifies
patterns, makes associations between
patterns, groups patterns into categories, find similarities between patterns
even if they are not exactly the same,
and generates analogies (relating associations between one set of patterns,
to potential associations in another
set. Consider how this is applied with
Internet memes).

Creativity can be achieved
by pattern recognition
by matching template
patterns to a particular
(new) scenario. Techniques
for achieving creativity are
these templates.

Multicolored Skull Decor
Photo by Chait Goli from Pexels

Now suppose you need to park 3000 cars. How many lines
would you needed to paint? Using the pattern the solution
is immediately 3001 despite the large numbers involved. Although in most practical cases we would have run out of
parking lot, so we have to find ways of arranging cars in other
ways.
So once we seen patterns we have ways of classifying them
to generate analogies and analogies allow us to associate the
actions of applying one pattern to one scenario. Given the
same pattern and a related problem in a different scenario the
solution is likely to be analogous to the outcome from the original situation. Reasoning by analogies is readily illustrated
by memes (the ones involving images with some pithy message attached). Memes are really good examples of analogies.
Provide only, for example, the meme picture without the writing and those familiar with that meme still understand how
the pattern applies. It is relatively straightforward to apply the
same meme to any relevant context.
Patterns take various forms. They might be visual diagrams
such as the periodic table, which illustrates the value achieved
by grouping elements with similar properties. Patterns resulting from the placement and relationships between elements
allow properties of elements to be predicted from those of
their neighbours. With concepts that behave similarly there
are rule based representations such as mathematics. As long as

fantastic tales of bold creative technologies

you follow the rules it is like playing a game.
We can do creativity just by pattern matching. All we need
to do is build up a big enough repository of patterns that we
can use. This is what this chapter is starting to do. We’ve seen
patterns around lateral thinking. We’ve seen patterns around
ideas such as the use of randomness and of challenging the
status quo. We want to build up that repertoire.
The opposite of a creative genius is not a creative idiot. It’s
just somebody who’s not prepared to tolerate any break from
their fixed minded thinking.

2.8

Creativity and constraints

Would you be more creative if you had unbridled freedom, or
if you were constrained in some way? There’s an interesting
story around constraints. If you live in the first world then you
typically have access to pretty much anything you can desire
and you generally have enough money to satisfy your desires.
However there is a study that says that the more resource you
have the less creative you are. This is because you can just
buy a solution rather than having to think about it. It turns
out that the problem is equally bad in the opposite direction. If
you live in a country of scarcity then you’re not creative either
because you have to focus on solving the immediate problem
and you’re not thinking about the bigger picture or alternative
ways of achieving your outcome. You just really have to get
your immediate problem solved.
This is awkward. I can’t give you lots of money so you’ll be
creative. I can’t take away all your money so you’ll be creative.
Instead we have to learn to work with constraints. Constraints
are needed to block the path that lets you take the easy way
out.
Consider this problem in terms of constraints. You’ve got
papers that are blowing away in the wind. You are given some
equipment. You’ve got a hammer. You’ve got nails. You’ve
got wood. Now what you want to do is design a solution that
stops papers blowing away.
As you think about this you may imagine an interesting
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A pattern may take
different forms:
• a diagram (visual)
showing connections
between elements.
• a set of rules defining
how elements interact
(e.g. mathematics)

The opposite of creative
genius is not idiot, but
rather rule bound thinker
with no tolerance for
ambiguity.
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First world societies have an abundance of resources. However greater
emphasis in these societies is placed
on creativity (as opposed to physical
labor). Creativity declines with resource availability (reduced motivation
to innovate). It is also easier to acRed and Blue Hot Air Balloon Floating on Air on Body
quire the specific product for a given
of Water during Night Time
Photo by Bess Hamiti from Pexels
purpose than to adapt an available resource to solve a problem. Scarcity can
also have negative effects; too much
consideration of the constraints can lead to making short-term decisions which do not favour the long-term consequences by following
the path of least resistance (POLR). This encourages people to explore
solutions that they have used before (good or bad). Constraints are
needed to block this path [Mehta and Zhu (2015)].

machine that probably involves a piece of wood that slides up
and down so you can get your papers out, and you connect
those pieces together by hammering in the nails. Let’s give
ourselves constraints. One constraint might be to take away
resource. So let’s take away the nails. Let’s take away the
wood. Is the problem easier to solve now you’ve just got a
hammer?
More constraints actually make the problem easier. You
now can only put the hammer on the papers to stop them
blowing away. Given extra resource you start thinking about
how to use them. Remember you don’t have to use everything.
There are several forms of constraint that can be introduced. Time restrictions determine how fast the solution has
to be, or even how long you have to find the solution. You
may not have the equipment you need, so if your creative
technology prototype needs a time machine and a small nuclear power station you can treat their absence as a constraint.
The choices you have and the domain of the solution may be
constrained. A solution that works worldwide will be tricky,
but one that works just under the conditions found in your
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Problems to practice constraining:
Papers are blowing away. Given equipment (hammer, nails, saw, wood)
design a solution to solve this problem.
[Put hammer on the papers.]
Design a toy, using a set of building
blocks.
Using only a candle, matches, and box
Mosaic Alien on Wall
Photo by Francesco Ungaro from Pexels
of tacks attach candle to the wall so it
burns but does not drip wax on table
or floor. (Solution: tack box to wall, put
candle in it).
Invent alternative uses for sheets of bubble wrap.
Design an improved computer keyboard.
Consider other uses for a product: when its traditional intended purpose has been made clear, versus when not. Fewer novels ideas are
generated when the product is presented for a particular purpose.
Draw a picture of an inhabitant of a fictitious planet. If you seed the
process with some images you may see that this sets the trend.

neighbourhood may be more easily achieved.
Consider the following problems. None of these have perfect solutions but this is an opportunity to apply creativity by
imposing constraints.
How would you design an improved computer keyboard?
Perhaps we need a keyboard with one key. This may not be
completely ridiculous. Consider what some manufacturers
have done with smartphones, reducing them to a single physical button.
Consider other uses for an existing product, such as a shoe.
Obviously it can be used for running, but what else? It could
be for protecting your feet. Add a constraint to remove that
solution. How else would you use something like this? It could
be used to stop paper blowing away. It would make a elegant
pot for plants. It turns out that fewer novel ideas are generated
when a product is presented for particular purpose. When
we present something you wear on your feet and say it is for

Properties that can be
constrained:
• Time
• Choices (alternative
options that can be
selected).
• Parts (equipment
available)
• To a particular domain
(only want solutions
suitable for a particular
group).
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Constraints on the creative
process
• Time limits: do the best
possible within a fixed
time limit.
• Break tasks down
into smallest possible
element.
• Try other strategies
to brainstorming: solo
idea creation, debate
ideas (don’t just accept
them), extend on other
people’s ideas, act on
ideas straight away.

running, all of a sudden your scope of possibilities has shrunk.
Once we fixated on that aspect it took a bit of effort to expand
back again and find other uses.
Draw a picture of inhabitants of a fictitious planet (basically
draw an alien). If we prime you with images of aliens when
posing the problem then you will likely draw very similar
looking aliens with features present in the original images.
Solutions such as amorphous rocks that inhabit the upper
atmosphere would be much less likely.
Constraints are good when we need to be able to make
decisions because they get us away from creative indecision.
If you have too many options you have more difficulty in
deciding which ones to use.
There are some interesting examples of engineering problems benefiting from constraints. Consider a probe that you
want to land on Mars, but you can’t land it on rockets because
the rocket fuel leaves residue in the ground and that poisons your samples. So how did they do it? Air bags. You just
dropped the probe on air bags, and hope that it bounces and
doesn’t break. Next probe comes along, and is too big for air
bags. They’re not going to be strong enough. Parachutes won’t
work so instead they use a skyhook. You have an platform that
hovers far enough above the ground that doesn’t contaminate
the soil. You lower the probe down to the ground and then the
platform flies away and crashes somewhere else.

2.9

Actually Doing Creativity

As an opportunity to apply some of the techniques for triggering creativity the following example demonstrates some of
the early stages of a design sprint. These include some creative
ideas contributed by the unnamed members of the group that
participated in this sprint.
In this case the sprint is based around an assigned goal. The
goal is to keep public transport on schedule.
Such goals are deliberately chosen to be very broad. Any
goal that has aspects of the solution built into it limits the
value of creativity in the design sprint. For example, phras-
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The power of creative constraints [
TED-Ed (2017)] addresses
the inability to make a choice due to
too many options. Examples of engineering problems benefiting from
constraints include the Mars lander
which has to land while achieving no
fuel contamination with a vehicle too
big for airbags. Iterative approaches focus on an improvement on an existing
solution. Innovative strategies look at
how to achieve the same goal but in a
Brown and Black Crater
Photo by Pixabay from Pexels
different way (but still according to the
same constraints). Opportunities exist
to re-purpose solutions from one field
to another. Constraints are the foundation of creativity.

ing the goal as ‘build a device that lets a bus get preferential
treatment at traffic lights’ could still involve some interesting
technologies but reduces opportunities to solve the problem
creatively in other ways. Even the goal of keeping public
transport on schedule is more specific than a goal such as ‘get
more people using public transport’.
The first step in the design sprint (at least in this cut down
version of it) is to research the problems involved in achieving
the goal, and to select which of those we want to solve. Ideally
this involves bringing in experts on the area to explain existing
solutions and what problems remain unsolved.
In this case, many of us have experienced scheduling issues with public transport and we have ideas of our own that
represent problems that need to be solved. Those suggested
include:
• Lack of maintenance causing vehicles to break down frequently.
• Passengers taking too long to get on or off.
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• Passengers using the entry as an exit.
• Traffic on the roads, particularly accidents which block the
routes.
• Overcrowding.
• Managing the ticketing system (no names mentioned, but
slow and inefficient smart card systems cause delays).
• Infrequent services.
• Bus bunching effects due to one schedule disruption affecting subsequent services.
• Buying tickets from the driver, and the time taken to complete the financial transaction.
This problem list represents the outcome of a research stage
that would involve interviews with stakeholders, presentations from experts and further research. Online research
may identify various complaints, such as transport being too
crowded and unable to pick up passengers. Those left behind
are faced with lengthy delays, particular if services are infrequent. Maintenance work on tracks forces commuters onto
other, often less convenient, forms of public transform. Most
people also use public transport for peak hour travel, when
the scheduling problem may be most difficult. Bad scheduling
leads to poor connections between different forms of public
transport.
Having identified a particular issue further investigation
identifies its causes. For example, further investigation may
lead to details of the bus bunching issue, such as simulations
explaining how it occurs [
Lehe (2015)] and investigations
into its causes [
Egge (2016)].
Once problems have been listed we need to choose one to
focus on for the design sprint. This decision might be made
through some form of voting within the team. In this case we
choose the bus bunching problem as the one that we intend
to find a creative solution for. We can then be specific on the
outcomes that we want. These help determine whether any
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solutions we find meet expectations. For example we could
insist that the solution require public transport to meet its
advertised schedule (which it won’t if buses bunch). Alternatively we may decide that schedules don’t matter as long as
we can ensure that there is a fixed and constant time between
each bus (again, no bunching).
As this stage, the problem is now to avoid bunching of
buses. This is the point at which creativity comes in. Having
clearly stated the problem we now need to find solutions.
To ensure a solution is creative, we need something to
compare it to. We’ll start by generating the boring ideas; the
obvious solutions. Obvious solutions:
• Get rid of all other traffic.
• Add more buses.
• Change the routes.
• Make bigger buses.
• Stop collecting fares when the front bus is running late.
To be creative, we need to find other ways of solving the problem. One strategy is to think laterally. This could involve
challenging assumptions about the nature of buses. A suggestion such as ‘make buses fly’ does exactly this by removing the
assumption that public transport is limited to roads. Otherwise
we can challenge the assumption that all buses are equal. We
might have specialist buses for handling crowded suburban
roads, with bigger and faster vehicles for long-haul freeway
use, or connecting major and high traffic locations. Instead of
focusing on the bunching, focus on the separation. An automatic braking system that regulated the maximum speed of
the second bus might help control separation.
We can explore ways in which potential technologies would
be part of a solution. Artificial intelligence technologies might
suggest a solution based around autonomous buses. Behaviour
modification technologies might suggest offering a discount
for those people who wait for the next bus once bunching
starts. That would speed up the bus in front, and slow down
the one at the back until bunching is resolved.
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Pattern recognition is another strategy. Identify another
scenario that has the same pattern, and import solutions from
that. A group of hikers on a narrow trail will often bunch up
behind a slow individual. Solutions that would occur in that
case would be to ask the person at the front to step aside until
everyone had passed. That might suggest a solution where the
slow leading bus has to pull over, and allow the buses behind
to get ahead.
Adding constraints forces creativity. It makes the problem
harder but can remove choices that might prevent you seeing
opportunities. For example, add a constraint that only one
passenger is allowed per bus. A creative solution in response
to this constraint is to make lots of very small buses. This
might have effectively reinvented taxis, but also potentially
other forms of transport that offer individualized services that
stops bunching from becoming a problem.
These are only a few of the strategies for being creative.
Even at this stage, we have a number of creative solutions
that would achieve the original goal. Remaining stages of the
design sprint involve proposing a product incorporating a
chosen solution, building a prototype of this product, and assessing how desirable it is through user experience evaluation.

2.10

Identify strategies from
those presented and the
other resources provided.
• Contribute other ideas
(research online, your
own creative process).
• Build a checklist of
the strategies that you
believe will help.
• Actually apply this
checklist while working on your creative
technology products.

Working with Creativity

The key message at the end of this chapter is that you need
to develop your own creative process. There are lots of ways
of being creative in addition to those presented here. Look
around on-line and see what other people are doing. Build
up a check list of strategies to try when you are assigned a
problem to solve.
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Eureka moments are flashes of insight.
These are difficult to engineer. Think
about “getting” a joke - the point at
which story lines converge to present
the absurdity. “During the company’s
periodic password audit, an employee
was found to be using this password:
GoofyHueyLouieDeweyDaisyDonaldMickeyMinniePhoenix. When
asked why they had such a long password, they said, "The boss said that
my password had to be at least eight
characters long and have at least one
capital." [
Jokes (2016)]
Person Cleaning Hands under Water
Photo by Samad Deldar from Pexels
Triggering eureka moments is aided by
the opportunity for the problem to incubate (particularly when not actively
working on it). This primes the mind to benefit from other concepts
that may be relevant. There is also an element of serendipity (luck)
where other factors just happened to coincide to cause elements to
associate.
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Artificial Intelligence
3.1

What is intelligence?

The theme for this chapter is intelligence, or artificial intelligence anyway. This leads into the question: What is
intelligence? Are you intelligent? How would you define
intelligence? Completing tasks and solving problems could
be one requirement for intelligence. The ability to rationalize might be another aspect, but this could involve both
rational thinking (thinking logically and following a sequence
of steps to achieve a goal) or the ability to rationalize (fit a
set of observations to a known pattern). Computer programs
proceed through a step by step process, and each step can be
justified. However this is not usually regarded as a sign of
intelligence. Innovation and the ability to generate new ideas
(‘think outside the box’) is a property that can be associated
with intelligence.
The ability to learn and acquire knowledge is one of the
areas that is developing significantly with artificial intelligence
at the moment. Let us start off by considering various ways
in which we could understand intelligence. There is no single
right answer to this, but we can get some insight into properties of intelligence through the alternatives that have been
considered.
The mechanical Turk, shown in Figure 3.1, is one of the
first instances of artificial intelligence. This is a chess playing
machine dating back several hundred years. How could you
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What is intelligence? The Mechanical Turk is identified as an
early exemplar of the intent behind artificial intelligence. The
human brain may be an example of intelligence. Eliza, a bot
which phrases its response using a few grammatical rules, apYellow, Orange, and Green 3x3 Rubik’s Cube
Photo by Miguel Á. Padriñán from Pexels
pears to reproduce human conversational activities. Examples
of such bots can be explored
[
Laven (2019),
Carpenter (2019)]. Perceptrons are an early
neuron model that turned out to be incapable of solving several
classes of problem. Natural language processing could be considered
as a task that requires intelligence to solve. The Chinese room argument distinguishes between a computer that manipulates signals
against one that actually understands the meaning of the signal.
Should the intelligence be embodied (have the ability to sense, reason
and act about the world)?

build an automaton that was capable of playing a good game
of chess 250 years ago? The trick is to take advantage of the
large open space inside the box. You could cram a small chess
playing human into that. Close the door, leaving exposed the
bits with the whirling gears that looked like it was actually
playing chess mechanically.
This is interesting because the mechanical Turk has been
reborn in the 21st century. The company Amazon offers a service called Mechanical Turk. When you have a problem that
requires intelligence, and you don’t want to build an artificial
intelligence to solve it for you, you can outsource it to a bunch
of human workers who will then use their judgement based
on their innate intelligence. To solve your problem you must
break up the task. Each part gets outsourced to large numbers
of workers who you pay a couple of dollars each. You then still
have to put all the results together but the final result is a solution to a large and complex task that could not be easily solved
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Figure 3.1: The Turk.
This file has been identified as being free
of known restrictions under copyright
law, including all related and neighboring rights. https://commons.
wikimedia.org/wiki/File:
Racknitz_- _The_Turk_3.jpg

using a computer program. These tasks might involve making
a judgement about the emotional impact of a piece of writing,
testing the usability of a particular application or deciphering
the handwriting of a medical professional. Ironically this is
equivalent to a 250 year old technology.
The human brain is probably an example of intelligence.
However since we don’t fully understand how it works this
doesn’t help us at this point.
Eliza is one of the first chat bots, and used a very simple sequence of rules. However it gave remarkably convincing looking responses. The excerpt below is based on one of the many
Ronkowitz et al. (2018)].
online Eliza implementations [
> Hello, I am Eliza. I’ll be your therapist today.
* I am feeling happy.
> Do you believe it is normal to be feeling happy?
*All my friends feel happy.
> Would you say that you have psycholo-
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gical problems?
* I am no different to all of my friends.
> How long have you been no different to all of your friends?
* My differences have been absent since the first day I met them.
> What does that suggest to you?
* I am just the same as everybody else.
> Do you enjoy being just the same as everybody else?
* It makes me feel like an artificial intelligence.
> Can you elaborate on that?
What is the technique that Eliza uses? She just repeats back
what you said to her. By adding a little bit of a text around it
to make it look like it is a question you end up participating in
a conversation. Some people actually get quite involved in the
therapy, particularly given that you get to talk to a therapist
that is very non judgemental.
There are other processes that start to look like intelligence.
The idea of a perceptron is the early attempt to replicate the
way in which the human brain works. The human brain is full
of neurons. A neuron is capable of making a decision based
on some information. Suppose you had a particular problem
where you needed to distinguish between a dog and a cat.
Assuming you had some sort of animal of undetermined status
in front of you, you are able to measure a couple of properties
of that animal. Those might include the extent to which it
is domesticated or the size of that animal. You could make
a decision based on knowing that if it is very domesticated
and it is very big then there’s a good chance of it being a dog.
However if it scores quite low on the domestication scale and
is also quite small then it is probably a cat.
You could effectively draw a line between them by taking
these 2 quantities - the domestication feature and the size
feature - and combining them in some way to get a score.
A large score becomes the dog category and a small score
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becomes the cat category. Perceptrons divide up feature spaces
to perform classification. However, is this sufficient to produce
intelligence?
Natural language processing is a hard problem that human brains (made of neurons) are naturally good at. There
are devices these days that talk and we don’t really think
they’re necessarily smart. Being able to understand language
is a slightly harder problem. It all comes down to the idea of a
Chinese room. In artificial intelligence terminology it’s basically a room that will translate any language into Chinese. In
that room is a person who has a very big book. When particular phrase comes into the room they look through the book
until they find the rule that says this phrase needs to be translated into that sentence. They then output that sentence. So
regardless of whether the person operating the book is intelligent (or able to understand Chinese) the room itself appears
intelligent because it is doing something that we regard as
intelligent which is being able to translate one language to
another.
Detractors argue that this isn’t intelligent because it just
following a set of rules. This is one of the ironies with artificial
intelligence that the moment we understand how it works
it stops being intelligence, and just becomes a mechanical
process.
Do we have to be embodied to be intelligent? Embodied
intelligences would be able to interact with the physical world.
When we look at robots we think that an intelligent robot
doesn’t just sit around cogitating but is able to pick up on
what is going on around it and respond to that.

3.2

The Hype Cycle

The hype cycle is something that comes up for all technologies
at some point. There’s a particular trend associated with the
introduction of a new technology. At the beginning somebody
thinks of an awesome idea. Everybody gets started developing
and building upon the technology and it gets more and more
exciting and everyone is really thrilled about it.
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Figure 3.2: The Hype
Cycle. Olga Tarkovskiy, General Gartner Research’s Hype Cycle
diagram, https://commons.
wikimedia.org/wiki/File:
Hype- Cycle- General.png, Creative
Commons Attribution-Share Alike 3.0
Unported.

You might have seen this with mobile phones, or you might
have seen this with virtual reality, or you might have seen this
with wearable fitness bands. It reaches a point of a massive
frenzy about how exciting the technology is. Then we realize
that, in fact, it doesn’t quite live up to our expectations. The
virtual reality system was a lot of effort and wasn’t very effective. That cool gaming technology was more expensive than
we would have liked. That wearable device doesn’t actually
count the number of steps accurately. We all get disappointed
and despondent and we move on to other new toys. That’s
because that initial peak typically comes at a time when the
technologies are immature.
At some point when we get to the very lowest point of the
trough of disillusionment we actually start to realize that the
concept isn’t actually that bad. The technology has matured a
bit and we start to be able to achieve some of the goals that we
expected to be able to do. We end up on the slightly flatter, but
still rising slope of enlightenment. The technology is something that is usable on a regular basis and can be embedded
into our culture. At this point we have a technology that has
become part of our society.
Where are we with artificial intelligence? There are some
new up-and-coming technologies, such as deep learning, that
might still be on the first part of the curve. Alternatively some

fantastic tales of bold creative technologies

43

recently hyped decision systems that looked like they might
turn a win at Jeopardy into replacements for highly skilled
professionals are starting to back down from these ambitions.
Then again, other tools for natural language processing and
automated translation are becoming services used on a regular
basis.
Keep this chart in mind when you encounter new technologies in the future.

3.3

Identifying intelligence

So what do we need to do to figure out how we recognize
intelligence and when we actually see it? Is intelligence something that is able to do something that a human could do?
That’s like asking the question of how you would design an
aircraft? If we’re going to do it based on examples we’ve seen
in the physical world then we know that flight is something
associated with a bird. So to build an aircraft we must build
something that works like a bird.
And when we do that, we end up with something like that
shown in Figure 3.3. This looks good but doesn’t fly.

Figure 3.3: Wingflapping ornithopter.
This file has been identified as being free
of known restrictions under copyright law,
including all related and neighboring rights.
https://commons.wikimedia.org/
wiki/File:Ornithopter_and_
creator_George_R._White_at_
Saint_Augustine_3.jpg

This reasoning results in the field of classical artificial intelligence which got as far as the initial slope in the hype
cycle. This is the field that tries to replicate the human reas-
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How do you recognize intelligence?
It might be something that works
like a human, although we don’t
use airplanes that fly like a bird.
Classical AI is the field that tries to
replicate the human reasoning process, such as expert systems that
Person Holding Container With Seaweed
encode rule based behaviour. ExPhoto by Chokniti Khongchum from Pexels
amples exist [
Mathemedics (2014),
McGuinness (2013)]. Search processes explore all possible strategies
[
Munroe (2010)] such as tic-tac-toe. This strategy is used to win
games (tic-tac-toe, chess, go, jeopardy, arcade games).
Is it sufficient to be able to drive a car, or should it be required that
intelligence demonstrate common sense or learning from experience?
Other criteria used to consider animal intelligence include use of
tools, or communication with others. The ability to tell a joke is very
different to being able to perform calculations very fast.
The IQ (intelligence quotient) test may be better suited to measuring
exam performance and job status, than intelligence. Ideally it should
rather correlate to intelligence related activities.
The Turing test has been proposed as a way to identify humanequivalent intelligence. It involves trying to distinguish between a
human and an AI in a blinded experiment [
Ulanoff (2018)].

oning process. We’ve had some successes with that, as anyone
who has ever typed their medical symptoms into a search
engine would know. That is just a slightly different variation
on something known as an expert system. An expert system
encodes a bunch of rules that emulate the perceived actions
of a human doctor: if the patient is exhibiting this symptom
(they’ve changed colour and are now green), then give a diagnosis (they have a virus).
There are online tools like this that do exist at the moment
[
Mathemedics (2019)]. Other sites have similar rules
used to make different types of decisions, such as identifying
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Australian coins.
Playing chess is a problem that cannot be solved with an
expert system based approach. How do humans play chess?
You look at the board. You think if I move that piece there,
then they would move that piece there, then I’ll move this
piece there and they move that piece and now they lose. Alternatively I could move that piece and they move that piece
there and I move this piece and I win. Effectively what you’re
doing is looking through the entire space of possible moves
and counter-moves and counter-counter moves and so on.
This works reasonably in some cases where we can do such a
brute force search of all the possible strategies. Games such as
tic-tac-toe have a solution that if followed is guaranteed never
to lose.
Such a solution has been illustrated in Figure 3.4 (also at
[
Munroe (2010)]). The diagram can be hard to decipher

Figure 3.4: Optimal
decision tree for
player X in TicTac-Toe. nneonneo,
https://commons.wikimedia.
org/wiki/File:Tictactoe- X.svg,
Creative Commons Attribution-Share Alike
3.0 Unported.

but what you do is, assuming you’re going to play X, look for
the box with the X. In the solution this may always involve
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playing the top left corner. Now we wait to see what the opponent does. Let’s suppose the opponent goes for the middle
row on the right. The remainder of the play is now illustrated
in solution provided in the box corresponding to the middle
row on the right, and indicates that the next move is to play
the middle cell. This process repeats until victory or stalemate.
The entire space of possible moves for tic-tac-toe can actually be represented on a diagram that is actually not impossible to still be able to read. The number of possible moves
in chess is on the order of 10 to the power of 80 (1080 ). This
is a number just slightly larger than the number of atoms in
the universe, so might take awhile to check all the possibilities. However we’ve found various cunning ways of avoiding
having to enumerate all of them by ignoring obvious deadends, favouring particular paths, and not exploring every
consequence of any move.
Search strategies enable computers to play competitively
in other games, including those that require language understanding and general knowledge such as Jeopardy. Here the
ability to search the entire Internet is a definite advantage.
Artificial intelligence is now being used to play arcade games
better than human players. There is an artificial intelligence
technique called reinforcement learning which is a way of
teaching agents to learn by letting them play and then giving
them a reward if they do well. This embeds that pattern of
behaviour. You end up with agents that able to play games like
Pacman.
Is intelligence being able to drive a car? This is an area
where rapid advances are happening at the moment.
Computer intelligence might be recognized through demonstrating common sense? However, like intelligence, common
sense is not easy to define.
Artificial intelligence that can learn from its experiences
would be useful. Techniques such as reinforcement learning
and neural networks incorporate this attribute. Other forms
of intelligence are associated with the ability to use tools
or to communicate with others. A big part of getting daily
tasks done involves making phone calls. The Google Duplex
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assistant schedules appointments by negotiating directly with
humans answering the phone. Robocalls won’t be quite as
unconvincing as they have been in the past, although there
was a little bit of backlash to this so currently the assistant
identifies itself as not human. There are various elements that
attempt to provide almost realistic human speech, including
the ums and ahs that most of us add in.
Telling a joke might be a way of demonstrating intelligence.
The ability to perform long calculations very fast is not an indicator. These days we have computers that are pretty stupid,
but that can calculate very fast, so this no longer associated
with intelligence.
Intelligence might be measured by passing an IQ (intelligence quotient) test. IQ tests are not necessarily good measures of intelligence. They are often designed to check to see
whether you are suited for a task that is often associated with
intelligence, but they don’t necessary measure intelligence
themselves.
How should we actually test to see whether a computer is
intelligent? Here’s one strategy: The Turing test. Let’s suppose
we did at some point invent a computer that was intelligent.
In this case it is properly intelligent in the classical AI sense
that it could pass itself off as human. They might not look like
a human but for all intents and purposes they interact as a
human would. So, to favour interaction and avoid relying on
appearance, we take 2 rooms with the computer in one and
human in the other. We connect these with a communication
channel that does not reveal appearance (voice or text only)
then we get a third person to have a conversation with the
subjects in each room. They’re going to have to make a choice
about which one is human and which one is the computer.
If they get it wrong more than half the time (in other words,
they pick the computer as being human) then that means one
of two outcomes: either we have an intelligent computer, or
a non-intelligent human. There are other forms of the Turing
test that address potential issues in the process (such as also
having cases where both subjects are human, or where the
goal is to deceive the judge). It’s an interesting way of trying
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• Weak AI: AI can
emulate humans.
• Strong AI: AI is
the same as human
thinking (understands
what it is doing).
• Rational AI: AI is its
own form of intelligence.

to figure out whether you’ve actually achieved the sort of
property that we can’t actually specify but that we think we
would recognise when we see it.
At the end of the day, we get various different categories
of artificial intelligence. Weak artificial intelligence is like
Chinese room option where you’ve got something that emulates the behaviour of a human but you don’t actually think is
operating with human insight under the hood. Strong artificial
intelligence is what the Turing test is designed to identify. This
is an intelligence that behaves with human or better qualities
when there is an opportunity to evaluate understanding or
scenarios for which it has not been trained.

3.4

Using artificial intelligence

Recalling the problem of designing an aircraft, and ending up
with something that flaps its wings. There is another class
of artificial intelligence. Rational artificial intelligence says
that the types of intelligence that we’re going to create with
computers will take their own form. They won’t necessary
emulate the type of intelligence we see with humans. They
will be their own class of intelligence. Let’s have a look at
some of the technologies that are developing for producing
artificial intelligence at the moment and seeing to what extent
they do actually qualify as strong AI or the rational AI alternative. We’re getting into some specific artificial intelligence
technologies that you might be able to use towards your own
product.
The first opportunity we have these days is to take advantage of the large amounts of data that we have available to us.
There is lots of data out there. When we have lots of data we
can search for patterns. One of the ways of finding patterns
is to find two signals that correlate. When the amount of one
goes up then the amount of the other also goes up. When the
one goes down the other one goes down. There is presumably
some sort of relationship between them. That is a pattern.
There is a technology that allows us to see those. Every
time you type a search query into Google it remembers what
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your search terms are. This is aggregated on Google Trends
and on Google Correlate [
Google (2011)]. Google Correlate looks for days in which there are lots of searches for one
term and tries to match that with days when there is a lot of
search for another term. If two terms correlate then it suggests
there is some relationship between those terms.
So if we enter ‘creative technology’ it turns out that apparently that correlates very well with searches for CD burning.
That is an interesting relationship and if we explore that in
more detail we might find the causative relationship between
them (in this case, Creative Technology is a company that
makes computer peripherals, including CD burners). Both
terms have a similar decline over time. The scatter plot is another way of seeing the correlation. This plots the number of
times people search for ‘creative technology’ and on the same
day how many people are searching for ‘CD burning’. The
quality of the correlation is represented by how well all the
points fall on a line.
Another opportunity is to draw the trend line and see
which terms are following that trend. This is where it might be
rewarding to draw various portions of the hype cycle.
One of the applications of trend lines is medical diagnostics.
What do people do when they sick? They google the symptoms. Pick a term like ’cough’. Coughing is correlated quite
well with symptoms like ’dry cough’ or ’bad cough’ or ’stop
coughing’, but then also ‘bronchitis’ so anybody who is coughing might have bronchitis or upper respiratory tract infections.
You also get interesting information just by looking at
the time series plot. Notice that the search for words like
cough tend to look very periodic. People search for cough
more at one time of year than another. Depending on the
country selected the peak corresponds to either the northern
hemisphere winter or the southern hemisphere winter.
That’s one form of artificial intelligence. It may not seem
like intelligence any more but it is playing with large amounts
of data and finding patterns that we wouldn’t have seen before.
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Artificial Intelligence
Technologies
• Data mining: finding correlations
Google (2019a)]
[
• Neural networks
• And others: genetic
algorithms, swarm
intelligence, reinforcement learning.
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3.5

Deep learning

There are many other ways of doing interesting artificial
intelligence. For example genetic algorithms that simulate the
evolutionary process, not with animals, but with algorithms.
These learn to solve problems in interesting ways. There are
strategies like swarm intelligence. Consider a swarm of bees or
a nest of ants. None of the individual pieces are intelligent and
they don’t have a super-intelligent queen that tells them all
how to run their business. By working together and following
a certain set of rules they exhibit intelligence. We can use that
to solve problems.
However this section concentrates on deep learning. Deep
learning is currently in one of the big peaks in the hype cycle.
What is deep learning? Let’s go back to that model of a perceptron, the one that is able to distinguish between cats and
dogs [Nielsen (2015)].
The perceptron represents a single neuron. The next step is
to expand on that idea of a single perceptron. A single neuron
doesn’t think very much. Lots of neurons make up an entire
brain and we believe brains are intelligent.
The perceptron takes information about the size of the
animal and the degree to which it was domesticated and so
on. It weights this by saying: this is a good feature, or this is
a bad feature for the purposes of animal identification. Then
it adds up all the weighted features; the sum of each feature
in proportion to how useful it is. If the sum is bigger than
a certain value then output ’yes’ otherwise output a ’no’.
Effectively you just get a single true or false output from this
perceptron.
But you have the ability to link perceptrons up into networks. The output from one perceptron can be fed into the
next. This is a neural network. We find is that a single perceptron can make a very simple decision: is it a cat or a dog.
When we want to make more intelligent decisions we need
more perceptrons that make decisions about other criteria and
then we make decisions about these decisions. We put perceptrons together in layers. So the first layer of perceptrons
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make simple decisions. The next layer makes decisions about
those decisions. The layer beyond that makes decisions about
decisions about decisions until eventually we get something
that is capable of making really complex choices for quite
complicated data.
We have to teach it first. The same architecture can be
trained by adjusting those weight values. Depending on the
weight values we get the difference between something that
will play chess or something that will spot planes on a satellite
image. To train these weights we need to know how to test
whether a neural network gets the right answer. You know
when you’ve played a good game of chess because you win.
So, in the same sense, we use some sample data. One set of
images with a bunch of cats. Another set with a bunch of dogs.
If you correctly distinguish the cats from the dogs, then you
get a high score. If you think some of the cats are dogs and
some of the dogs are cats then you get a lower score. What
we’re going to do is adjust the weights until our system can
say all cats are cats and all dogs are dogs.
To choose the weights we use a process called gradient descent. Imagine, you’re stranded on a big open space with hills
and valleys and mountains. Your job is to get to the highest
point (best score) so that you can signal your rescue helicopter.
Which way should you go to get to the highest point. One
strategy is to always take the steepest upward path. For neural
networks, instead of walking over terrain, we consider cost
(score) function, which is also going to have those sorts of
interesting bumps on it as the weights vary. We follow the
steepest gradient to find the highest score we can get.
Unlike our previous attempts at neural networks where we
just had one layer, deep learning uses lots and lots of layers.
When we do that the first layer of neurons makes simple
decisions or works with simple features. The second layer
makes more complex decisions that represent more advanced
concepts. This continues until we get something that is doing
really intelligent high level reasoning at the topmost layers.
Try out the deep learning simulation at tensorflow.org
Smilkov and Carter (2017)]. Tensor flow is a system that
[
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Model of a perceptron.
Take some binary inputs,
combine them with a
function (e.g. weighted
addition and compare to
threshold), and output a
binary value.
• Can make simple
decisions about a single
criterion.
• More perceptrons can
consider other criteria.
Layers of perceptrons
can make decisions
about decisions (input,
hidden and output
layers).

To learn we must set the
weights.
• We define a cost
function: how much
error the neural
network makes on a
training set of data. We
then choose weights
to minimize this cost
function (also an
optimization or search
problem).
• Gradient descent: work
out which direction
will reduce the cost the
most, then take a small
step in that direction.
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Google has provided for artificial intelligence applications.
Each box in the neural network layers of the simulation represents one neuron (perceptron). These connect to either
features (since this is an image processing task, the features
are primitive image elements such as horizontal or vertical
lines), or to the output from a previous layer. Training data
is provided in the form of images containing two classes of
points (different colours, analogous to the cats and dogs in the
examples used previously) and the neural network needs to
learn to distinguish these.
The problem is easier when the training image is similar to
the feature input. However more complex boundaries cannot
be extracted directly from the input features and need to result
in the neural network learning to know when to emphasize
particular features, and how to combine them.
The gradient descent process is invoked by pressing the
play button in the simulator. The cost (score) function is then
shown, with the idea being that the best score is achieved
when the cost function is minimized. The cost function corresponds to the number of points that are incorrectly classified.
Harder training images take longer. Many also do not
achieve a good score with a simple and shallow network with
only a few neurons. Large numbers of neurons in only one
or two networks also tend not to perform very well. Deep
learning is illustrated by adding in extra layers to the network.
The visual representation of each neuron reveals the nature of
the feature that it recognizes. These get more complex as the
Deep learning is better
depth of the layer increases.
able to learn the data by
using many more layers
The time to train the neural network depends on the numin the neural network.
ber of neurons and on the number of layers. We’ve had to wait
It effectively learns all
until the era of cloud computing and publicly available super
of the stages of data
processing (such as feature
computers to be able to develop deep neural networks for inextraction) which are
teresting problems. Once we’ve trained a deep network it is
otherwise hand tuned
[
Smilkov and Carter (2017)]. efficient to share the learned weights and to apply the deep
neural networks to produce an answer.
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Beyond Intelligence

There are several other interesting scenarios where artificial intelligence processes produce unanticipated outcomes.
Genetic algorithms have been briefly mentioned. We can set
genetic algorithms problems to solve, such as: build a robot
that walks as fast as possible.
We’ll take a robot that doesn’t know how to walk as a starting point. Sometimes we end up with nice walking behaviours.
But sometimes an artificial intelligence technique learns other
ways of achieving the result. For example one learned that all
it had to do was to create a very tall creature, and fall over.
That would ensure the creature covered a large distance and
was enough to beat some of the slow walkers.
Artificial intelligence is not only used for good, but can
be used for evil. Home assistants, like the Google Home or
Amazon Alexa, use artificial intelligence to respond to spoken
commands. Speech can be embedded in music in such a way
that a human listener wouldn’t be able to hear that, but would
exploit accidents during the training of weights in the neural
network to cause the assistant to identify the signal as a particular spoken command.
Similar processes can be used to deceive artificial intelligence processes trained to recognize images. For example, a
human may see a turtle, but the algorithm may recognize it
as a rifle. This could be problematic for a combat device that
needs to distinguish friend from foe.
The challenge is really in understanding how a trained
neural network actually does its job. We can test that it works
for the test cases we provide it, but have little assurance of
how it will react when applied in other situations. The deep
dream process runs the training process ‘backwards’, taking
a trained neural network and generating the training images
that best satisfy the network (produce the most effective recognition). These tend to be a bit psychedelic, but might offer
some insight into the mind of an artificial intelligence.

Creative Evolution
[Lehman et al. (2018)]
[
Hadad (2017)]

Adversarial AI
• Audio fakes:
[
Carlini (2018)]
• Deceptive images:
[Ath] et al. (2017)]
[
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3.7

Actually Doing Artificial Intelligence

Many contemporary artificial intelligence applications make
use of some form of machine learning. This typically requires
collecting a large amount of training data, often containing
thousands or millions of individual records. In many cases
these then need to be annotated with the correct answer
so that the learning system knows what is expected of it.
Correctly creating these annotations may be done manually
requiring hundreds of hours of human effort. The machine
learning process itself can be time consuming and require
significant amounts of expensive computing time. If you’re not
completely discouraged by this point then read on.
Fortunately many data sets have already been assembled
and shared by benevolent researchers. Even better, models
trained on this data are available and can be used directly and
immediately. While these models may not be directly useful
for your particular application they may still be useful for
providing sufficient proof-of-concept to justify later effort
around refining them to your purpose.
This is the story of the development of one such prototype
component.
Consider a creative technology product that just happens to
need a translation component, to translate from one language
to another. This might support a product needing to make
public transport run on time, by ensuring that the driver is
able to communicate efficiently to all passengers. This can be
created in a few minutes as part of the prototyping phase of a
design sprint. The instructions below explain how.
1. The site: algorithmia.com [
Algorithmia (2019)] hosts a
range of trained artificial intelligence models. Free accounts
are available so sign yourself up for one. The site also
provides all the facilities to submit data to the model and
generate the results. That transaction requires an API key
which can be found under the API keys section of your user
profile.
2. We also need a way of submitting requests to the artificial
intelligence model, and presenting the results that are
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returned. There are a variety of ways of doing this but we
are going to use the javascript interface because it requires
only a web browser. Don’t worry if you’re not familiar with
javascript. We will just be copying existing code and the
only changes will be to change the data that we submit.
The site: https://glitch.com/ provides a convenient
facility for running javascript code. It also allows hosting
of other content so does come in useful for other prototype
components. Create a new project on this site. The basic
webpage template is adequate for our purposes.
3. On the glitch site, edit the index.html page to what is
shown below. This is a minimal page intended to avoid
obscuring the artificial intelligence aspects.
1
2
3
4
5
6
7
8

<! D O C T Y P E html >
< html lang = " en " >
< head >
</ head >
< body >
< h1 > Hi t h e r e ! </ h1 >
</ body >
</ html >

Use the ‘Show’ menu at the top of the glitch window to
show the resulting web page next to the edited HTML file,
as shown in Figure 3.5.
Show

New File

index.html

index.html
<!DOCTYPE html>
<html lang="en">
<head>
</head>
<body>
<h1>Hi there!</h1>
</body>
</html>

Hi there!

4. On the algorithmia site select the algorithms section and
search for models that translate. This example makes use of
the Google Translate module. Scroll down and select the JS
(javascript) client example. This contains two pieces of code
that need to be copied across to the index.html in the glitch
project.

Figure 3.5: Glitch
project starting
point with minimal
content.
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Place them in the index.html file to produce the result
shown below. Remember to include your own API key, as
supplied by the algorithmia site in the first step.
1
2
3
4

5
6
7
8
9
10
11

12
13
14

15
16
17
18
19
20
21

<! D O C T Y P E html >
< html lang = " en " >
< head >
< s c r i p t src = " h t t p s ://
a l g o r i t h m i a . com / v1 / c l i e n t s
/ js / a l g o r i t h m i a - 0 . 2 . 0 . js "
type = " text / j a v a s c r i p t " > </
script >
</ head >
< body >
< h1 > Hi t h e r e ! </ h1 >
< script >
var i n p u t = {
" action ": " translate " ,
" text " : " A r t i f i c i a l i s
intelligentia partum
t e c h n o l o g y est m i r a b i l e . "
};
A l g o r i t h m i a . c l i e n t ( " your key here "
)
. algo ( " t r a n s l a t i o n /
GoogleTranslate /0.1.1?
t i m e o u t =300 " ) // t i m e o u t
is o p t i o n a l
. pipe ( i n p u t )
. then ( f u n c t i o n ( o u t p u t ) {
c o n s o l e . log ( o u t p u t ) ;
}) ;
</ script >
</ body >
</ html >

5. This is a functional solution but since it places its output
in the console log will need further effort to see the result.
Accomplished web developers will be able to open up the
developer tools in the browser and view the results directly.
For the rest of us, we’ll modify the file slightly to place the
output on the web page.
The complete version of the index.html file is shown below.
Note that this requires your algorithmia API key inserted in
the appropriate place to access the service.
1
2
3

<! D O C T Y P E html >
< html lang = " en " >
< head >
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4

5
6
7
8
9
10
11

12
13
14

15
16
17

18

19

20
21
22
23
24
25

< s c r i p t src = " h t t p s ://
a l g o r i t h m i a . com / v1 / c l i e n t s
/ js / a l g o r i t h m i a - 0 . 2 . 0 . js "
type = " text / j a v a s c r i p t " > </
script >
</ head >
< body >
< h1 > Hi t h e r e ! </ h1 >
< script >
var i n p u t = {
" action ": " translate " ,
" text " : " A r t i f i c i a l i s
intelligentia partum
t e c h n o l o g y est m i r a b i l e . "
};
A l g o r i t h m i a . c l i e n t ( " your key here "
)
. algo ( " t r a n s l a t i o n /
GoogleTranslate /0.1.1?
t i m e o u t =300 " ) // t i m e o u t
is o p t i o n a l
. pipe ( i n p u t )
. then ( f u n c t i o n ( o u t p u t ) {
document . getElementById (’
messages ’) . i n n e r H T M L =
"";
document . getElementById (’
messages ’) . i n n e r H T M L
+= " I n p u t : " + o u t p u t .
r e s u l t . text + " < br > " ;
document . getElementById (’
messages ’) . i n n e r H T M L
+= " O u t p u t : " + o u t p u t
. result . translation +
" < br > " ;
}) ;
</ script >
< div id = " m e s s a g e s " >
</ div >
</ body >
</ html >

6. Take the opportunity to replace the text on line 11 with
anything else you would like translated. As shown in Figure 3.6, this service can also detect the language used.

3.8

Working with Artificial Intelligence Technologies

Artificial intelligence technologies are accessible to you. Many
sites actually provide ways of getting to these technologies.
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Show

New File

index.html

index.html
<!DOCTYPE html>
<html lang="en">
<head>
<script src="https://algorithmia.com/
v1/clients/js/algorithmia-0.2.0.js"
type="text/javascript"></script>
</head>
<body>
<h1>Hi there!</h1>
<script>
var input = {
"action": "translate",
"text": "Artificialis intelligentia partum
technology est mirabile."
};
Algorithmia.client("your key here")
.algo("translation/GoogleTranslate/
0.1.1?timeout=300")
.pipe(input)
.then(function(output) {
document.getElementById
('messages').innerHTML = "";
document.getElementById
('messages').innerHTML +=
"Input: " + output.result.text +
"<br>";
document.getElementById
('messages').innerHTML +=
"Output: " +
output.result.translation +
"<br>";
});
</script>
<div id="messages">
</div>
</body>
</html>

AI technologies for fun and
profit [
Shaikh (2017)]

Hi there!
Input: Artificialis intelligentia
partum technology est
mirabile.
Output: Creating artificial
intelligence technology is
amazing.

Figure 3.6: An artificial intelligence
component that
translates languages.

They are available online at places like algorithmia.com
[
Algorithmia (2019)]. Once you’ve learned what the right
weights are then you can actually just save those weights and
copy them and re-initialize your network at another point
with no additional time overhead whatsoever.
Sites like these and many others provide you with many
pre-trained deep neural networks that you can use for interesting innovations. For example, consider the image colourization
problem. Given a grey-scale (colourless) image, can we restore
the colour? The site hosts a neural network that has been
trained to associate the structure of regions of an image with
colours. It is possible to provide your own images and have
colour added to those.
These deep learning neural networks can be applied as a
component of your own creative technology prototype.

4
Virtual Reality
In this chapter we’re continuing our trip through the various
technologies that are relevant to developing creative technology products and covering the virtual and augmented reality
suite of technologies. To avoid having to use the whole mouthFor the purposes of this discussion
the phrase “virtual reality” is used to
encompass the suite of related technologies (including augmented reality
and others).
Some of the defining characteristics
of virtual reality are that there are
Photo Of Man Using Virtual Reality Headset
Photo by Eugene Capon from Pexels
elements of the physical world present,
as well as virtual content present. Both
physical and virtual elements affect
one another, so that the barriers between them are reduced.

ful of ‘virtual reality and augmented reality’ every time let’s
just call them all virtual reality for the moment. Some people
use the acronym XR (extended reality) as a way of representing mixtures of virtual or augmented reality. There are a
range of related terms in use (such as mixed reality, pervasive reality, persistent reality, alternating reality, or enhanced
reality) hence the use of one umbrella term. The aspects of
virtual reality covered explore the boundaries of what is possible, what is new and upcoming, and what will be cool in the
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Pervasive reality
• blurring the boundaries
between one reality
and another. For
example: role playing
game in the physical
world, physical objects
can be enhanced (smart
toys, talking trees) and
exist in several realities
at once depending
on which you can
perceive.
Persistent reality
• temporal; the changes
you make are still there
later.
• shared; the changes
you (and others) make
are visible to others.
• autonomous; the
virtual world exists and
develops even when
nobody is there.
Which of these is virtual
reality
• Does it have to have a
computer? Reading a
book.
• Does it require a head
mounted display?
CAVE.
• Must it be a game (have
a specific goal)?
• Is it visual?

future.
In many cases the idea of virtual reality is presented in the
form of putting on some sort of headset and wandering around
looking at objects. We don’t have to be constrained to that
particular suite of hardware. We include other forms of interaction with realities. Some characteristics define a boundary
for what would meant by virtual reality: There are going to
be some elements of the physical world present. There will be
a human being, yourself, immersed in the experience so you
will be physically present but there will also be virtual content
present. Virtual content consists of elements that are computer
generated, imaginary or fictional elements that are added to
the scene.
We don’t want virtual reality where physical and virtual
just coexist. We want them to actually interact with one another so there is an opportunity for you in the physical world
to interact with virtual content, and for virtual content to
sense you and respond. The barriers between physical and
virtual need to be minimal to allow interaction as naturally as
possible, and with minimal interference from the technology.
Consider some of the following scenarios. Does virtual
reality have to have a computer involved? A typical example
would be something like reading a book. Your imagination
takes on the role of providing the virtual content and you’re
involved in the process as participant.
Does virtual reality require a head mounted display? There
are other forms of technology or hardware that we can use. A
CAVE is an environment where instead of putting on the head
mounted display we use projectors to project images onto
one or more walls. Powered shutter glasses allow stereoscopy
and so you can see 3D objects floating in the space around
you. This is a form of virtual reality that doesn’t have to be
isolating for the immersed individual.
Does virtual reality have to be a game? There are serious
applications of virtual reality.
Is virtual reality something that involves visual elements?
When you are reading a book your imagination may recreate
experiences corresponding to other senses.
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Virtual Reality Technologies

Recall our interpretation of technology. Hardware itself is not
the technology but rather is the embodiment of the technology. The focus in this book is thinking about technologies and
how to turn that technology into a product prototype. Technology is applied science; so the knowledge and the techniques
and the craft and the skills that are involved. This means that
virtual reality technology is not a head mounted display or
CAVE or a mobile phone but rather the ideas behind virtual
reality. There are a range of virtual reality technologies. This
means that you are able to include virtual reality technologies
into the products that you create without having to have a
head mounted display.
There are all sorts of applications for virtual reality technologies that may not look like virtual reality in the traditional
sense. This includes being able to create an immersive user
interface. The form of interface that we typically use on traditional computing devices consists of rectangular boxes with
buttons and menus. Virtual reality gives you the opportunity
of extending beyond that into other forms of user interface.
Virtual reality is the technology of being present somewhere else. That may be reading a book and immersing yourself in the fantasy world. It may be being online and being part
of a social community that doesn’t actually encompass the
people in the room.
Virtual reality technologies encompass the ability to sense
what you’re doing. If we can have virtual content interact with
us, it must know what we’re doing, and be able to respond.
It must be able to override our own senses. A head mounted
display overrides our visual sense. There are other senses as
well that could also be substituted using innovative hardware.
Virtual reality is the technology of creating and managing
responsive environment.
Techniques that virtual reality technology gives us include
the avatar and the sense of self.
What can we do with this technologies? The boring traditional way of doing virtual reality uses a head mounted

Separate the technology
of virtual reality from the
hardware of virtual reality.
Technology being the
science and the craft.

Elements we can use
in creative technology
products:
• The technology of
creating immersive
user interfaces.
• The technology of
being present in
another setting.
• The technology of
sensing you.
• The technology of
overriding your senses.
• The technology of
creating and managing
responsive environments.
• The technology of the
avatar, and what it
means for sense of self.
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display, and a couple of controllers in your hands. These are
able to sense where you’re moving your hands and have buttons for picking up further inputs from the user. There may
be tracking stations at fixed positions in the room. The head
mounted display looks 3D because we’ve got two images: one
for the left eye and one for the right eye. We can design user
interfaces differently if we don’t like windows and menus and
buttons. Consider the experience provided by the popular introductory virtual reality game: Waltz of the Wizard. This uses
a magical interface, containing components such as a cauldron,
a skull sitting on a book, or a xylophone. Imagine how you
would go about interacting with a magical world with virtual
reality technologies. Hand tracking allows you to reach out,
grab something and pick it up. In this case, when you want to
produce a particular action you take a couple of potions and
mix them up in different ways in the cauldron. This gives a
particular skill that you can then use. Picking up the crossbow
provides a virtual tool repurposing the controllers so that aiming is achieved by moving the controllers and the crossbow is
fired by pressing buttons on the controller. Part of this game
becomes figuring out how the interface works. Our interfaces
don’t have to look like windowed systems. They don’t even
have to behave as they do in the real world and can in fact be
magical in some ways as well.
Actions in the physical world control what is happening
in the virtual world. This works is because you have a sense
of the spatial structure of your body. Try and close your eyes
and take two fingers on opposite hands and get them to touch.
What you doing there is switching off your visual sense but
making use of other senses in your body. The proprioception
ability of the human body provides the ability to sense where
your limbs actually are. You can tell how much your arm
is bent, through the mass of your hand and arm when you
moving it, and you can feel the resistance to your muscles.
This is a massively useful resource that we completely ignore
when we working with the traditional mouse based windowed
interface. When we are in virtual reality proprioception gives
us the ability to sense what is happening in the space around
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us. We can even put objects down without looking at them
and still know where they are.
Virtual reality deals with the technology around the user
and the avatar. Consider a variation on a party game: the
rubber hand illusion. The player puts both hands on the table.
A cardboard barrier hides the player’s view of their right hand,
and instead they see a rubber hand which positioned next to
their left hand. By doing the same operation to the right hand,
and the rubber hand (such as tickling with a feather), the brain
starts to associate the visual appearance of the artificial hand
as being the source of the feeling in your real hand. The player
then reacts to any threat to the artificial hand.

• Virtual reality: put on a
headset (head mounted
display) and pick up
some controllers (or a
data glove) and you’re
transported to another
world (not really).
• Gives a different form
of human-computer
interface. It doesn’t
have to be all windows
and buttons (so what
will it be?).

Actions of the participants in the physical world act as controls in the virtual
world, through tracking of position.
This makes some forms of interaction
with the computer easier. These include anything needing some spatial
perception. Remember we still have
access to our sense of where our body
is. Proprioception relates to the sense
of where your limbs are (and the forces
Person Nailing A Block Of Wood On A Plank
Photo by rawpixel.com from Pexels
required to move). A virtual representation of our bodies allows us to modify
our body image [
BBC (2010)].
What should the participant look like (to themselves)? Typically
most current virtual reality applications present the participant as a
disembodied entity, possibly consisting of head and hands/controllers.

Now think about the avatar representing you in a virtual
environment. It is an artificial representation of you. When
you put on a head mounted display you get to look down
and see what you look like. You might have 4 arms now. The
avatar can be fatter or thinner, shorter or taller. Would that
affect your body image? Studies have shown that it does.
Many of the virtual environments that you might have played
with yourself just show a pair of disembodied hands floating
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We don’t only have to
present the virtual world
visually. What other senses
do we have?
• hearing. Spatialized
sound can present
the effect of sound
coming from a
particular point in
space. Try this at home
(with headphones)
LovelyVirus (2007)].
[
• feeling: haptics.
Various ways to get a
sense of touch. Rumble
motors in controllers.
Inflatable pockets
sewn into gloves.
Motorized arms. Can
even record forces
corresponding to an
action in the physical
world, and play these
back through the
motors.
• taste
Futurism (2016)].
[
How many other
senses do we have and how many can
serve as a conduit to
virtual reality?

around because it’s quite hard to try and scan the person
themselves and provide an accurate body image. So these
applications cheat by not providing you with the body at all.
We don’t have to represent the virtual world visually. We
have other senses: hearing, smell, taste, touch, for example.
We have many more senses than the traditional five. Proprioception is another sense that lets you know where your body
is. Touch is actually several different senses such as pressure,
pain and temperature. You’ve got the ability to sense acceleration as your inner ear is capable of both keeping you upright
and working out how fast you’re going. All of the senses available to you can be a target for virtual reality.
Audio is an important sense and one of the key opportunities in virtual environments is to provide spatialized sound.
Try the virtual barber shop demonstration with a good pair
of headphones [
LovelyVirus (2007)]. Close your eyes and
enjoy the experience.
Another sense is feeling which is supported by using virtual
reality technologies equipped with haptics. Haptics provides
the sense of touch. These can be implemented with virtual
reality gloves. Some gloves have a vibration motor on the fingertip so that when you touch something you get a buzz to
make you think that you’re feeling a virtual surface. Other
haptic gloves have little inflatable balloons on the fingertips.
When the virtual reality system thinks you’re touching something the inflated balloons give you that sense of pressure.
Exo-skeleton gloves have external motor controlled levers
attached to each finger that control where your fingers can be.
There are several interesting technologies that allow one to
taste and simulate the ability to eat in a virtual environment.
One strategy involves spraying different chemicals onto your
tongue. Another approach uses metal strips that are either hot
or cold because those induce different taste sensations. The
sensation of chewing can be achieved with a haptic device. A
little stimulator on your jaw muscle is driven using electrical
signals to make it feel like your jaw muscles are contracting.
That signal can be programmed so it feels like you’re either
eating something hard or something soft.
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As a creative technology product designer think about how
many other senses you have and how many of them could be
used for some form of virtual reality. You are not limited to
only designing a virtual reality product as these technologies
apply when designing any product that needs to interface to
the humans that are using it. Could we get a better interface
technology using some of the other senses?
The other key virtual reality related technology is augmented reality. The stereotypical example is an application
for a smartphone that allows you to aim the phone’s camera
at some sort of marker (such as a QR code) that is stuck on a
wall. On the screen of your phone you’ll see a picture of the
wall with some floating three-dimensional object rotating in
front of it. This is boring and a waste of the potential of augmented reality technology. There is so much more we can
potentially do so.
The Hololens is a head mounted display that allows you
to see through the screen (unlike virtual reality devices that
block out the view of the physical world). The display allows
virtual content to be overlaid on top of what you see in the
physical world so that you can add virtual content into the
room around you. You might want to edit out a person from
your view of the physical world and replace them with a
fire breathing dragon occupying the same position in the
world. Other similar augmented reality headsets are being
developed, such as those being created by Magic Leap. Magic
Leap provide an indication of the excitement associated with
augmented reality by raising billions of dollars in funding even
before releasing their first product.
There are other forms of augmented reality that we can
create. Images can be projected onto walls in the room. If we
project an image for the left eye and an image for the right eye
from two projectors simultaneously then we can put on a pair
of shutter glasses that separate these projected images out to
the corresponding eye. In practice the glasses are synchronized to the projectors and alternately blank the image from one
eye and then the other so you can only see the image intended
for that eye. The result is three-dimensional objects floating
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Augmented reality:
• synthetic content
is overlaid onto our
perception of the
physical world.
• best known and most
boring examples:
spinning 3D object
on the screen of a
smartphone when the
phone camera sees a
particular marker.
• more seamless integration through
a see-through head
mounted display:
hololens, magic leap.
• the objects need to
register with the
physical world (identify
a location and stick
to it, even when the
viewer moves)
• how do we interact with imaginary
objects?
– moving markers
around.
• Alternatives:
– mixed reality: what
augmented reality
was supposed to be.
– projected augmented reality
[
UCLA (2015)].
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Networked reality
• shared augmented spaces
Deahl (2018)].
[
• Does everyone have to
have the same view?
• How many virtual
worlds can overlap
into the same physical space? Consider
what is being done
with map overlays
on google maps:
Powell (2019)].
[
Travic:
Brosi (2014)].
[

around the room in front of you. Lots of people can wear the
glasses and all share a similar experience. This technology is
used in the CAVEs mentioned earlier.
There are technologies coming out from both Google and
Apple that relate to various forms of augmented reality produced using smartphones. These now have the ability to use
just the phone’s camera to reconstruct the geometry of the
physical scene. They can identify flat surfaces. When they find
a flat surface they can place augmented reality content on that
surface and blend it in with the physical world by matching
the lighting and shadows present in the physical room. Multiplayer experiences allow many people to experience the same
augmented reality overlay, by uploading the state of the physical world to the cloud and then back down to be used by the
next person.

4.2

Overlays

A key insight around augmented reality is that we can create
overlays. This is a massively exciting concept because we can
overlay another reality on top of our existing one. Instead
of reading this book you could be having a chat with Albert
Einstein, or playing World of Warcraft by propelling (virtual)
crossbow bolts across the room. We can look at overlay technology in different ways. One of the most common uses of
overlays we see at the moment are the map services. Given
the basic functionality of an online mapping service (such as
Google Maps or Apple Maps) we can start to overlay interesting information on top of them.
Innovative products are taking the map service and overlaying extra information to produced something that is worth
so much more. The TRAVIC service overlays the datasets that
public transport organizations make available. The moving
dots represents buses and trains so you can watch their progress in real time to best plan when you connect up with them.
Since each public transport provider participates by sharing
their data in a standard format this can now be used in the
form of an overlay on top of a global map. Immediately you
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can check on a train running anywhere in the world without
having to identify and connect to the local version of that
service.

4.3

Realities

The technologies covered represent specific forms of virtual
reality and of augmented reality. There are a number of other
sub-categories of reality that might also be useful for creative
technology applications. Telepresence involves interacting
with the real (physical) reality through the medium of a virtual
reality. A typical example would be using a head mounted
display and a couple of controllers with that information exchanged with a robot that has a camera. The camera feed from
the robot is what provides you with your visual view of the
world in the head mounted display. The actions that you take
with your controllers are translated into movements of the
robot. Through the medium of virtual reality you are actually
controlling something in the physical world. A typical example would be a telepresence robot that allows you to attend
meetings at a distance, but just in the form of a disembodied
picture on wheels. You can actually have a physical presence
in the room. Suppose you had to go and clean out a nuclear
reactor. If you send a robot that lets you control it through
telepresence rig then you don’t have to endure any of the
hazards of that environment yourself.
Would you like a superpower, such as being able to see
Wi-Fi signals? A little single chip computer that has a WiFi connection on it can measure the strength of the Wi-Fi
signal. It’s small enough for you can carry it around in your
hand. The computer provides output only in the form of a
colour changing LED that responds to the strength of the WiFi signal. Let’s set up a time lapse camera at one end of the
room. We switch off the lights and walk around carrying the
computer with its LED visible, taking a single photograph the
whole time. When you finish you would have a photograph
that maps out where the Wi-Fi signal is strong and where it is
weak, overlaid on a photograph of the room. Effectively it is

Telepresence
• participation in one
reality mediated
through a translation
through another form
of reality.
• present in the form of
a robot in the physical
world, where what the
robot senses is presented using virtual reality
technologies, and
actions are captured
and used to control the
robot. Good for remote
work, or in hazardous
situations.
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Sensory substitution
• Replace one sense
with another. Use a
sensor to pick up a
signal, translate it
to another modality,
and use virtual reality
technologies to present
it to a person.
• Uses: perceive sensations that you
cannot experience
(see Wi-Fi signals)
[
CNLohr (2015)].
Could you do the same
with just a pair of
smartphones?
• Replace missing senses
Kajimoto (2014)].
[

Location based virtual
reality: GPS.
• need to see at least
four of the 30 satellites.
Each satellite transmits
its position and the
current time allowing
a receiver to calculate
where it is in 3D.
• currently accurate
to about 3-8 meters
when the view of the
satellites is not blocked.
• improvements: repeat
the process on a second
frequency (military
grade).
• add in correction
factors transmitted
by fixed ground based
stations (differential
GPS), or try to correct
for atmospheric
distortion.
• include inertial navigation (dead reckoning
using accelerometers
and gyroscopes)

transforming one sense to another: an invisible sense of Wi-Fi
transformed into a visible sense through the colour of the LED.
Virtual reality technology is about sensing and over riding
senses, so pick any sense and translate this into any other
sense that we want to override. An electrotactile display can
be placed on your skin and allows you to feel a pattern of
dots. It just introduces minor electrical currents into your
skin that your nerves can sense. Your smartphone has got a
camera. Take the image from the camera on the smartphone
and translate that into a series of bumps that you can feel
on your skin. Where would you be able to use something
like that? Consider someone who is blind. If you hold the
electrotactile display and phone camera in your hand then you
move your hand around so that you can feel what the camera
sees. Potentially you can feel the steps coming up to you. You
can feel the structure of the room. You could even feel enough,
perhaps, to identify people individually from that picture.
Consider all the ways you might translate one sense to
another. You may translate your vision into a sound signal to
produce a sonar superpower. These are all examples of sensory
substitution.

4.4

Tracking

Tracking technologies are key to accurately positioning a
virtual overlay at the appropriate position in the physical
world, particularly as the participant moves around. Most
people have GPS capable smartphones at the moment. That’s a
great technology. How does it work?
The fact that it does not send a message to satellites is
crucial in its ability to keep adding more users. However a
constellation of satellites is still key to its operation. There
are about 30 satellites that are continuously flying around the
planet. They are quite low and have to keep going fast since
otherwise they would fall into the planet. You need to be able
to see at least four of these above the horizon in order to do
the triangulation required to workout where you are. Each of
these satellites knows exactly where it is. What each satellite
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does is to send a message to you telling you what the time is,
and where the satellite is. If you get enough information from
multiple satellites you can use their positions and the time it
took for their signal to get to you to work out where you are.
This requires a very accurate clock so it is handy that these
satellites have very accurate clocks and that they transmit this
time signal to you so you don’t have to have a clock of your
own.
Your GPS receiver never transmits anything back to the
satellite so it only knows about where it is. If you want to
remotely track an object then you have to send that position
back to yourself. You then have to add an extra communication technology that allows position to be shared. This does
not go to the GPS satellites but usually uses cell phone network so that the tracked object can phone home and say
where it is.
GPS technology is currently good for about 3 to 8 meters
accuracy. This is much better than it was about 15 years ago
when the US military were adding a noise signal on top of
it. You can get even more accuracy if you receive using two
channels because the distortions introduced by atmosphere
can be partially compensated for. More accuracy is possible
if you have a local ground station. Part of the inaccuracy of
GPS is because of varying atmospheric conditions. The local
ground station measures the properties of the atmosphere in
your area and provides the correction signal that you can then
apply to get an even more accurate position yourself.
Dead reckoning lets you estimate your position if you know
your starting point and how far you have actually moved.
Smartphones have accelerometers, gyroscopes and compasses
that allow them to estimate how they’ve moved. This is helpful because GPS only works outside, where views of satellites
are not blocked by large quantities of steel-reinforced concrete
or earth. Dead reckoning lets you continue to update position
even when GPS tracking is lost.
Wi-Fi access points are often at fixed positions. The WiFi signal strength then helps you estimate where you are.
The Mozilla Location Service collects information about Wi-
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Indoor positioning:
• Use the signal from
known Wi-Fi access points to estimate position
Mozilla (2019)].
[
Bluetooth beacons
can be used to similar
effect.
• Positioning is based on
visual markers (added
to the location), or
visual features (spotted
by a camera on the
tracked device).
• Dead reckoning.
• Use magnetic
field signatures
IndoorAtlas (2019)].
[
Fuse a range of
different techniques to
get the best estimate.

Fi sources and their location, and provides it all in a single
database. Signal strength distance estimates can also be picked
up from Bluetooth beacons which you can set up in various
places to allowing tracking within a room. Visual markers
on the walls can be detected using a smartphone camera to
further help with tracking.
Other technologies use the compass in your smartphone
to map out the magnetic field signature of any particular
location. This signature can then identify the location that you
are in.

4.5

Motion capture

We want to be able to interact with our virtual reality technologies. The Leap Motion sensor contains an infra-red camera. When you put your hands over it, it takes a picture of
whatever it sees in infra-red and works out the shape of your
hands. We can actually track your finger positions with it. Virtual hands that correspond to what the user is actually doing
is useful technology. We can actually attach one of these to
the front of a head mounted display. When you wearing the
head mounted display you are generally looking at your hands
in front of you and so this lets you can keep track of hand
gestures better than the clumsy controllers discussed earlier.
We can now have our real hands in virtual reality and actually
reach out and touch the world. We just won’t be able to feel
them yet because we haven’t got any haptic response in this
configuration, but we do know where our hands actually are.
The Kinect is a special type of camera which is becoming
increasingly common: a depth camera. It not only measures
the colour of every single pixel it sees, but it also measures
how far away from the camera each point on any visible surface is. We can now capture the three-dimensional geometry
of the scene. The physical scene can now be integrated into a
three-dimensional virtual environment.
There are all sorts of other fun applications for the Kinect.
The version for the Xbox One can track up to six people at a
time. It can then perform gesture recognition by recognising
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body pose and movements.
There are further examples of amazing sensing technologies, involving traditional sensors combined with advanced
signal processing technologies [
[Rub] (2012)]. Take a traditional camera image using a video camera running normally.
We can process this to enhance the differences from frame to
frame representing the changes that occur in the scene. This
allows the effects of your heart beating and pumping blood
through your skin to be clearly seen. The flush when the blood
goes through your skin becomes visible. You can now measure
somebody’s pulse from a distance. While great for measuring
how much fun you’re having in a virtual reality game, this is
good for other applications as well. For example, if we want to
monitor a baby without having to attach all sorts of sensors to
the child then point the camera at it and watch the heart beat.
The same process can be used to detect the swaying motion of
construction cranes due to wind. Despite the structure appearing to be stationary it is actually swaying in the wind. This
amplification allows you to actually see it.

4.6

Scene capture

Cameras take pictures of the world. We need to capture the
world so that we can integrate the physical environment into
the virtual experience we creating. Technologies for doing this
include 360 degree cameras. These may have a pair of fish-eye
lenses on them that can see all around them. To take a picture
you just hold them up and press a button. It takes a picture of
everything around it using its various lenses and stitches these
together into a panorama that covers both the horizontal and
vertical area around the camera.
The resulting picture doesn’t look very good because it
contains curves and distortions. However it’s not meant to be
displayed as a flat image but interactively, only a section at a
time, so you can actually move the viewing direction to look
around. The cameras can record video as well so the scene
doesn’t have to be static. This allows the viewer to explore
the setting in which that photograph was taken from any
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Capturing participant
actions:
• Leap motion: Camera
based hand tracker and
gesture recognition.
Originally a keyboard
replacement technology, pivoted now that
they realized this works
well mounted to a head
mounted display to
avoid the need for data
gloves.
• Kinect: member
of a class of depth
cameras (each pixel
has both a colour and
a distance value). Now
discontinued but an
example of natural user
interface incorporating:
– skeletal tracking
(up to six people at
once)
– gesture recognition
– voice commands
with source tracking
– facial expression
recognition
– heart beat
[Rub] (2012)]
[
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Locomotion is achieved by reproducing the physical experience using a
treadmill device or swinging arms to
run. Alternatively imaginative virtual
locomotion using teleporting produces
less motion sickness than animating
the movement through the world.
Roaming physically requires mobile headsets without cables. Examples include infinite stairs usPerson Walking on the Field
Photo by Quang Nguyen Vinh from Pexels
ing bumps [Nagao et al. (2017)].
The other approach to this technology is less physical involving
redirected walking by introducing subtle changes in direction
during saccades [
Lang (2018c)], or by modifying direction [
Official (2016)].
Strategies to improve quality of the visual presentation can increase
resolution and field of view. Ideally satisfy physical needs including vergence (depth of object based on where both eyes are aimed)
and reducing accommodation (amount of lens compression to focus
eye) conflict. Depth of field can be achieved with stacked displays
and light fields [
James (2015)], or using a display that moves
forward and backwards. Foveated rendering using eye tracking to
work out where you’re looking (fovea) and to draw more detail
Lang (2018a)]. Less physically based approaches try to
there [
avoid rapid changes between near and far objects in your virtual
world.
Interaction strategies use controllers that change to match the physical properties of the object you’re holding [
Fletham (2018)].
Alternatively go-go hands have arms stretch disproportionally the
further you reach.
Avatars (of others) use eye tracking to make the avatar look alive
with realistic eye movements [
James (2017)]. Can they pass a VR
Turing test? Making the virtual experience less physical helps avoid
the uncanny valley by making avatars more cartoonish.
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particular angle. Most of these cameras are designed so that
they give you good view horizontally around you. The top
and the bottom often have the most distortion, sometime due
to the lens arrangement, and also due to the way the photo
sphere is mapped to a two-dimensional photograph. If you
look straight down you often see the tripod or the camera so
this needs to be edited out.
You can go watch a murder mystery in 360 degree video,
and hope that you looking in the right direction at the right
time when the action happens so you see who ‘done it’. You
can also get stereo 360 degree cameras that produce a left and
a right eye image as well. These can be viewed directly using
a head mounted display to actually get a three-dimensional
experience, as well as the 360 degree experience. The 360
degree view is all around you while the three-dimensional
aspect lets you actually see depth and structure.
A stereo camera would typically have two lenses next to
one another to take the left image and the right image. Several
of these pairs may be positioned around the camera.
There are other technologies such as light fields which are
fairly promising. These capture not only the colour of the pixel
but also the direction from which the light that produced that
colour actually came. A few commercial light field cameras
exist but have not been very successful yet. The commercial
cinematic light field cameras are monsters, about 6 feet in
size. The benefit of a light-field camera is that it captures
enough information that you can actually retake the image
after you’ve taken a photograph. You can change the focus
because you’ve captured enough information to create the
image, and even move around and take the image from a
slightly different position.
That is a useful amount of freedom, but we can have even
more. Volumetric capture captures something called a point
cloud. Each point is a little dot in space that has a colour
associated with it. With the position and colour we now know
enough about the geometry to recreate the scene. Having
taken the image you can wander around within the scene and
view it from different positions.
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360 degree images and
video and volumetric
capture.
• 360 degree camera:
typically two or
more fisheye lenses
[
Liao (2017)].
• The images must be
stitched and projected
into a standard file
format; typically an
equirectangular projecflickr (2006)].
tion [
This usually results in
some distortion when
mapping back to a
sphere (often at the
poles).
• Stereo 360 degree
cameras: capture
the left and right
eye image so the
content has depth
when viewed with a
head mounted display
Rowell (2015)].
[
Typically effect is lost
when looking up or
down, or if the head is
not vertical.
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360 degree images and
video and volumetric
capture.
• Lightfield cameras:
a light field includes
information about
the colour at each
point (like a normal
photograph) but also
the direction that the
light arrives from.
This provides extra
information about
the structure of the
scene, and allows the
image to be modified
after the photo is taken
(e.g. to adjust focus)
IMTV (2014)].
[
• Volumetric capture:
instead of an image,
sequence of images,
or depth image, volumetric capture creates
a point cloud; position
and colour of all the
visible points in the environment around the
camera. This provides
opportunities to move
around in the image
Hayden (2017),
[
Lang (2018b)].

4.7

Virtual Reality Experience

Virtual reality is not yet real. What you experience in virtual reality doesn’t always correspond to what your body
experiences in physical reality. Technologies for developing
virtual reality experiences tend to follow one of two alternatives. The first option is to make the physical experience more
like the virtual by using equipment for immersion that better
replicates the physical stimuli involved, and provides a high
fidelity reproduction of the way we sense and interact with
the physical world. The alternative is to make the experience
less physical by inventing new ways of operating that have
no basis in the physical world. Lack of expectations mean
that the latter approaches don’t need to avoid any existing
physiological mechanisms or break any existing habits to be
used effectively.

4.8

Actually Doing Virtual Reality

The most rudimentary form of augmented reality application
involves displaying a 3D model (sometimes animated) or some
other form of information or entertainment on the screen
when the camera is pointed at a particular image marker.
These applications normally run on smartphones since it
allows the application to then provide content related to a
particular location or context.
Such basic augmented reality applications can be generated
by many of the authoring services that provide such facilities.
These usually include a web browser based authoring tool
which provides an association between marker images and
the corresponding content. They then also either generate a
particular smartphone application for your use, or provide a
generic application that supports all projects generated with
their platform.
In this example, let us assume that we need to present
information to passengers waiting for public transport. This
may be a component developed to direct passengers to the
most efficient boarding points as part of a solution to the
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scenario discussed in section 2.9 on page 30. Markers could
be attached to particular points along the platform indicating
which points to queue at if heading for a given destination. In
a fully operational product this information would be updated
dynamically but in a design sprint prototype the values could
be fixed to settings appropriate to a demonstration scenario
suitable for the evaluation step.
The tool used to build this augmented reality component is
the one hosted at https://theroar.io/.
1. At time of writing, the site supports the creation of free
accounts to demonstrate the feasibility of the platform.
Once logged in, create a new project.
2. The platform supports different types of project that represent the opportunities available with different forms
of virtual and augmented reality. These include location
based experiences that are associated with particular points
on the planet (subject to the use of sufficiently accurate
tracking technologies) and those using webVR and webAR
technologies that should run in a browser allowing one
application to run on multiple platforms. In this case, however, it is sufficient to use the project type which overlays
virtual content on a target image.
3. The marker and its associated content can be created at a
range of scales. A poster would be appropriate in this case,
as something that could be attached to particular regions
of the platform and large enough to be scanned even at a
distance.
4. The marker image needs to be provided. Images from sites
such as https://pixabay.com satisfy several criteria.
They are usually available under generous licenses that
avoid issues with using them on posters that are placed in
public locations. Marker images should also be distinctive,
consisting of a range of identifiable feature points. Images
with simple patterns that repeat or are rotationally symmetric should be avoided as they are ambiguous with respect to
different viewing positions or angles.
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5. Once the marker image has been specified then the content
that is used to augment the physical world at that location must be specified. Various types of media can be used.
Images, videos and text are common ways of presenting
instructions. Use of a 3D object would be in keeping with
the tradition of basic augmented reality applications. Such
models can be sourced from various online sites, such as
https://poly.google.com/ which also has permissive licensing conditions although these should be
verified before use. Use of these assets typically requires at
least that the author receive credit for their work.

6. A 3D model element can be dragged onto the project,
and an appropriate model uploaded. At this point there is
sufficient material to test the augmented reality application.
Provide a title for the project and select the option to test
the application.

7. Download the Roar augmented reality application from
the appropriate store for your device (a link is provided
when the application is moved to the testing phase). Sign
into your account on the mobile application and aim to the
smartphone’s camera at the image used for the marker. The
content that you associated with that marker should be
displayed.

8. The project can be published once the project testing is
successful. At that point anyone scanning the image should
see your content.
While testing, make sure you take advantage of the opportunities provided by 3D content overlaid onto physical
reality. Move your device around to explore the object from
all angles. Also test the ability of the application to recognise the image at different angles, and from the various
distances that represent typical usage scenarios for the
product that this component will be used for.
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Working with Virtual Reality Technologies

This chapter covers a range of virtual reality technologies.
The focus is not the specific products but rather the science
behind them. How can you use these technologies towards the
products that you are working on?
You might want to create a better headset. This is not just
a higher resolution version of an existing product but rather
a product that creatively uses the technologies to think about
other ways of presenting the virtual world. This might be
an audio experience, or maybe a tactile experience, or something else. You can be immersed in a visually beautiful threedimensional world but also be equally immersed by hearing
engaging spatialized sound. We may all recall an imaginative rendering of a virtual world through the descriptions
provided when reading a book. The controllers used can be
rather mundane, but this chapter has also covered other ways
of turning your body into a virtual reality controller. Custom
controllers can be created that best support particular forms of
interaction, such as a tracked paint sprayer for training people
to paint cars.
We’ve covered ways of capturing the world. There are all
sorts of information from the world we might want to capture
because we can use that information to make our products
better.
Virtual reality technologies give us the opportunity to build
interfaces in a different way. If you’ve ever been frustrated
with your computer then think about how you would make
that experience better, in ways that are not limited to adding
more menus or more mouse options. Virtual reality can be
used for games or for serious applications. It provides users
of our products with opportunities to interact in different
ways. Virtual reality brings people together through shared
experiences. There are opportunities to investigate how people
would like to work together, and how they should each individually experience a common virtual environment.
Think about whether there are ways of using virtual reality
technologies in your products. This doesn’t just mean add a

Virtual reality products
help to immerse participants into virtual spaces:
• create a better headset.
• achieve immersion
in other ways (not
just a 3D rendering,
but perceive other
elements).
• what would the form
of a controller be to
perform a particular
task?
• how could we capture
the world?
Virtual reality products
help participants have a
more effective experience
(provide a different
interface):
• what sort of experiences would work in
one of the forms of
virtual reality?
• is virtual reality just for
games?
• invent a new way of
interacting.

Virtual realities bring
people together.
• what would a social
network look like if
it didn’t have to be
consumed through a
screen?
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Virtual reality as a solution
to problems.
• is there a way of
using an alternate
reality in your product
prototype?
• how could this technology be combined
with some of the other
technologies in the
other chapters of this
book?

head mounted display. Use technologies such sensing the environment, or augmenting and overlaying content. It doesn’t
have to be used in isolation. It can be combined with the other
technologies, such as artificial intelligence or gamification
processes.

5
Behaviour Modification
The theme for this chapter is another technology we can use
in our creative technology products. This is a technology that
is less specifically oriented around producing a physical and
tangible component of a product and more about ensuring
that we produce a product that is going to appeal to particular
users.
Does anyone here feel like an independent entity? Who
makes their own decisions and determines their own course of
actions? You might not feel like you are a mindless slave of the
system, completely controlled in every aspect. Would you like
to be? This chapter describes technologies which are used to
shape behaviours.

5.1

Persuasive Technology:
Do you make your own
decisions, or are you
controlled?

Mind Control

Is behaviour control possible? Let’s have a look at examples
of cases where a parasite does control the behaviour of an
individuals [Libersat et al. (2018)], to demonstrate that there
are ways of achieving mind control in the first place.
There are a number of interesting examples. There’s a
particular type of fungus that infests an ant. It does is not
grow on the ant but rather it grows in such a way as to control
the behaviour of the ant. Once infected, the ant promptly
heads up towards the top of the nearest blade of grass, and
grabs hold. The fungus in the ant’s brain germinates and
produces spores. The fungus has ensured that it is in the best

Is there evidence that
mental processes can be
manipulated to the detriment of the individual?
Zombies and nightwalkers.
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Examples from nature,
involve parasites that
control the behaviour of
the host:
• Fungus produces
chemicals that affect
navigation of an ant.
The ant then climbs
to the top of plants
and anchors itself. The
fungus then kills the
ant, eats its brain, and
produces spores that
spread easily from this
position.
• The liver fluke similarly forces an ant to the
top of a blade of grass,
where it will be eaten
by a herbivore which
is the next host for the
parasite. Note it only
takes control at night, if
the ant survives it will
continue to behave normally during daylight
hours.
• Hairworms cause
crickets to commit
suicide in water, where
the worms reproduce.
This is achieved
by manipulating
sensitivity to light
(bodies of water
represent openings in
the otherwise dark tree
canopy).

possible position to spread the spores. Is that in the ant’s best
interest? Probably not. So the ant didn’t make a decision to do
this - it was controlled.
Here is another example with ants. This one is a little fluke
parasite that lives in a number of different types of creatures.
One portion of the life cycle is in herbivores, but the portion
of interest is when it is living in an ant. Just like the previous
case, it encourages the ant to climb to the top of the blade of
grass. Not so it can die there and spread spores, but in this
case because the top of the blade of grass is the best possible
spot to be eaten by a herbivore. That allows the liver fluke to
move on to the next part of its life cycle.
The fascinating part of this is that it turns ants into zombies. When night falls this action kicks in. If the ant survives
through to the morning of the next day, and the sun rises, it
goes on with its activities as normal. Until the sun sets. Then a
dramatic transformation takes place and it starts to head up to
the top of a blade of grass again.
Hair worms are parasites that infest the body of a cricket
and actually grow to take up most of the abdominal cavity.
It causes the cricket to exhibit particular behaviour, so this is
also a behaviour shaping parasite. It causes crickets to commit
suicide near water. How does it do that? We assume it has
something to do with affecting the light sensitivity of the
cricket, so that the cricket is attracted to brighter areas. In
a forest pools of water will typically be in a clearing so you
get more light coming from those. The worm needs to get to
water because the hair worms reproduce in water and so this
outcome is in the best interest of the worm, but also definitely
not a positive outcome for the cricket.
Even more obscene behaviour changing activities involves
a wasp larvae that hatches from the body of a caterpillar.
Normally fairly standard but in this instance some of them
stay inside the caterpillar and make it thrash about wildly.
This behaviour change helps the wasp since the violently
oscillating caterpillar is going to deter predators. Other wasps
capture ladybirds, attach them to the cocoon and inject a virus
into them. These ladybirds now twitch which also helps keep
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predators away from the cocoon.
Fortunately this will never happen to a human? Toxoplasmosis is a parasite that typically lives in rats. What it does
is particularly fascinating. It changes the behaviour of rats
to make them more reckless. They are more inclined to take
chances. What happens to a rat that is more reckless? It runs
into a cat. Cat eats rat, and the parasite transfers across to
its next host. Rather than killing the rat it changes the way it
thinks and just makes it more reckless. Toxoplasmosis affects
humans as well. There is reason to believe that it also makes
humans more inclined to take chances.
These are all biological mechanisms, based on viruses or
chemicals to achieve behaviour shaping. If we shape behaviour
through other mechanisms then we could potentially force
people to buy and use our products. Other behaviour shaping
mechanisms exist.

5.2

Examples from nature,
involve parasites that
control the behaviour of
the host:
• Some wasp larvae
hatch from the body
of a caterpillar. A
few remain and
somehow control the
caterpillar to wave
its body violently
to deter predators
of the young wasps.
Another wasp uses live
ladybirds attached to
wasp cocoons to deter
predators. They inject a
virus into the ladybird
to cause it to twitch.
• A caterpillar that is
farmed by ants actually
provides dopamine to
the ants making them
aggressive when they
protect the caterpillar.

Game Design and Gamification

Chou (2015)].
One of these is the process of gamification [
We like to play games. It turns out there are a number of
mechanisms that motivate humans to play games. Games
are played not just because they are entertaining but because
there is a behaviour shaping mechanism in them. Would
you pay to play a game? Would you play a game even if you
weren’t paid for it? It is interesting that you don’t have to
paid to play games. There must be some sort of behaviour
shaping mechanism involved. For example, games are fun.
If we understand what fun actually is then we can start to
introduce it to other activities.
Games have a unfolding story so they’re actually a journey
and experience that we undertake rather than a task. How
many of you are having fun right now, reading this book?
It would be much better if this were a bit more like a game;
that there was an unfolding story where you’re going to make
interesting discoveries1 . It would also be much more fun if you
were the hero of this particular story2 .
A task that keeps getting harder and harder is sure to put
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• Some parasites (flies)
influence social insects
(ants, wasps) and
change their social
behaviour (abandon
nest) to support the
hatching/breeding of
the parasite.
• Toxoplasmosis in
rats attracts them to
cat urine (increasing
recklessness) so the
parasite can move
from rat to cat. It is
suspected that infection
in humans may also
result in similar
behaviour.
Games are not just about
entertainment; they shape
your behaviour.
1

Hmm, maybe there is.

2

You are.
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Games have characteristics
that we envy in other
situations:
• People play games for
free - and sometimes
even pay to play them.
• Games are fun.
• You take part in the
story that unfolds,
and can achieve
concentration and
recall without effort.
• People play hard games
and will persevere until
they solve them.
• People will work hard
to play a game, to the
extent of often doing
boring and repetitive
actions.
• Games develop particular skills.
• Games are played on
computers - not true.
Games are played in
imaginative worlds
- which can be the
physical world.
• Games exist only
to please humans.
The ultimate human
focused design.

people off. But people like it if it is done in the game, as successive levels get more and more challenging. Why on earth
would you keep playing a harder and harder game when you
could just be working harder and harder instead? What about
doing boring and repetitive actions? Some games have lots
of grind in them. These use mechanisms that make you keep
doing menial tasks over and over.
Games can provide opportunities to learn skills. Often in
a game you are not even aware that you’re learning them.
Ultimately what we want for our creative technology products
is to produce something that is going to really appeal to its
users, that shares the properties that are provided by games.
We want to take the good parts of a game and transfer those
across to other experiences, or to an aspect of the product
that you going to design. The product doesn’t just consist of
hardware components but also strategies that get people to
actually use the product. There are a number of gamification
techniques that actually work quite well.
Games tell you immediately if you’re achieving your goals.
You get immediate feedback. This might be as simple as a
message popping up that says ‘achievement unlocked’.
If you make a mistake when playing a game then you get
to try again and again. If you’re playing and a big rock falls
on your head and your avatar dies then that is not a problem.
You spawn back into the game again. You try again, maybe
using a slightly different strategy. Again you get killed. No
problem. Wouldn’t it be nice if you could do that in some other
situations. Imagine you’re doing a test for your driver’s licence
and you run into a pole. It would be great if you could just
reverse and have another go. Then you can keep trying again
and again until you get it right.
Games provide incentives. So one gamification strategy is
to figure out how to put some rewards into your product.
A game is an escape from real life. It’s nice to have a bit of
a break occasionally and not have to concentrate on always
doing tasks that are critically important. There are ways in
which you can introduce that imaginative element into other
contexts. Weave it into a story where you are the hero. Not
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many people want to play the game where you are a spear
carrier, just a secondary character, and where someone else
gets to be the hero. The game is about you. You’re the focus
even if you appear to start off as just one of the side characters. Sooner or later you are the only one who can step in
to save the day. Yet how many products or processes make
you feel like the most important person, as if it is all about
you? We want our creative technology designs to provide that
experience.
Collecting stuff is an intriguing mechanism. The idea of
having a collection is something that appears to infect a large
number of people. We can exploit that. The first game in a
series is not a collection. The second starts an emerging trend
so by the time you got the third one you already desire the
fourth. Supermarket promotions that involve collecting cards
ensure that you easily get the first few. Once you’ve got the
start of a collection then you have the desire to buy the album
and collect the lot.
There are negative gamification elements as well. The game
might deny you something. For example it may require you to
come back to the game in 20 minutes time in order to unlock
the next level. The mechanism is a a time penalty before you
can progress. There is no technical reason for denying your
immediate gratification. Instead it does make sure that you’re
back in 20 minutes in order to collect your reward.
Consider a case study for gamification strategies that has
the goal of encouraging exercise. Many people sit at a desk in
front of a computer all day and worry about the lack of physical activity. It would be good if we felt that we were in peak
condition. A fitness band is a creative technology product that
we can start to use to improve fitness. The hardware itself is
not enough and needs to be part of a larger technology ecosystem. The fitness band only measures force, but enhanced with
a bit of artificial intelligence technology is able to track your
heart rate or count the number of steps you take. How can we
turn that into an experience that actually motivates?
There are a couple of ways in which we can start to provide
motivation to exercise. One is to bring in some of these gami-
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Gamification is used for:
• for improving learning.
• for making employees
work harder.
• for engaging people
with your creative
technology product.
• allowing employees to
choose their own path
to achieve company
goals.
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What are the key properties of a game?
• Games tell you immediately if you’re
are succeeding in
your mission. You get
immediate feedback
on the impact of your
actions on the game
environment.
• If you get it wrong, you
can try again and again
immediately until you
get it right.
• Games provide incentives and rewards.
Strongly associated
with behavioural
change.
• The importance of
each action is clearly
marked by the reward
associated with it.
Little ambiguity.
• Flexible set of rewards.
Not just points, but
badges, accomplishments, currencies,
experience points. You
can excel in something.
Ambition.
• Rewards are also associated with the need
to avoid losing what
you’ve accumulated.
• Games are easy to
understand. You can be
productive quickly.
• Meaning and calling:
there is a story where
you are the hero.

fication elements. Provide a little bit of reward so the more
steps you take the more points you accumulate. That is one
of the most basic, but also the most boring, forms of gamification. We make it even more exciting. Suppose you go out for
a jog one evening and you are just taking it easy and not even
raising your heart rate up to the required level. An incentive
to run would be if you heard a horde of bloodthirsty zombies
coming up behind you. The mobile app: ‘Zombies! Run!’ uses
your smartphone to effectively link your head phones to your
fitness tracker. When it determines that your heart rate indicates you’re not running fast enough then you hear the sound
of the zombies coming up behind you. The closer they get the
faster you have to run until you’ve got away from them. This
is a responsive system so it can adjust the difficulty to allow
you to improve steadily, while also make you the hero of this
narrative.
Foursquare has a mobile application as part of its creative
technology product. The goal is to encourage people to visit
particular locations. It tracks your location using the phone’s
GPS. When you visit a fancy restaurant in Federation Square
you get to check in on Foursquare to mark the fact that you
have arrived at this location. You then unlock the achievement
associated with visiting this location. You also get 10 points for
visiting a location for the very first time. You share your accomplishment on social media telling your friends that you’re
at this really cool restaurant. They may drop in if they’re in
the vicinity. This is great for the business because this process
is bringing in customers.
But that is not enough. If you visit this restaurant every
day for a week then as the person visiting most frequently
you become the mayor of the restaurant. You are now the
local hero. The restaurant might even recognize that you’re
the mayor and provide you with a special seat and the paper
hat of glory. You get to wear the hat at the restaurant until
somebody unseats you. So now there is a bit of competition to
see if anybody else can get to the top of that leader board.
Leader boards are good until the experience gets to be too
popular. When you’re at position 5992 you might not feel

fantastic tales of bold creative technologies

motivated to work your way up. The gamification can change
at this point. Instead of being the mayor of everybody in
Melbourne you now get to be mayor of your social circle since
these may be the only people whose opinions you actually
value. Achievements become achievable again.
Imagine that you have a particular image problem. You’re
the army and perhaps not seen as the first choice as a career.
How are you going to encourage somebody to join the army?
Make a game. There is a first person shooter; a high-quality
game where you play as a soldier in the American Army. At
the same time what you’ve got is a recruiting tool that is busy
training players in key skills. The message is all about taking
missions where you work as a team, so teaching teamwork. It
also immerses players in the army’s core values. The end result is that people start to associate that particular experience
with life in the army and understand that it’s not such a bad
career option. If you’re good in this game then maybe you’ll
be good in the army as well. Thus it is a successful recruiting
tool.
FarmVille can be considered to be either a game, or a social networking environment using gamification to shape
behaviour. You look after crops, but if you stop maintaining
them then they start to fail. Participants need to come back
at regular intervals to refresh the crops. This is immediately a
form of behaviour shaping that benefits the social networking
platform. If you’re going away for a week then you can’t look
after your crops. Now you have to ask your friends to help
out. They can either look after the farm directly or they can
contribute resources that will make your farm stay alive. Now
you need friends. Again, this is good for the social media platform. You have to reach out to people and say ‘Come and play
FarmVille with me’. More people joining is also good for the
platform.
As you raise your crops you get points but these act as
a currency. Currency is insidious gamification mechanism
because currency is something you can spend whereas points
you can’t. By spending currency you end up collecting stuff.
By collecting stuff you have an investment in the game. By
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What are the key properties of a game?
• An escape from real
life.
• Undergo development
by overcoming challenges. This includes
recognition as points
and badges, but is more
about staging the levels
of accomplishment
and achieving flow by
balancing difficulty
with progress. The
progress bar showing
you completing your
profile on LinkedIn is
one example.
• Feedback/reward loops.
Allow creativity to
try new strategies but
have a way of seeing
(immediately) the
outcome of an action
and how it will lead to
reward. Breaking down
tasks into manageable
chunks, and tracking
progress. Attractive
visual and audio
feedback.
• Ultimately, a sense of
achievement.
• Collecting stuff. Being
able to acquire useful
or cosmetic items, to
feel you have a stake in
the game.
• Social interactions
and a role. An opportunity to share
accomplishment, pride,
competition, collaboration, envy, vanity,
status.
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What are the key properties of a game?
• Denial. Withdrawing
immediate gratification
to make the longed for
element more valuable.
• Need to explore and
discover. Curiosity
using cliffhangers.
• Randomness. An
element of uncertainty
in what will happen.
• Having fun. Completing tasks voluntarily.
Feeling good (or not:
Black Hat gamification)
• You have control, and
the opportunity to be
intrinsically motivated.
• Motivators; usually
intrinsic motivation.
Appeal to reasons
for playing, such as
exploring, achieving,
engaging socially,
experimenting, or just
inflicting mayhem.
• Opportunities to learn?
Typical examples: fitness
bands with monitoring
and challenges (Zombies!
Run!), Foursquare with
badges and recognition
for visiting locations,
America’s Army, rewards
on social media sites to
build reputation and level
(Stack Overflow),
Also worth watching
TED (2010)].
[
Speed camera lottery:
rather than punish offenders, reward the good
drivers. Good drivers are
entered into a lottery to
win prizes. Result: 22%
reduction in speeding in
the first week.

investing in the game you are less likely to leave. This invokes
the ‘collector’ behaviour change mechanism.
The social aspects of gamification exploit relationships
between people. If I give you a present you feel obligated to
give me something back. The game sets up a mechanism to
support exchange of gifts, where the gifts are objects that
need to be earned or bought in the game, and gifting is the
gamification mechanism that encourages further participation
in the experience. You can’t leave the game until you’ve given
something back because otherwise you are showing your lack
of generosity.

5.3

Examples of gamification for good

Speed cameras are able to generate revenue from speeding
drivers, which could be considered as an incentive for the camera operators. Rather what is required is a speed camera that
actually makes you want to not speed. Start with a speed camera with a large screen attached that has a ability to measure
speed and report it to you as you drive past. This is already
exploiting the feedback mechanism. Has anyone ever driven
past one of these speed signs with the goal of trying to get
as close as you can to the speed limit without going over the
limit? Players can make up their own games and goals if you
provide the ingredients.
Extend this system so that it enters drivers into a lottery
if they are not speeding. This lottery is not one of those with
minimal chances of winning. Instead it has lots of small prizes
and thus ensures that lots of people get to win. This is an
incentive mechanism where you don’t always get a prize (so
it’s going for a random reward schedule) but you win often
enough for it to be an effective incentive. Results indicate that
this reduces speeding by 22%.
One of the best examples of gamification used for non
game purposes that I have come across is at eyewire.org
[
Macrina et al. (2017)]. This has the goal of understanding
the structure of the retina. A retina consists of many nerve
cells connected together in various ways. If we understand
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how the retina works then we will gain insight into how the
world is seen and perceived, and how we could reproduce it
with computers to achieve computer vision. The researchers
have taken a mouse retina, chopped it up into very, very thin
slivers and scanned each of those slices. This results in thousands of pictures showing the individual cells. The walls of the
cells are partially visible but the pictures have a lot of noise in
them. Measuring the shape of each cell is not a job that we can
relegate to a computer but we still need to extract the patterns
of the individual neurons. We need something smarter. The
human mind is going to try and connect up the pieces. The
game involves starting with a seed region, and then manually adding in the other regions that are connected to it until
you’ve connected all the pieces in one block. One of these
blocks will make up a very, very small part of a single neuron,
which can only be reconstructed if enough people do this. If
we do this for every neuron then the research team will be
able to reconstruct the entire neural network, which will make
science happy. This is a hard job so why would somebody sit
there and do it, for free?
Make this into a game. Every time you trace the cell within
a single block you get a score based on how many of these
regions you got right. You can see the ones that you get right
in green, the ones that are missed in purple, and others that
haven’t been covered are scored in red. Thus every time I
get a score. I get immediate feedback because it takes the
results from all the other people doing exactly the same cell
and checks to see how mine match up. It then tells me how
well I’ve done relative to everybody else. This leader board is
replaced on a daily basis so I have a chance of being at the top
of the leader board if I sit down for a day and devote maximum
effort.
There are challenges so you can work as a team to beat
other teams. You are now also responsible to your team members.
Would anyone like to donate to charity? We’re going to
feed the world - 1 grain of rice at a time. To feed the world
all I need to do is to improve my own vocabulary. So we’re
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Eyewire:
Macrina et al. (2017)].
[
Feedback and scoring,
reward from discovery
(exploration)

Free rice [
WFP (2018)].
Education, social good,
reward system, feedback,
levels, feedback loops.
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going to get educated at the same time as we’re going to feed
everybody in the world. The questions are multiple choice,
so with a single click you’ve already donated 10 grains of
rice to charity. The adverts on the site pay for the rice. The
words get harder and harder as you go. Once you reach the
maximum level you can sustain then you’ve reached a ranking
that allows you to see how smart you are relative to everybody
else. The participants in this experience have generated over
200 billion grains of rice.

5.4

Gamification done right.
Divide work up among
multiple participants, and
turn each task into a game
element.
• Amazon Mechanical
Turk: getting paid for
doing work that cannot
be automated (requires
human judgement).
• Competitions with
prizes for the public to
do someone’s work for
free (design our logo,
name our ship).
• SETI/Folding @Home
- contribute computer
time or play a puzzle
game.
• Help search large
datasets (e.g. for
missing planes, MH370,
Steve Fosset)
• Waze: contribute your
travel information
to share in traffic
management.

Crowdsourcing

Gamification leads onto opportunities. Crowdsourcing applications encourage lots of people to play the game as the
social group. The power of everyone working together makes
a significant difference. We’ve already encountered Amazon’s
Mechanical Turk which is a crowdsourcing system where
problems that are too hard for computers get farmed out to
humans in small chunks. Each person gets paid or rewarded
the task and the aggregate of all the work then becomes useful.
There are competitions to name something, design a logo
or originate a catch phrase or motto for some organization.
That’s the gamification as well. Horrible gamification because
it is based around a very minimal incentive and a very unlikely
reward. There other variations on this as well. There is the
SETI or Folding @home schemes where you can donate your
computer’s time to doing work like assisting the search for extraterrestrial intelligence (analysing some of the data captured
by radio telescopes to see if an alien has been speaking to us)
or looking at ways of folding proteins which contributes to
finding a cure for cancer.
Crowds can search large datasets. When flight MH370 went
missing a company took all the satellite images for that day
and made them available. Human volunteers could then retrieve a block, and look for images of aeroplanes in that block.
If a block was flagged by enough of the untrained volunteers
then it would be passed to an expert for further validation.
This speeds up the process relative to having the experts pour
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over images of tens of thousands of square kilometres at
meter resolution.

5.5
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1
2

How to do gamification badly

Let’s see how we can do gamification as badly as possible
in order to not achieve behaviour modification. The sorts of
examples that give gamification a bad name is where it has
been bolted on as an afterthought. For example points are
just a way of keeping score. They’re not really an incentive
mechanism in themselves. Leader boards provide a list of who
has been good and assume you’re supposed to feel motivated
in order to get to the top. You get badges which are often
meaningless rewards that you can share with others, and this
is supposed to encourage you. Levelling up is another game
mechanic which lacks meaning without additional context.
Doing gamification badly actually ends up doing behaviour
modification but in the wrong direction. For example, assume
you are a programmer responsible for developing software.
The company wants to get the number of bugs that you produce in the code as low as possible. They use an incentive
mechanism by paying you $5 for every bug you find. However the programmers are the people able to introduce the
bugs in the first place. They are now incentivized to introduce
(or avoid correcting faults automatically when creating the
program) because they can now discover them later and get
paid. Instead of reducing number of bugs it actually increases
them.3
A certain company, otherwise beloved by children, decided
to provide a leader board system at their resorts. Laundry
workers whose job is to pick up dirty laundry and shovel it
into washing machines are encouraged to go faster using a
leader board which counts the number of washing machines
loaded every hour and publishes the score for every worker.
One of the workers actually referred to it as an electronic
whip. This approach is not about a reward to encourage but
rather a form of punishment when you don’t meet the target.

Bolt-on gamification where
you add the mechanic
without the experience:
• Points: a way of
keeping score. Get
points if you’re good,
take them away if
you’re bad.
• Leader boards: public
praise or shaming.
• Badges: a version of
keeping score that
allow customization,
choice of task and path,
and opportunity to
show off.
• Levels: another way
of recording progress
by incorporating
status when a level
of accomplishment is
achieved.
3

The wikipedia page on
the Cobra effect explains
the principle involved.
Can actually end up incentivising the wrong
behaviour, or just demotivating:
• Reward for bugs fixed
in software.
• Hotel workers: public scoreboards for
how quickly laundry workers complete their work.
An electronic whip
Lopez (2011)].
[
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5.6
Are humans rational?
• Game theory suggests
not: most people are
risk averse, even when
they would be better off
taking chances.
Advertising tricks:
• repetition:
• claims: associated
with something the
customer will value.
• association: with
something else famous,
desirable, or emotional
attachment.
• bandwagon: join the
crowd or be left out
(social standing).
• antibandwagon: stand
out by following this
trend!
• promotions: competitions with random
chance of reward.
• humour.
• rhetorical question.
• testimonial.
• emotional appeal.
• slogan: something
to remember the
product by, and trigger
recollection.
• glittering generalities:
buzz words with no
actual meaning.
• product comparison:
show to be better than
something else.

Advertising

The advertising industry tries to modify your behaviour
[Andrews et al. (2014)]. There are a range of tricks that the
advertising industry uses, some of which are listed in the margins. These include strategies such as associating yourself or
your product with a celebrity, following the crowd, or through
making deceptive claims. Many are negative elements that
allow you to mislead the person you advertising to.
Humour is a useful strategy, provided the same message is
not repeated past the point of enjoyment. Reciprocity works
if you want something from somebody. Giving a flower or
some small token for free typical produces a response that
exceeds the value of the original offering. The idea that when
somebody gives you something you then need to give them
something back. Fear is another strong incentive which advertisers employ frequently. Social anxieties include the fear of
smelling bad which is what sells deodorant.
Constraining choice is a cunning strategy. Consider when
you’re given a choice with one option that you really, really,
really don’t want, and the other option is just something
that you really don’t want to do. If you turn down somebody
when they ask for the first option it turns out that human
psychology says you’re more likely to agree to the second
alternative. For example would you like to enlist in the army,
or donate money to support the war? Those who don’t want
to make the commitment involved in the first option would
probably take the second.

5.7

Persuasive technology

Advertising strategies are a form of persuasive technology.
Groups of people are devoting their lives to working out how
to persuade you to do what they want you to do, and how to
modify your behaviour [Oinas-Kukkonen and Harjumaa (2008)].
These are being used in the creative technology products that
you are being exposed to at the moment. They are also useful
for you to use when pitching your own product as well.
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Key postulates of persuasive technology: Computer systems are not neutral elements in the product. They have
influence, and they need to adapt their
role as the effect of their persuasion
takes effect. People like a organized
and consistent view. Support the abilTwo Adult Elephants
ity to make a commitment and stick to
Photo by Tomáš Malčo Malík from Pexels
it. Persuasion can be direct or indirect.
A reasoned approach is used for the
direct route, whereas indirect works
for those who don’t critically evaluate. Persuasion is incremental.
Build up to it. Persuasion should be open. Attempts to deceive can
work against persuasion. Persuasion should be unobtrusive. Don’t
interfere with the experience just to nag. Persuasive systems should
be useful. A good user experience and serve a need.

5.8

How do I addict people to an experience

Are you addicted to a creative technology product? When was
the last time you used a smartphone? Are you reading this on
a smartphone at the moment?
Getting someone addicted to your creative technology
product involves meeting only a few of the six key criteria.
It needs to satisfy your need to be the hero. That might
be getting to post on social media showing that you have a
much better lifestyle than everybody else, or how great your
experiences are, so these reports can feed your ego. A lot of
social media products are about providing some sort of vanity
experience. Selfies are just a way of feeding your vanity.
It needs to satisfy your need for certainty so you are sure
that when you do something you are going to get a reward.
Avoid having a thumbs down (dislike) buttons on social media
because this introduces uncertainty. Having only ‘like’ buttons
ensures your score will only ever go up.
Random elements add an element of uncertainty. Competitions are one form of this. One of the strongest ways of

Advertising tricks:
• weasel words: make a
misleading claim.
• scare tactics: fear of
loss.
• limited availability: fear
of missing out.
• promise happiness.
• becoming your friend:
particularly on social
networks, seem like the
cool company.
• humanizing objects and
animals.
• reverse psychology.
• sex and provocative
imagery.
• depression: make
you want something
by making you feel
inferior and needing a
reward.
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Addiction [
Talks (2013)]:
Satisfy the need for significance (need
to be important, feed the ego).
Satisfy the need for certainty (need for
security, know that expectations will
be met. Action will definitely provide
the expected reward).
Person Holding Medical Pills
Satisfy the need for uncertainty (need
Photo by Pixabay from Pexels
for variety, and spice in life. Relates
to random elements as a conditioning
stimulus).
Satisfy the need for connection (social grouping related to others
sharing the experience).
Satisfy the need for growth (feel that you’re making progress, see a
visible progress indicator).
Satisfy the need for contribution (making a difference, helping others).

modifying behaviour is the operant conditioning mechanism
that provide a reward, not for every time you do something
right, but only randomly even when you do something right
all the time. The mechanism is such a powerful changing
behaviour that is in fact illegal in many cases.
Social grouping is one of the addictive elements in your
smartphone. You can certainly use it by yourself and not
communicate with anybody but more likely you’re using it for
the ability to communicate with other people or their content.
The need for growth is embodied in making visible progress (‘leveling up’). If you join LinkedIn or many of these
social sites you’ll get a progress bar when it comes to filling
in your profile. You can see that you’re making progress while
simultaneously becoming a better member of that site.
Satisfying your need for making a contribution is used in
free rice, or eye wire (discussed earlier in this chapter), which
are designed to feed the hungry or to make the world a better
place by contributing to science.
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Do these work on everybody?
Different personality types have been
identified in game players (for example,
BrainHex [
Hobo (2019)]). The
Seeker likes discovery, and indulges
curiosity. The Survivor enjoys escaping
from threats. The Daredevil is thrill
Person With Body Painting
seeking and enjoys high speed action.
Photo by Sharon McCutcheon from Pexels
The Mastermind focuses on solving
puzzles. The Conqueror is fascinated
by struggling and winning, resulting
in beating others. The Socialiser enjoys being with people and collaborating. An Achiever collects everything and focuses on completing
tasks.
Key findings [Orji et al. (2014)] related to use of persuasive technologies include: Competition and comparison are the same concept
(you don’t compete if you can’t compare outcomes). Some personality
types are motivated by an element, while others are demotivated by
that same element. Conquerors like competition (can beat others)
while daredevils dislike competition (limits thrill seeking). Cooperation only motivates achievers and socialisers. Seekers like praise
while socialisers dislike praise (automated praise is regarded as shallow). Achievers like reward while survivors dislike reward (undesired
extrinsic motivation).

5.9

Actually Doing Behaviour Modification

In keeping with the earlier theme of keeping public transport
running on schedule we can develop a behaviour modification
component that aims to provide a component of a prototype
intended to address this goal. Assume for the moment that
the design sprint had suggested a solution that involved presorting passengers before they board the carriages of the train.
This sorting might allow more efficient use of all the doors
on the train, reduce crowding or even allow different parts of
the train to be separated mid-journey so that they could skip
particular stops. However the required component has to solve
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Applying persuasion
principles:
• Reduction: make
complex tasks into a
sequence of simple
steps.
• Tunneling: provide a
guide to the next step.
• Tailoring: customize
the process to the
needs/background of
the user.
• Personalization: allow
the user to re-arrange
the process to suit them
(e.g. do the steps in a
different order).
• Self-monitoring: track
performance.
• Simulation: show what
the outcome will be, if
you do this step.
• Rehearsal: try it out
before committing, get
a chance to practice
before being scored.
• Praise: provide positive
feedback.
• Rewards: reward for
performing behaviour.
• Reminders: keep
nagging, making it
clear what action needs
to be taken.

a less ambitious problem; merely that of getting passengers
to line up at a point on the platform corresponding to their
intended destination.
Such as behavioural modification component will not exist
in any concrete form but will result in a series of rules and
goals intended to motivate the desired behaviour. Testing the
effectiveness is also not something that can be done immediately during the prototyping phase. The design team might
be able to explore the expected consequences of the design
on passenger behaviour, or even test this on a group of willing volunteers but the actual impact will probably only be
observable once an actual trial is conducted of the proposed
solution. However we can take advantage of past experiences
and strategies that have previously been effective to prepare
the design of the required component.
Clear indicators of where to stand are a way of indicating
the goal of the activity. These would indicate to each person
where they need to stand on the platform in order to receive
any rewards that might be on offer. These might be provided
by standard signboards, or implemented as individualized
and adaptive dynamic elements using an augmented reality
technology. By themselves, however, these do not represent a
complete gamification mechanism and need to be coupled with
some persuasive technology.
Immediate feedback tells you if you’re behaving as required. Feedback could be achieved if the signboard started
flashing when you got the the right spot on the platform, or if
a klaxon sounded if you lingered too long in the wrong place.
Some fun could actually be introduced if instead of clearly indicating exactly where you needed to be, the task instead was
to track some game creature (perhaps visible using augmented
reality, or just on the screen of a mobile device) back to its lair.
Progressive feedback could be provided indirectly through
audio or visual cues, or directly though seeing a sequence of
footprints being shown.
Denial can be used as a persuasion mechanism. Individuals
standing in the wrong locations might be herded to the back
of the line when a train arrives, reducing their chances of

fantastic tales of bold creative technologies

boarding and potentially forcing them to wait for the next
train. This also reinforces the link between compliance with
the goals of the game and the intended outcome: efficient use
of public transport.
Point systems are a very common gamification mechanism.
Points could be awarded based on proximity to the desired
target location. Additional points might be accrued the longer
you stand at the location, to train people to find the correct
location. If there are several valid boarding points then points
can be used to differentiate amongst them, such as rewards
for finding the least crowded location to avoid everyone cramming into the one closest to the platform entrance.
However points by themselves are not motivators. They
need to have some value before anyone will strive to collect
them. Value could potentially be provided by linking points
to a real-world financial incentive. Points might be used to
receive a discount on tickets for public transport. The product
would then contain a mechanism requiring each player to
explicitly turn points into discounts so that the link becomes
clear in the player’s mind. As with many games, starting the
player off with the ability to earn enough points during the
introductory (tutorial) phase to earn their first discount is a
good way to cement the value of points in their understanding.
Mechanisms that redeem points for other forms of reward
could then also be included. They might offer some opportunity to buy-back some of the denial penalties. Alternatively they
could be translated into some form of cosmetic reward such as
social status (such as position in the queue).
Social interactions can be used to further introduce behaviour change. Leader boards are an overused gamification
mechanism. However social interactions can also be used in a
negative way to manipulate behaviour. Exposing those players who are not standing in the right place provides a way of
shaming them into conforming.
Other gamification strategies are more ethically dubious.
Withdrawing rewards, or introducing the risk of losing any
gains that have been achieved, can start to take away the fun
which might have motivated participation initially. Draining
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Applying persuasion
principles:
• Reminders: keep
nagging, making it
clear what action needs
to be taken.
• Suggestion: respond to
user actions to suggest
more behaviours.
• Similarity: disguise
the technology as an
existing part of the
user’s lifestyle.
• Liking: look good.
• Social role: product
becomes the communication medium
between participants.
• Trustworthiness:
appear truthful and fair
(no advertising).
• Expertise: system
should appear knowledgeable or expert.
• Surface credibility: look
credible to make a good
first impression.
• Real-world feel: show
off the organization
that exists behind the
product.
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Applying persuasion
principles:
• Authority: endorsed by
recognized leadership
in the area.
• Third party endorsements: endorsed by
celebrity.
• Verifiability: appears
to provide a message
consistent with other
sources.
• Social learning: see
others performing this
behaviour.
• Social comparison:
compare yourself to
others performing this
behaviour.
• Normative influence:
use peer pressure.
• Social facilitation:
knowing that you’re
not alone, seeing others
succumbing to the
same persuasion.
• Cooperation: work
with others towards a
shared goal.
• Competition: compete
with others.
• Recognition: present
improved status to
others.

points for each day of travel where the product is not used
could potentially force regular participation. Non-participation
in the game experience might be treated in much the same
way that pay-to-win games exploit the non-paying players in
their games; by using them as cannon fodder. Identifying these
individuals (perhaps through an augmented reality overlay
visible only to actual players) might allow extra points to be
scored for ‘collecting’ them (perhaps by taking a photograph).
This is similar to the form of shaming applied by revealing the
players at the bottom of a leader board.
Apart from gamification we can explore addition mechanisms while continuing with the ethically challenged persuasive
technologies. A selection of the six addiction mechanisms can
be adapted to the public transport scenario.
Significance could be achieved by displaying the points
scored. An augmented reality hat could be added to the heads
of the people around the player. The quality of this hat then
indicates the status of that player. As with some other games,
the rarity of that hat is proportional to status. Status could
also be achieved by sharing glory; standing in proximity to
important people also results in an increase in your own status
through points awarded. Special seats on the train could also
be awarded to the person on the carriage with the most points.
This could even be decorated in true royal fashion to indicate
status and increase comfort.
Certainty could be achieved if the doors of the vehicle
are guaranteed to align with the designated regions on the
platform. People standing at those positions can then be sure
that they will be able to board quickly, and have first choice of
the available seats. This also works towards the ultimate goal
of the product by ensuring that delays are reduced and that
public transport operates efficiently.
Uncertainty adds variety to the experience. Ideally this
should be in the form of added but unexpected reward. Similar
to the thrill of winning while gambling, the hope of scoring such a reward can motivate participation. This could be
achieved by receiving a bonus points award randomly. On
those days points received for complying with the rules of the
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product would be doubled. Other unexpected benefits could
include an upgrade to first class travel, even if a first class
category needs to be created in order to provide this form of
privilege.
Social connection could be encouraged by allowing regular
travellers to form social groupings that get their own region
of the platform allocated to them. This ‘guild’ would then all
travel in the same carriage and have the opportunity to use
the travel time to interact socially, potentially around a shared
interest. Given the reluctance of many public transport users
to engage in face to face interactions this could be adapted
to a form of social networking that might exist only for the
duration of that trip and allows participants to interact via a
technology mediated channel.
Growth can be achieved by collecting points, but then using
these to level up and achieve additional status. New challenges
keep the experience fresh and ensures that continued participation does not get stale at any point. Such challenges could be
related to the efficiency of the process, such as being able to
get to your assigned location on the platform in a new record
time. This could also be aligned with the social element by
making these challenges public. Champions would then participate in organized competitions during which other travellers
would be assigned the role of spectator. Spectators might need
to co-operate by opening up pathways to allow the champions
of the day the best chance of completing their challenge.
Evidence of a visible contribution can be provided in the
form of a progress board, showing how every person has
contributed to making the public transport better. A social
contribution system could also be conceived whereby each
person gets a small number of ‘in a hurry’ points. These could
be spent by asking others to yield their place in a queue on
occasions where there was a personal emergency. Those
yielding both earn these points to be used when they are next
in need of rapid transit, but also receive the personal benefit
of knowing they have contributed to making the experience
better for someone else.
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How can you
accidentally addict
people to your product?
[
MentalHelp.net (2016)]
• Activity triggers the
release of dopamine.
Even with drugs this
can occur when you
receive a reward.
• Your product serves
as a distraction from
something less pleasant.
• You use a reinforcement schedule, particularly intermittent
(random) rewards (like
gambling does).
• Peer pressure through
seeing other people
exhibit that behaviour.
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5.10

Compare gamification,
advertising and persuasive
technology.
• select some strategies
from these.
• consider how they
would apply to your
target audience.
• consider how to use
them to shape:
– the appearance of
your product
– the user experience
of your product
– the other technologies in your
product

Working with Behaviour Modification Technologies

There are several technologies described that perform behaviour shaping. These include gamification as well as persuasive technologies such as advertising. A number of the
strategies used are common to several approaches, while others are unique to only one. These are insights used by one area
that haven’t yet had the opportunity to percolate across the
other areas. Gamification is about shaping your behaviour,
advertising is about making you buy products and persuasion
involves making you change your mind.
Think about these when you are busy building your creative technology products. These are not just a collection of
physical or software components. They also need to make
people actually want to use them. You can have to decide
which of these mechanisms you going to incorporate. Select
from the many strategies available but you do need to decide
what you’re prepared to do and what you want to achieve.
Your design should specify how they’re going to affect the appearance of your product and also the user experience. These
techniques can also integrate with other technologies, such as
those covered in this book.

6
Social Networks
The topic for this chapter is the technologies behind social
networking. This technology is partially about the people involved but also about the connections between them. If we
abstract the problem to a set of nodes and how they related
to one another we get the opportunity to model how each
individual is connected to other individuals, how those relationships change, and how that might affect the nature of the
network involved.

6.1

Social network analysis

The initial discussion is based around the interactive demonstration at https://ncase.me/crowds/. What we’re
trying to do is to figure out why certain behaviour starts to exhibit itself in a social network. We want to explain the origins
of phenomena that we don’t intuitively understand.
The social network is represented as a network graph
(collection of nodes and edges) which represents the people
involved in the network as nodes and represents the connections between them as edges. If some of the people have a
relationship with one another then we add an edge between
the corresponding nodes and they are connected. We can represent further relationships as attributes of the nodes, such as
whether somebody belongs to a particular group.
This example investigates the perceptions around binge
drinking. To what extent do you perceive that drinking is

Abstracting a social system
into a graph (network).
• individuals are nodes
on the graph
• relationships are edges
on the graph
Measuring properties
of the graph uses graph
theory.
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What would we like
to know about a social
network?
• Who are the most
important people
(centrality)?
– Who has the most
direct connections.
– Who is closest
(shortest average
path) to everyone
else.
– Who is on the most
paths between pairs
of nodes.
– Who would reduce
connectivity most if
they left.
• Where do relationships
exist?
– Do nodes with
similar properties
tend to be connected (What makes a
friend).
– Who has the most
influence.
– What proportion of
the potential links
actually exist.
1

Technically, that would
be the median. Feel free to
substitute if it makes you
feel better.

widespread in your community? Those that do binge drink
have that marked as an attribute, for example by showing a
little bottle in the node. What matters though is the perception; what people think about the prevalence of drinking based
on their exposure to their friends in the network. Someone
who has zero neighbours that are drinkers will, from their
perspective, believe that nobody in the world drinks. Someone
who has one neighbour who is a drinker believes that everybody that they know is a drinker.
A 1991 study showed that virtually all college students
reported that their friends drank more than them. This is
saying basically everybody is above the average in drinking.
That’s a nonsensical statement since the average is supposed
to be a middle point1 with about half of the population below
it and the remainder above this midpoint. However, from
the way social drinking is perceived all of your friends drink
more than you do. Therefore you’re an outlier by not drinking
enough, which means that you should drink more.
Is this actually possible? As a challenge, take a group with
3 drinkers, and 6 non drinkers and try to connect them in
such a way that everybody has more friends that drink than
do not. What you will have done is effectively proven that
we can have a network where the majority of the people are
non drinkers but where each individual perceives that most
of the people they know drink. The consequence of that sort
of network is if you don’t drink you feel left out and will be
encouraged to change your behaviour.
This doesn’t have to be confined to binge drinking. If you
feel that the majority of your friends are exhibiting a certain
behaviour then this affects your own perception of appropriate
behaviour as a member of the community. Consider whether
you feel that your friends on your favourite social media site
are more successful than you. This is an example of one social
network phenomena that presents an illusion to the majority
of participants.
A contagion is a disease that is communicated from one
person to their neighbours. Information that is communicated
in that way is known as a rumour. Suppose we have some
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Social networks have measurable
properties. The degree (number of connections on each of the nodes) follows
a power law. Most people have few
connections, and a few have a lot of
connections. The small world property
is where the average path length is
low (six degrees of Kevin Bacon, Erdos
number). The structure of small world
Food Photography of Sliced Bacon on Top of Brown
Chopping Board
networks [Watts and Strogatz (1998)]
Photo by Nicolas Postiglioni from Pexels
is explained in an interactive presentation [
Victor (2011)]. The clustering
coefficient relates to how many of your friends know each other
(typically about half).

fake news and we want to see how far it will spread. One
person starts off with some information that they’re going to
share with their friends. The information will be passed on
if it is worth passing on. If it’s worth passing on and enough
people have access to information then, before you know
it, the information has spread throughout the entire social
network.
The mechanism by which information propagates is potentially more interesting than even the mechanisms involved
in the spread of diseases. A key benefit of working with information is that it is traceable through our social networks.
It can also be modelled and investigated through a simulation.
There are some ways in which information doesn’t spread like
a disease. You have to be convinced that that information is
actually relevant, whereas disease spreads independently of
such criteria. Relevance is a threshold related to the number of
sources of the rumour. You have to have enough confidence in
the rumour in order to make it worth passing on. If you don’t
think it’s true then you won’t share it.
An example of an idea is ‘drinking is good for you’. You
might spread this message when more than 50% of your
friends believe this. Again, it is an exercise to create a social
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network graph that contains sufficient connections to allow
this information to reach every node. A similar exercise can
be undertaken with an idea such as volunteering. How many
connections are required if it only takes 25% of your friends to
convince you to become a volunteer?
This is the social networking technology that we use to
model how fake news spreads through Facebook. There are
the frequent rumours around whether some celebrity has died
this week. Such information spreads regardless of whether it is
true or not. If you’re trying to build a social network yourself
as part of a creative technology product then you might want
to be able to predict spread of rumours, stop infections or even
create your own. In most cases you want to be able to do this
by adding more links rather than removing them. Obviously
we can break all links to prevent spread but the network stops
being social at that point. One way of adding resilience is by
adding connections outside the small interconnected social
circles, where alternative views can be balanced across the
connections.
To summarize: a social network can be represented in diagrammatic form, with individuals being nodes on the network
and the relationships between individuals would be edges in
the network graph.
What are the network
structures for the following?
• Facebook
[
Wolfram (2013)]

•

•
•

Different social networking strategies

If you were creating and running a social network, such as
Facebook, what would you need to manage on the site? It
Ebay
might be how to get the maximum revenue out of our netReddit
[Buntain and Golbeck (2014), work. Sites with a focus on targeted advertising need to figure
Saran (2015)]
out what is going to produce the most interest, and thus value
Linkedin
for an advertiser.
Twitter
To answer these questions we might need to know who
[Baagyere et al. (2016)]:
the most important person is on Facebook. In this case not the
three types of information spreader, not a
company running the service but on the social network itself.
power law distribution,
If we could identify who they are then they would be good
low diameter, low
candidates to start pushing rumour based advertisements out
reciprocity, small core
of elite users.
onto this network. The most important people in terms of our

• Youtube
•

6.2
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graph representation could be those with the most connections
to other people. It could equally validly be someone who is
closest to everybody else in the network. That person might
not have direct connections to everybody else but could be the
nexus linking a handful of the very well connected people. We
want a message to spread by word of mouth, where you can
just could tell it your neighbour and rely on them passing it on
to their friends. An important person is then someone who is
on most of those paths between any two people, and who is
in the position to shape the messages as they travel from one
person to another. Alternatively consider the problem from the
point of removing nodes: if you removed someone from the
site, who would leave the biggest hole in your network?
The other property we want to think about is what sort
of relationships exist on the network. What does it actually
mean when we say there is an edge between two people? In
Facebook it mean that you are ‘friends’. Twitters has the idea
of followers. So the links are not bi-directional. The fact that
I’m a friend of you means that you are a friend of me, but
the fact that I’m a follower of you doesn’t mean that you’re a
follower of me.
How many of all the possible relationships that can exist
between individuals are actually present? A network such as
LinkedIn, for example, tries to make sure that you have as rich
a business network as possible. The goal is to get as many of
the possible connections captured into the social network as
actually exist in real life (or even more than exist in real life).
Social networks themselves have some distinctive properties and many of these hold true across all the different social
networks that we deal with. The number of connections each
individual has follows a power law. If you look at all the individual members of the network you have lots of people with
a small number of friends, a moderate number of people who
have slightly more connections but dropping rapidly to a very
small number who have the largest number of friends. The
power law distribution is a very common property in these
networks.
Social networks also have the small world property. This
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is related to the game: six degrees of Kevin Bacon, where you
work out how many mutual acquaintances it takes to make a
connection to actor Kevin Bacon. Typically it requires a path
of six or less. There are now websites that allow you to type
in the name of two movie actors and will tell you how many
steps of separation there are based on connections derived
from acting together in movies (using the implicit social networks that exist in sites such as imdb.com [
IMDB (2019)].
In the world of mathematics there’s quite a famous mathematician named Paul Erdős and mathematicians rank themselves, according to how close they are to Erdős based on
whether they’ve co-authored a paper with the next connection
in the chain (a collaboration distance).
It is worth comparing some of this theory with actual data
from existing social networks. The power law distribution
suggests there should be a large number of people with few
friends and very small number of people with lots of friends.
But what we see is that very few people have zero friends. The
numbers go up very quickly so there are lots of people with
one friend. A fair number with 2 friends and then it starts to
drop off around 1000 friends. The latter are fairly rare cases.
More insight comes from some of the other information available. In the distribution of ages if you’re a 18 year old then it
looks like most of your friends are going to be round about
18 years old, or slightly older than that. As you get older, to
20, most of your friends will be almost exactly the same age
probably because you’re interacting most with people in the
same class as you. By the time you get up to about age 40 you
know a fair number of people your same age but largely most
of your connections are younger than you. By the time you get
to age 70 you don’t know many people your same age. Most
of them are younger than you and ages distributed between 20
and 50. This suggests this age group uses the site to connect
to their children, their immediate family and then their grandchildren. An amusing property of Facebook data is, because
you are not allowed to have access as a child, for ages below 18
your friends get very old all of a sudden.
YouTube contains a social network in the form of relation-
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ships with people whose videos you comment on, or follow.
As this site belongs to Google and Google is an advertising
company their aim would be to identify influencers. Videos
by influencers are followed by a large number of people and
so the products that they recommend will have wide appeal.
The other structure that forms in YouTube is specialist groups;
people who are interested in particular topics. These groups
don’t really have links to other groups so you end up with
clusters that have relatively few links going to other parts of
the network.
The auction site eBay would focus on buying and selling
relationships. Edges would represent links to people that you
would buy from or people that had bought from you. Insight
can be obtained from the categories of product that people buy
and sell. This assumes that if you buy from one vendor then
there is a good chance that you’re going to buy from other
vendors who are similar in nature. The two different types of
node (buyer and seller) provide the opportunity to compare
the network structure (such as numbers of neighbours) to see
if they behave differently.
News aggregation sites, such as Reddit, create links between
people who comment on the same story. Network properties
that have been of interest on this network include the controversy level of a particular topic. The amount of controversy
relates to the number of responses to exchanges between
any pair of individuals. Typical heated discussions may have
between five and eight back and forth exchanges about a particular point. This then allows various types of user to be
identified. Answerers who just answers questions tend to have
very limited connections. They make their point after which
they are no longer involved. Discussers chime in on all the
comments and have lengthy interactions with many other
people.
LinkedIn is an employability related social network. The
network structure is very much about making connections.
When you sign up for LinkedIn you get continual spam useful
email messages from them recommending people that you can
be connected to. What they are aiming to do is locally create
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a small world; make sure that you have the most direct connections to people in your social circle. Connection strength is
used to make recommendations so if there is somebody who
has connections to several other people that you have connections to then they will recommend that the two of you should
be directly connected as well.
Twitter embeds the concept of influencers and followers.
It is less about explicit advertising but really more about a
way of peddling influence. You are the person that lots of
people follow when you make regular insightful comments.
Anything that you say is going to be spread further to your
followers’ followers. Three types of information sources have
been identified on Twitter, based on the network structure.
Media are the newspaper reporters spreading news. Grass
roots elements are individuals who might make a comment
or two but whom nobody is really seriously following. The
evangelist is the person with an agenda to spruik such as a
politician or other forms of celebrity identifiable by having
lots of followers. The fun inconsistency about Twitter is that it
doesn’t follow that power law distribution. Instead it has just
two clusters where either you have lots of followers because
you are an evangelist or where you have only one or two
followers. Network diameter is the maximum length of the
path from one user to another. These are quite short. Twitter
has low reciprocity because if I follow you, it is usually not the
case that you follow me. The influencers get followed and the
rest are followers.

6.3

Social networks may encourage selective propagation of information, based
on appeal to the group
rather than accuracy. It
may also prevent this
information being shared
outside that group.

Rumour propagation

One of the technologies behind social networking is rumour
propagation. Advertising can be seen as a form of rumour,
with the goal of getting information to propagate quickly.
We’re also interested in seeing how quickly incorrect information can propagate because those cases can be quite damaging.
There have been well publicized cases of false rumours leading
to threats and violent behaviour.
Social networks encourage selective propagation. This can
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Three People Using Smartphones
Photo by rawpixel.com from Pexels
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Mobile social networks: Some social
networks aware of where you are and
what you are doing. Foursquare involves exploring and visiting locations.
Pokemon Go is a game encouraging
you (indirectly) to visit different sites.
Waze helps with your traffic planning
by monitoring your progress while
driving. Instagram take photos that
can be tagged to particular locations.
Tinder allows you communicate to

people near you.

produce phenomena such as circular reporting. There have
been cases where a rumour has been based on some made-up
fact and the rumour then gets reported in a newspaper article.
The newspaper article then becomes the basis for a Wikipedia
article. When someone queries a newspaper article it can then
refer to the Wikipedia article as the source. The two cite one
another and end up legitimizing the false information in the
original rumour. This is one reason to be slightly careful about
trusting Wikipedia absolutely but also another reason why we
need to be able to keep track of where information flows.
To simulate the propagation of rumours we can generate
network graphs that have the same properties of real social
networks. A small world network network can be created
by arranging all the nodes in a circle, and connecting each
node to the two nearest neighbours in the circle. That is not
small world yet, since we need to be able to get between any
two nodes in only a small number of hops. The small world
property is achieved by defining a probability of knowing
someone outside the local community (maybe 20%) and then
taking this 20% of the links and just rerouteing them randomly
to any other node in the circle. The network ends up still
having a meaningful number of local connections because it
is mostly connected to local neighbours but will occasionally
have connections right across the network to a distant node.

Circular reporting: two
sources cite each other as
the origin of the material
(Wikipedia, some news aggregators, secondary academic references, joke articles) [
TED-Ed (2015)].
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Experiment: generate a
random network with
typical social network
structure [Brooks (2013)].
Simulate a rumour spreading.
• Assign people randomly to majority/minority (e.g.
80%/20%) groups.
• Prejudicial rumours are
harder to spread over
links between different
groups.
• Model level of belief
based on how long
you’re exposed to the
rumour.
• Pass the rumour on
based on how much
you believe it, and
how new it is (no stale
news).
Results:
• Rumours take longer
to pass between groups
when they are less
integrated (fewer links
between them).
• Belief in the rumour
(for both groups) grows
with time. It grows
faster in the group that
is more inclined to
believe it.

These long connections reduce the path length in the network
because they can be used as short-cuts. Too many of these
long distance connections though will result in the network
becoming random and no longer small world.
Small world networks have the properties that we expect.
For example, on a small world network most of your friends
also know each other. On a random network, none of your
friends know each other. Small world networks have interesting computational abilities. If we all try to collectively solve
a problem we will be able to do it more effectively if we’re a
small world network. That’s good as well because it turns out
that our brains are small world networks (based on looking at
the network formed by the connections between neurons).
To simulate a rumour spreading we define rules relating to
the attributes of the nodes, and what it takes for the rumour
to spread. For example we could create two types of node with
one type occurring more commonly and thus in the majority,
while the other is in the minority. This could represent real
world scenarios such as groups with different religions, race or
particular interests. The rules represent spread of information
between two linked individuals. A rumour that is prejudicial
to the minority is much harder to communicate to a member
of a different group, and so is more easily able to spread within
the group itself between two nodes of the same type. Simulating the network with these rules demonstrates that everybody
in the majority group knows the rumour long before anybody
in the minority group finds out about it. But if you wait long
enough it jumps the barrier and sooner or later the minority
group start believing it as well.
Another set of rules assumes four types of people. Everyone starts off as ignorant. One of them will the spreader of
rumours. If a spreader and an ignorant are next to one another
then, with a certain probability, the ignorant will turn into
a spreader to produce a second spreader. A spreader can also
become a hibernator; somebody who knows the information
but is not telling anybody at the moment. At some later point
the hibernator can spring back into life and start spreading the
rumour. There are also stiflers who don’t believe the rumour,
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will tell people not to believe it, and will try and stamp it out.
The resulting behaviour starts off with everybody ignorant.
The spreaders increase as the rumour grows until they get
to a peak where people stop believing it. This is the point at
which the rumour starts to die out. What really matters is
how high that peak is. If it goes all the way up to the top then
everybody in your population believes this rumour. Properties
that can be experimented with include: how easy it is to go
from ignorant to spreader, or spreader to hibernator. These can
then match up to different types of real life rumour. A rumour
about a celebrity, for example, is something that might be easy
to share, corresponding to a high chance of an ignorant being
converted to spreader.
Some news sources have actually indulged in experiments
like this, where they generate fake news and then to see how
fast it will spread. This is dangerous and much safer to test
using simulations.

6.4

Recommender systems

One purpose that we do use social network technology for is
recommender systems [Isinkaye et al. (2015)]. For example,
eBay has a section that says ‘people who bought this also
bought that’. This is an example of a recommender system.
Recommender systems try to match items with people. An
online book store matches books with readers. Job sites match
opportunities with job seekers. Travel sites match hotels with
tourists. Entertainment sites match movies with people who
want to watch movies.
Recommender systems don’t have anybody explicitly rating
each product. Nor does the system require users to describe
their personal preferences in elaborate detail. What it is does
do is make use of what we call sparse data. This is the little bit
of information available from your previous history, such as
which movies you’ve watched. If you using Netflix and you
watched only a couple of movies there then we have mostly
empty information. We have to try to make best use of the
information that we do have. The techniques used tend to
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Experiment: assume
4 types of individual:
ignorant (of the rumour),
spreader, hibernators,
stiflers [Zhao et al. (2012)].
They interact as:
• Ignorant + spreader _
spreader + spreader
• Ignorant + spreader _
stifler + spreader
• spreader _ hibernator
• hibernator _ spreader
• spreader + spreader _
stifler + spreader
• spreader + hibernator
_ stifler + hibernator
• spreader + stifler _
stifler + stifler
Results:
• depend on the probability of each transition.
• rate of spread grows
rapidly the more
convincing the rumour
is (more ignorant
turned to spreaders).
• less convincing rumours end up affecting
a smaller portion of
the network.
Which of these rumours
would spread (how fast
and how far):
• death of a celebrity?
• (false) change to
a social network
platform?
• fake news experiment?

110

shaun bangay

With a recommender system items
described using attributes are recommended to users who have particular
needs. These might be: products to
buyers, books to readers, opportunities
to job seekers or hotels to tourists.
We might, or might not, know the
Skyline Aerial View
attributes of items or the needs of
Photo by Tom Fisk from Pexels
users. Instead we might have particular
relationship information. The user
liked/disliked an item by providing an
explicit rating. The user looked at/used an item, providing an implicit
rating. Knowledge about a group of items that one user liked provides
a relationship between items. Knowledge about an item that a group
of users liked provides a relationship between users. Usually only
some items are rated by some users so that data is rather sparse.

Provide recommendations
by:
• Collaboration based
(better): Identifying
similar users (those
that provide similar
ratings to common
items). Recommend the
items these users liked.
• Content based (faster):
Identifying similar
items (those that have
attributes that receive
similar ratings from
a user). Recommend
similar items to those
previously selected by
the user.
A reputation scheme is a
recommender system that
recommends users based
on ratings provided by
other users.

employ either of two approaches.
Collaboration based strategies try and identify people who
are similar to you. See which movies you have in common
with other people and recommend the movies that have been
watched by those people who have tastes that overlap with
you.
The other way is to look at the products themselves. Find
similarities between products and recommend that you buy
the ones that have similar properties to those you have previously purchased.

6.5

Reputation schemes

This leads on to the idea of a reputation scheme, which is
a form of recommender system that doesn’t recommend
products to individuals, but instead recommends users to
each other. To work out whose opinion or comments are most
relevant to you we need to be able to work out their reputation. Reputation measures the extent to which that individual
is a valued member of our particular social network. Ideally
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reputation should be a self-organizing property of the social
network based on individual behaviour, rather than enforced
through a central authority. Centrally administered reputation
is difficult to manage and subject to criteria that might not
reflect the views of the group.

Expected properties of a reputation
scheme: Reputation should relate to
a desirable property, such as trust or
value to the community. It should be
meaningful across the entire social network even when individuals may only
interact with a few others (so no single
Close-Up Photography of Spider Web
manager responsible for allocating
Photo by Stanislav Kondratiev from Pexels
reputation). It should not be possible
to manipulate or cheat (e.g. by creating
fake accounts to boost yourself, or
downvoting others) even by groups of others. It should not require a
connection to an external reputation system (e.g. personal identity).
New users should still be able to join and build reputation.

Web search algorithms use a form of reputation system
that assigns a reputation to web pages. The number of pages
that link to a particular page is a measure of the reputation
of that page. Stack Overflow is a question and answer site
where people get reputation based on how many questions
they answer that get approval (voted up) from other people.
Once you’ve got a high reputation then your answers are a
lot more trusted than those of other people with lower reputations. Reputation on eBay is related to ratings received
for each transaction. Low ratings reduce trust and chances
for conducting transactions, thus translating reputation into
something significant required for doing business. Sites that
provide product reviews can allow people to rank, or to rate
the quality of the reviews, which then does become a reputation scheme related to how reliable you expect those reviews
to be.
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Examples of reputation schemes.
Page Rank: reputation of a web page
is related to how many sites link to it.
It then shares this reputation with any
page it links to.
Stack Overflow: reputation gained
through others voting for your posts,
or getting the best answer (different
score for different tasks). Reputation
is lost for bad answers, or for removing reputation from others. Each new
account gets 1 point and always has
at least 1 point but more points enable
Photo Of Eyeglasses On Top Of The Book
Photo by Oladimeji Ajegbile from Pexels
access to additional opportunities. You
cannot vote for yourself.
Reddit: karma for up votes, lost for
down votes. Provided as a visual indication of reputation, and to
access some areas.
eBay: feedback provided by rating after each transaction. Reputation is displayed and is the basis for future transactions. Comments
associated with each rating are visible.
Amazon: users review products, and these reviews are rated by others. Reputation is based on the review ratings.

6.6

How do we access the
knowledge that exists in a
social network?

Ontologies

Another technology that benefits from social networks is the
one that extracts knowledge from the network itself. An ontology is a way of formalizing that knowledge. In a social network one of the most common ontologies is the system called
friend of a friend (FOAF). This is related to how LinkedIn
works. If you know that one person is connected to somebody else then you’ve got friend information that defines a
relationship between two individuals. You can then determine
whether you are indirectly connected to someone else by following the links to find a path that may connect you to them.
If such a path exists then you can arrange an introduction to
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An ontology is a way of representing knowledge, using
classes, attributes and relationships. As an example a specific ontology to describe social network relationships is
FOAF: friend of a friend. Here
Several Assorted Color Tags
classes include persons and
Photo by rawpixel.com from Pexels
attributes are e-mail address
or facebook account. The relationship between people is
‘knows’ [
Brickley and Miller (2014)]. Individual FOAF entries
can then be combined to provide knowledge about the network of
people.
Knowledge can be represented in other ways. A taxonomy is a classification scheme, such as a hierarchy. Example: wikipedia categories
or WordNet [Miller (1995)]. A folksonomy is the search tags that are
manually added (socially tagged) such as Twitter hashtags, del.icio.us
(pinboard) for tagged bookmarks, or flickr.

that person by taking advantage of the friendship relationships
along that path. Knowledge representations also encode other
information such as how they’re related or properties such as
the email address.
A fascinating tool for representing knowledge is WordNet.
How are the words related to one another? Take a word such
as ‘dog’. A dictionary will tell you about all the meanings of
dog. WordNet captures other relationships. It can tell you
that the word dog can be generalized, and is a member of the
canine concept. A canine is then an example of a carnivore.
Following this chain further ends up after about 12 links with
‘entity’ being the most general term. Why do we care about
this? We’ve effectively got a social network for words here.
If I want to know about how a dog and a cat are related I can
follow the links up to the common ancestor and find that
both of them are carnivores. This provides opportunities for
not only understanding language, but also for describing the
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Tracking is used to determine relationships between users on a social
network. User account are one mechanism where the user logs into each
session so that any activity can be
matched to a unique account. Web
servers also send a unique number
Finger Print on Enter Key of Keyboard
(cookie) to the browser, which the
Photo by Pixabay from Pexels
browser may be asked to supply to
track the session. This may also persist
across multiple sessions at that web
site. Browser fingerprinting uses the configuration information in
your browser which is often unique and able to identify your system
uniquely. Check your browser fingerprint [
AIU (2019)].

concepts that are represented by language. The ontology
encodes the knowledge related to language.

6.7
Dark patterns: user
interface design, not to
make the experience better,
but to lead the user to
making desired choices
[
Forbrukerradet (2018),
Nerdwriter1 (2018)].

Privacy and dark patterns

The dark patterns site [
Brignull (2019)] contains user contributed patterns which update daily. These are fascinating
reading particularly as they update continually. These should
be considered when assessing any design or application of
user interface technology, particularly when tempted to conform to standard interface layouts and features seen on other
sites and applications.

6.8

Actually Doing Social Networking

Returning to the long running theme of ensuring public transport runs on schedule, we can conceive of the use of social
networking technology to create a component of the solution.
This particular component is inspired by the story of Melbourne’s happiest tram driver [
Stark (2016)]. Extending on
the idea that public transport is about people, not schedules,
suggests the idea of building a social network that focuses on
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Dark Patterns:

Photo of Dried Lava
Photo by Phil Kallahar from Pexels

Pattern: Privacy Zuckering. Tendency
to leave defaults alone, so set these for
business advantage (least privacy). Hidden
defaults. Have some defaults hidden so that
the user who just clicks Agree will never
see these (they would have to press Edit
to see them). Small print in the terms and
conditions. Make some options visible, set
the colours on others to make them hard to

find.
Pattern: Confirmshaming. The “no” option requires that you agree you are a
bad person.
Pattern: Disguised Ads: Adverts disguised as content or controls (download
buttons).
Pattern: Roach motel: make it easy to get in, but hard to get out (like deleting
your account).
Pattern: Framing. Use phrasing that is positive for some choices (“such as
help protect you from strangers using your photo”), negative for others (“if
you keep face recognition turned off, we won’t know if a stranger uses your
photo to impersonate you”).
Pattern: Rewards and punishment. Gain or lose access to facilities based on
what you choose.
Pattern: Immediate decision. Hint (showing blurred icons) that there are messages waiting, and you can’t get to them until you agree to the conditions.
There is no way to defer this choice.
Pattern: Trick questions. Ambiguous phrasing to make it seem the user has
control (when they don’t) and hence they are willing to risk more.
Pattern: Friend spam. Accesses your address folder and sends messages as
you (without making clear what it is doing).
Pattern: Hidden costs. Last minutes charges added in the very final step of
the checkout process.
Pattern: Price comparison prevention. Make it impossible to compare
products, by bundling them in completely different ways.

making passengers happy rather than punctual.
The structure of the social network is the element we need
to consider in our design. One of the goals may be to identify
drivers that provide a pleasant experience so that they can
be recognized and rewarded. A second goal might then be to
organize rosters so that passengers can coordinate their trips
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to match the drivers that they favour.
The social network structure would then consist of at least
two types of node, representing drivers and passengers. A link
from a passenger to a driver would then represent a level of
approval of that driver. Drivers that receive a high approval
rating would then receive preference in their choice of routes.
This suggests that our social network structure is incomplete.
Adding an additional node to represent a route could also
allow different types of interaction to be represented by edges:
1. An edge between a passenger and driver represents the
passengers approval for that driver.
2. An edge between a driver and a route represents the drivers
preference for that route.
3. An edge between a route and a passenger indicates that the
passenger travels that route.
Before actually building the social network it would be wise
to test if the interactions work as planned. Social networks
are complex systems and can easily result in unexpected behaviours. We might find that all drivers prefer the routes
with few passengers as it is easier to stick to a schedule, and
that produces satisfied passengers without any further effort.
What we might prefer is to have all drivers distributed evenly
over all the routes but with each allocated in a way that best
supports their working style. One way of testing the social
network is through simulation.
We can model different types of passenger such as the
am-already-late, or the relaxed-and-enjoying-the-trip. Driver
types might include: watch-the-clock, chatty, or will-waitfor-someone-running. Schedules could include rush-hour, or
infrequent-intervals. The simulation would then establish connections between different nodes based on these properties.
Types of nodes could then change based on the connections
between them. Chatty drivers might start watching the clock
if they are assigned to a rush hour route. After the simulation has been running for a period of time we would want
to measure how well we achieve our goals; in this case increase the number of passengers that are relaxed and happy,
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and ensure that all routes are adequately covered. If this is
not the case then we could include some behaviour modification mechanisms into the simulation, for example to explore
the consequences of rewarding highly connected drivers for
driving some of the less desirable routes.
Building a large scale simulation of a significant social network requires programming skills or familiarity with, and
access to, one of the simulation packages that support this
type of operation. We can demonstrate similar use of simulation technology, albeit in a much simplified form, through
online tools such as https://ncase.me/loopy/. This
simulation is not an accurate representation of a social network, but does demonstrate the process of simulation for a
form of network graph. It does also allow us to get some high
level insights into the particular interactions that we have
designed.
In this simulation we use only a single node for each of the
different classes: driver (and their rating), passenger (and the
quality of their experience) and route (and degree of driver
preference). Thus this does not represent a social network but
is still useful in exploring those interactions we can represent
and then simulate.
We assume that interactions between nodes are as follows:
• A happy passenger increases the rating of the driver. Similarly a passenger who has a poor experience will not rate
the driver as highly.
• The higher the rating for the driver, the greater the degree
to which they end up on routes that meet their preference.
• A route that drivers like to drive is also associated with
more contented passengers. So the more likeable the route,
the better the chance that passengers will be happy on this
route.
• However we’ll also include a counter-relationship. It might
also be true that routes that get more popular cause overcrowding and discomfort, and so an increase in popularity
can cause a decrease in passenger happiness.
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This network graph is represented in loopy as shown in Figure 6.1. The simulation can then be started (played). When
Prime routes are harder to satisfy passengers

Figure 6.1: The initial
network graph with
positive interactions
between passenger
and driver, driver
and route, but both
positive and negative
interactions between
route and passenger.

-↓
+↑

Prime routes have
happy passengers
Passenger
experience

Allocated
to prime
route

+↑

+↑
Driver
rating

running, causing an increase in passenger happiness increases
the driver rating and then causes an increase in chance of being allocated to a prime route. These then produce both an
increase and a decrease in passenger experience, and these
changes then continue to propagate around the network.
Levels of passenger happiness, driver rating, and route preferences tend to increase and decrease erratically at first but
often settle down to a particular steady state as the simulation
progresses. The steady state configuration is shown in Figure 6.2. All of the nodes are empty which can be interpreted as
very unhappy passengers, poorly rated drivers and no choice
in route allocation.
We might be completely discouraged by this simulation
and assume that the design is completely flawed. However
the advantage of simulations is that we can modify the nature
of our social network design and try again. Each attempt
then provides some insight and helps iterate towards a better
solution. Performing this process in simulation allows changes
to be made much more easily than they could be achieved in
an actual social network, and with less severe consequences
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Prime routes are harder to satisfy passengers

-↓

Figure 6.2: A steady
state solution for the
initial graph structure, resulting in the
depletion of all nodes.

+↑

Prime routes have
happy passengers
Passenger
experience

Allocated
to prime
route

+↑

+↑
Driver
rating

for making a mistake.
One immediate observation for this network is that two of
the nodes only have one outgoing link while the remaining
node has two outgoing links. This does introduce a multiplier
aspect to the process since in this case each link introduces
a fixed amount of change. This network would not represent
what is intended in reality unless we assume that choice of
route has twice the impact on a passenger compared to the
impact the passenger has on a driver. All simulations are only
approximations of reality so we either need to find another
simulation tool that allows us to control this aspect, or extract
what insight we can despite the limitations.
We can explore ‘what if’ scenarios by considering modifications to the social network design. If we remove the negative
relationship by assuming that travelling a popular route will
only ever make passengers happy, then the steady state resembles that shown in Figure 6.3 if we start with a passenger
getting happier. This model spreads the love with all nodes increasing to their maximum value. Unhappy passengers reverse
the trend causing all nodes to quickly achieve their minimum
value. This is a rather unstable social network that quickly
amplifies minor perturbations.
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If we retain only the other link, where routes popular with
drivers are unappealing to passengers then we get the outcome shown in Figure 6.4. Regardless of whether passenger

Figure 6.3: Positive
feedback processes
causes run-away
result.

+↑

Prime routes have
happy passengers
Passenger
experience

Allocated
to prime
route

+↑

+↑
Driver
rating

Prime routes are harder to satisfy passengers

-↓

Figure 6.4: Stable
steady state solutions
are achieved through
negative feedback
loops.

Passenger
experience

Allocated
to prime
route

+↑

+↑
Driver
rating

experience gets better or worse the state of each of the nodes
remains reasonably consistent. This is reasonable for our
initial social network design as the network is relatively predictable. It may not reach perfect happiness but at least does
not degenerate into widespread unhappiness.
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Working with Social Networking Technology
Users may:

This topic is intended to encourage you consider the technologies related to social networks. Use of social networking
technologies is much more than just including a link to a
popular social networking platform. These technologies may
be something that you end up building either deliberately,
or accidentally, as part of your product. Social networks are
rich sources of information if you know where to look and
how to interpret the network structures. Designing a system
that is stable might require incorporating reputation mechanisms. Think about how you want people to interact with your
product because they’re going to be doing it socially.

• choose a short-term
reward over a longterm gain.
• make choices consistent with existing beliefs
(confirmation bias).

Consider how social
networking technology
could be used in your
prototype.
• What information
might you be collecting, and what
knowledge do you
want from that?
• How do you want
people to interact?
• Is there a network
structure that your
prototype could benefit
from?
• How do you want to
manage the interactions between people
using your product?

7
Making
The theme for this chapter is all of the technologies around
making and the maker approach. The maker movement is a
relatively recent development which employs modern technologies to builds products, including objects that could be
created previously, but in ways that makes these opportunities
more accessible to generalists.
Consider your roles as a designer and developer of creative
technology products. How many of these points do you agree
with? The world is changing and these changes affect every
aspect of our lives. I regard myself as a creator rather than
just a consumer of products. I believe that innovation is a key
attribute of a successful product. I am comfortable with using
tools to make objects, be they a saw for cutting wood, a pair
of scissors for working with paper, or a sewing machine for
stitching fabric together. I have access to equipment that I can
use to make stuff, anything from scissors and stapler all the
way through to advanced manufacturing.
The evolution of the maker movement relates to how these
points have been changing in recent years. We might seem
to be removed from opportunities to contribute towards the
advanced technologies in contemporary products by the cost
of industrial manufacturing equipment or limits on access
to propriety knowledge and designs. At the same time we
have developed technologies that allow us to be more than
just passive consumers of goods. Maker technologies provide
a chance to participate in the process of generating creative

Points from the Maker
Movement. Which do you
agree with?
• Everything is changing
and these changes
affect every aspect of
our lives.
• I like to create.
• I am a consumer of
innovative products.
• I am a maker of
innovative products.
• I know how to use
tools for making stuff.
• I have access to all the
equipment I need to
make stuff.
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technology artefacts, and by doing so actually give us personal
opportunities to make significant innovations.

7.1

Massive changes occur that
experts don’t expect (demand for electric vehicles,
drone technologies, sharing economy, commercial
uses of AI).

What is changing?

Most people will agree that in recent years the world seems
to be changing at a massive rate. That’s not unexpected, technologies always change. What is happening at the moment
is a number of changes that had not been predicted and that
are actually going to impact us. The idea of an autonomous
car is currently quite widespread, and eagerly anticipated. An
electrical car that isn’t powered by petrol, but rather by electricity, has also been anticipated for decades. However it’s only
within the last couple of years that they’ve actually become a
reality, in the form of a viable replacement that can reasonably
satisfy customer needs. This change is not driven by existing
manufacturers, but by new companies who are able to exploit
and integrate new technologies.
Drones are another form of technology enjoying rapid recent success. Now that we no longer need to accommodate a
pilot in the vehicle there are fixed wing drone aircraft that fly
long distances for surveying, dropping missiles on people, or
delivering medical supplies in remote areas. Quadcopters are
inexpensive and can be deployed for monitoring crops, tracking cattle, delivering parcels, taking real estate photographs
when selling your house, or shutting down large airports.
The sharing economy provides opportunities to retrieve
value from large and expensive assets, by sharing your car or
offering a taxi service (Uber) and by letting out part of your
home (AirBnB). Together these aggregations of individuals
are providing access to services on a scale that previously was
only available from large corporations.
Artificial intelligence technologies (see chapter 3) are emerging from the laboratories and entering mainstream use. Not,
as originally predicted, to replace humans but as mechanisms to help manage the data deluge. Sites such as YouTube
or Netflix provide recommendations to direct customers to
the content that will most enhance their experience. Inter-
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net search results are being directed to achieve specific goals,
some of which may even involve finding the best information. Being able to buy health insurance becomes subject to
more and more data harvested from diverse sources. Fitness
bands can already provide such health related insights. Sharing your data with the supermarket you are buying your food
from could also end up affecting other parts of your life as this
information is passed on.
Such changes are becoming pervasive throughout society
even though they might not have been predicted even a few
years ago.
Emerging maker technologies support prototyping new
products without the need for experts and manufacturing facilities. 3D printers are one tool in this category, as are laser
cutters and CNC mills which cut out material very precisely
and repeatably thanks to control by computer. A similar trend
emerges with other computer based technologies, such as
software game engines for rapidly prototyping applications,
creating games and deploying virtual reality experiences.
Mobile phones contain embedded processors and a range of
sensors that can easily be used for novel purposes. Previously
if you had to sculpt an intricate part out of metal you needed
to train as a machinist for 20 years, to learn how to operate
the tools and to develop the hand-eye coordination. Nowadays
you put the design into a modelling package, send it off to a
computer-controlled tool or prototype manufacturing business, and without further delay you get the piece that you
need.
Access to information is not an issue any more. Years ago
people would buy books because that was the only way they
could get information. Nowadays we have awesome amounts
of information, particularly if you want to know how to do
something. You don’t have to attend university any more. In
their place you have YouTube tutorials or Instructibles that
really just focus on telling you how to complete tasks. Issues
with information access now becomes one of knowing how to
distinguish reality from fiction.
If you want to know how to do something the information
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Tools for prototyping
becoming cheaper (3D
printers, laser cutters, CNC
mills, but also software development environments;
engines, mobile platforms,
embedded devices and
sensors, and information: YouTube, tutorials,
Instructables).

Tools for prototyping become computer controlled
(reduce expertise required).
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(Crowd or peer-to-peer)
Funding opportunities e.g.
Kickstarter. Global markets
via the Internet.

is available. Tools are largely computer controlled so you don’t
need to be an expert in any particular area in order to create
something. The skills you need to develop lie in being able to
use the software, and in developing the creative ability and the
design skills in order to decide what you want to do with it.
While you need skills, the tools and the facilities to manufacture, you also need money to support you during the
development stage. Supporting the maker movement are sites
like Kickstarter, which help you to get money to fund your
business venture. Some of those sites will take the money from
big venture capitalists who have large amounts of money that
they want to invest in promising technologies. Sites like Kickstarter let you contribute financially to a project for as little as
$5.

7.2

What has worked?
Have a look at the
Kickstarter projects
Kickstarter (2019)]
page [
to see if you can identify
patterns amongst the most
successful projects.

Consider factors such as:
• Elegance of design.
• How many technologies are involved.
• Benefits (to self, to
society).
• Originality (or satisfying a need we never
knew we had).
• Functionality.

Kickstarter success stories

A review of which products get supported helps understand
not only what gets the funding but also gives an indication
of how many people would want to buy it. With the Internet
your product can be global from the start.
The Kickstarter product feed changes constantly so is a
valuable source of what is interesting at any time in different
places. The key is to identify properties that provide a creative technology product with design appeal. These factors
include the look of the product since customers want to see
themselves using an attractive elegant product. Many of these
products embody the essence of creative technologies. They
integrate multiple diverse technologies and combine these
creatively.
The purpose of the product should match the needs of the
users. Some projects build a product that is going to make
your life better, while others make the world a better place
to live in. Products can be original, featuring new ideas that
might start a trend. Other might do what already exists, but do
it better. How functional the product is can be relevant. Some
products can succeed even when customers don’t think they
will be useful to themselves, but usually only if they anticipate
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inflicting them on other people.
For effective creative technology product design have a look
at the Kickstarter projects. The benefit of this site is it filters
out the good from the bad so you can see what works, and
what doesn’t. The ones that have got the most backing, that
people have put money behind, have properties that appeal to
people.

7.3

Remixing

One of the pitches we do see a lot of on Kickstarter are for
products that can be created fairly easily, such as a card game.
That’s something you can do basically sitting around the
dinner table. Many of the other product designs can be built
quickly and easily if we embrace some of the ideas of maker
technology. One of these technologies is remixing.
You might be familiar with remixing of music. If you’re a
musician you’ll take couple of tracks and put them together
in a new innovative way. Release that and you’re on your way
to becoming an instant millionaire. We can use the remixing
idea in other ways as well. Remixing is now not constrained to
just remixing music. The fact that we have the manufacturing
capability that the maker technologies give us means that
we can take anything that can be controlled with software or
described as information, share that, and re-incorporate it into
something else.
This can be as simple as taking a picture off the Internet
and putting it into a report. You can take assets from diverse
sources and use them to build new content by creating a mashup. This can be done with video and text. Books can be remixed to create new books. Software such as open source
libraries allow you to mix them up and create new products.
3D printers come with plans that let you print your own 3D
printer. Sites like glitch.com [
Glitch (2019)] allow you to
take existing websites, modify them and create your own. You
can even remix hardware.

Remixing: Originally
modification to an existing
piece of music. Now
involves taking existing
assets and recombining
them to create something
new (mashup).
Not only music, but video,
text content (books),
software (through open
source libraries, and APIs),
designs for 3D printers,
websites, hardware anything that can be freely
(or cheaply) copied.
Needs to be legal: copyright. Creative commons
developed to support the
remix culture.
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7.4

Intellectual property
has various forms of
protection:
• copyright: protection
for the way ideas are
expressed (not the ideas
themselves).
• circuit layout: copyright for circuit plans.
• patents: protection for
a process or invention,
but you have to
disclose the details.
• trade marks: logos or
phrases.
• designs: visual appearance of a product.
• plant breeders: plant
varieties.
• geographical indicator:
products defined by a
place of origin.
• trade secrets: guard
them yourself.

Copyright

Remixing could be the path to making you a billion dollars.
We need to understand a bit about the legal issues so as to not
be sued into non-existence as a result of taking property that
don’t belong to you. Copyright is one of the key consideraIPAustralia (2015)].
tions in remixing [
The general category of legal protections falls under the
area of intellectual property. There are several aspects of this
that affect creative technology products. Copyright is the
protection of the form in which an idea is expressed. When
someone publishes a book the copyright is related to the
layout of the words on the page and the way in which those
words are put together. You would be violating copyright if
you copied and pasted the content and included it into your
own work. Copyright protection is automatic. You don’t have
to apply for it and it doesn’t cost you anything.
The other forms of intellectual property that you might
want to consider for products includes patents. Patents are
not automatic. You have to apply for them. The only way
to make sure that you can get a patent is to show that the
product is unique. If you reveal the details of your product
before you try and patent it then you will not be able to get
the patent because your own disclosure will count against you.
Patents are per country so something that might be patented
in Australia is not automatically patented in United States
or in any other country. If you want a worldwide patent you
have to go and patent internationally. Each of those patents
incurs fees. Since you have to spend money, you have to be
convinced that your product is going to be a hit before you
start doing widespread patenting.
Elements such as trademarks and designs relate to the appearance of the product. A further category is trade secrets.
Trade secrets are not protected by the government or any authority. Trade secrets are your own secret. If you tell anybody
else and they use the idea then you have no recourse. The
difference between a trade secret and a patent is when you
publish a patent you say exactly how the process works. You
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share those details with the entire world. It is the protection
that the government provides behind the patent that makes
sure that nobody else copies it. For a trade secret you don’t tell
anybody else how it works.
It’s not all doom and gloom when it comes to copyright.
The maker movement is a move away from having intellectual
property restricted so that only a few people can use it. The
trend is towards making intellectual property open so that
lots of people can make use of it. There are sites that make
material available freely without any need to acknowledge
the source, or to say where it comes from, or even require that
you reference it. For example, some of the images in this book
are taken from sites like that although efforts are still made to
acknowledge the original creators out of respect for the value
they provide. There are other sites that provide materials that
you can use and that encourage you to use them. These are
licensed under a particular form of Copyright: the Creative
Commons license, which is designed to encourage sharing
rather than prevent it.
Creative Commons licences, normally indicated with a CC
symbol, come in various forms. The variations are based on
combinations of three factors.
1. Can you use the material for commercial purposes? Some
allow you to make money off remixing the material while
others allow you to use the material only in ways where
you do not profit as a result of using the work of others.
2. Some licenses limit whether you can re-release the material you have modified. If you do release the material
that you’ve changed you may be restricted on the choice
of license that you’re allowed to choose for it. A Creative
Commons content producer may not want to give you permission to use and modify their content, and then have you
release it with a license that says nobody else is allowed to
use it, or alternatively where you remove conditions that
applied to the original use of the material.
3. All Creative Commons licenses require that you acknowledge the person who created the material in the first place.
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Topics particularly relevant:
• Using content in
your portfolio:
Bovell and (2017)]
[
• Creative commons:
[
CCA (2019)]
• Copyright free materials: [
Bovell (2019)]
• Copyright in your
assessment tasks:
university student
often retain copyright
in their own original
work submitted for
assessment.
• Fair dealing:
[
[Bov] and (2017)].
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That can be done by referencing the source of the material
and the author of the original work.
There is also a CC0 license which waives all rights of the
content creator and allows you to effectively do what you
want with the work.
There are a number of ways in which you can find material
that is freely licensed. Many search engines provide options
that try to return results that are licensed in a particular way.
You may find that most of the results for reusable material
turn out to be from Wikipedia. Remember this doesn’t mean
that you get to use the material without referencing it. It’s also
always a good idea to double check on the site itself that the
material is actually licensed as you expect, in case the search
engine gets it wrong.
There may be cases where the copyright line is blurred.
This can occur when you’re collaborating with other people.
Some employment contracts also have conditions about ownership of intellectual property created while working for an
employer. There is also provision in the Australian Copyright
Act to deal with fair dealing (this may be called fair use in
other countries). This allows use of a certain amount of material from a copyrighted source, depending on the purposes for
which it is being used.

7.5
Converts a 3D model to a
physical structure.

Usually done slice by slice
by depositing material.

3D printing

3D printing is another maker related technology. This section is not a detailed description of mechanisms used in 3D
printing or instructions on how to make them work for you.
Rather the discussion is focused on the possibilities inherent
in this technology. Current 3D printers typically use plastic
extrusion mechanisms with the result that they create parts
out of plastic. There are variations that create parts out of
other materials (such as chocolate) as well. The key issue to
address, however, is where will this technology be going in the
future, and how can you use it to innovate your own creative
technology products?
3D printers are already able to make ears. Instead of using
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plastic the extrusion heads can print cartilage. This forms a
framework on which you can put living cells and allow tissue
to develop. This technology leads to the eventual printing of
body parts or organs [
CU (2011)].
Large scale 3D printers are printing houses. The printer
extrudes concrete in a particular pattern. It’s such a massive
printer that by the end of the day you get an entire building
Deals (2017)].
coming out of it [
Another variation prints a substrate with seeds embedded
in it. The 3D printed object will then grow and develop, according to the way in which the parts were originally placed.
In this case the printed object is intended to be food; a little
basket with mushrooms and various other shoots in it. Future opportunities then follow from using a technology that
allows you to print living organisms in a particular configuration [
Dezeen (2016)].
Re-mixing opportunities allow existing 3D objects to be
improved and recombined. Sites such as Thingiverse let you
upload your 3D printing templates. These are the files that allow you to print and build certain objects. The idea is that you
can download those and print your own version of any particular design. You can actually modify the template provided
and create a derivative work, and then pass that on to share
with other people.

7.6
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Provides the manufacturing, driven by creative
designs.

Explore the design space
with remixing opportunities: [
MBI (2019)].

Arduino

Making involves building your own prototypes and products.
A useful component to help you with this is the Arduino
board [
Arduino (2019b)]. An Arduino board is an electronic circuit board based on a single chip computer. This is
not a particularly powerful computer but still a reasonably
useful little device. Arduino boards are suitable for performing
the computational tasks in your creative technology product
because they are small and cheap, costing a dollar or two each.
You can have as many of them as you can afford and you can
replicate them to the point that you prepared to throw them
away or put them into disposable products.

Computing technologies
embedded in physical
products.

Arduino boards are simple
standalone computing
platforms able to read data
from sensors and control
devices. The software
development environment
is open source, and code is
shared amongst makers.
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Importantly they are able to interact with their environment. They interface with sensors that are able to sense what
is happening in their environment. They are able to act on the
environment through actuators that can also be connected up
to the Arduino board. If you want to provide information to
the user then you can hook up a screen. They also can control
various motors and make your product move.
The Arduino boards are built around an open source platform designed to allow the makers to experiment, tinker and
build their own prototypes. The software environment is open
source and freely available. When people complete a project,
they often put the code up in a public repository so that other
people can use it.
So let’s have a look at what is involved, in a typical Arduino board such as that shown in Figure 7.1. There are several

Figure 7.1: An example of an Arduino
board.

types of Arduino board as well as many cheaper clones of
the original design. These have minor differences, principally
in the number of points available for connecting to external
components. They can be powered with small batteries which
makes them relatively safe for those who are intimidated by
electricity. Care is still required but mainly to reduce risk to
the electronic components through accidentally creating a
short circuit or shocking them with static electricity generated
by rubbing your shoes on a carpet. The components are reasonably robust, and being inexpensive, provide opportunities to
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learn from your mistakes. They can also be powered off a USB
port which saves on having to replace batteries.
The large chip on the board is a complete computer. While
not very powerful, it generally has enough storage and processing power to handle most data collection and communication tasks.
Importantly the boards contain pins (or sockets) that allow
you to connect to additional devices. Some are configured for
being able to pick up high speed digital communication. Others are configured for input, and yet others for output. Some
pins give access to power, including both the ground rail, and
the positive voltage line (typically 5 V, although some boards
use 3.3 V). With these pins you can have a digital conversation
to a host computer to allow you to program the board. You can
read data through the pins connected to external components.
Some pins can measure analogue values, such as the voltage
levels provided by a sensor. For example this might be anything from the water level in your pot plant, to the amount of
acceleration that a particular device is feeling, and all the way
through to the level of light in the room.
Most of these boards have a little light emitting diode
(LED). This means that the first program you might write is
one that makes the light flash.
If anything goes wrong, you press the reset button and you
start over again. Getting the program wrong is unlikely to
damage any of the components.
Many boards have a USB or Wi-Fi or Ethernet interface.
This allows you to connect them up to the Internet and get
them to provide services on your behalf on the network, or
accept messages that allow you to control them remotely.
Once you’ve got one of these boards you need to start collecting the accessories. It’s like a Barbie Doll; once you’ve got
the doll you have to get the items of clothing so that you can
dress it up. The Arduino board accessories can be chosen from
the hundreds of types of sensor or actuator available. These
include: buttons and switches, a moisture detector which can
be inserted into the ground to measure soil moisture, motors,
potentiometers to provide dials that you can twist it like the
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Doing stuff with an Arduino: [
Arduino (2019a)]

Typical board has:
• digital pins (read
and write HI and LO
values).
• analog pins (read and
write voltage levels
between LO and HI).
• an LED (connected
to one of the digital
output pins).
• microcontroller (with
persistent storage for
programs, and storage
for data).
• power pins (connected
to 0 V (LO), and to 5 V
(HI) or 3.3 V).
• TX and RX lines (to
transmit and receive
from another device,
to send program, input
and output).
• reset button (to restart
if something goes
wrong).
• some boards may
have a USB interface,
and also a Wi-Fi or
Ethernet interface.

134

shaun bangay

To operate:
• plug Arduino into
a breadboard, and
connect up any external sensors or other
devices.
• power the board (from
USB, or from a battery
pack).
• connect to a computer
(only for programming)
via USB.
• write a program
on your desktop
computer and transfer
to the Arduino. Once
working, the Arduino
can be operated
independently.

volume knob on an old radio, or gas sensors that measure the
level of a particular type of gas in the air such as carbon dioxide or hydrogen. As a maker you might want to buy a kit
of the various devices so you can unleash your full creativity.
Each component typically costs a few dollars.
When prototyping you would typically use a breadboard;
a prototyping device for electronic circuits. These allow you
to easily connect pieces together, and remove and add connections easily on the fly. The board is connected to a host
computer if you want to program it. Once programmed you
can then disconnect it and let it run it by itself forever.
The programming environment runs on the host computer,
usually a desktop machine. The software development environment is freely available for a range of host platforms.
Programming involves specifying two steps. The board needs
to be configured (which pins do what) when it first switches
on. Then instructions need to be provided that the board will
do over and over again. These might be operations such as
retrieving the value from one of the sensor components, and
turning a light on if a particular value is detected.
The program below makes a light flash.
1
2
3
4

/*
Blink
T u r n s an LED on for one second ,
then off for one second ,
repeatedly .
This e x a m p l e code is in the p u b l i c
domain .

Writing software:
• Add code to setup if it
needs to run when the
Arduino powers up.
Add code to loop if it
needs to run over and
over again.

5
6
7
8
9
10

11
12
13
14
15
16

http :// www . a r d u i n o . cc / en / T u t o r i a l /
Blink
*/
// the s e t u p f u n c t i o n runs once when
you p r e s s r e s e t or p o w e r the
board
void s e t u p () {
// i n i t i a l i z e d i g i t a l pin
L E D _ B U I L T I N as an o u t p u t .
pinMode ( LED_BUILTIN , OUTPUT );
}
// the loop f u n c t i o n runs over and
over a g a i n f o r e v e r
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19
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void loop () {
d i g i t a l W r i t e ( L E D _ B U I L T I N , HIGH ) ;
// turn the LED on ( HIGH is
the v o l t a g e l e v e l )
delay (1000) ;
// wait
for a s e c o n d
d i g i t a l W r i t e ( L E D _ B U I L T I N , LOW ) ;
// turn the LED off by
m a k i n g the v o l t a g e LOW
delay (1000) ;
// wait
for a s e c o n d
}

The setup function describes what is done when the board
is switched on. This sets the one control line to be an output
so that we can write to the light. We can either drive it high or
low, corresponding to the light being on or off.
The loop function repeats continuously. It writes out the
high signal to the light (switch it on), waits 1 second and then
writes out the low signal to the light (which switches it off)
and waits 1 more second, before the whole cycle starts again.
As an example of an application of the Arduino board,
let’s introduce the data hat, shown in Figure 7.2. This uses an

Figure 7.2: The Data
Hat

Examples:
• data hat.
• augmented sensor.

Arduino clone with a number of additional components. The

• smell o’meter.
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Arduino board is nice and small so it can easily be mounted
on a hat without causing discomfort. This version doesn’t
have pins to plug in external components but instead has holes
where wires to these components can be soldered. The other
devices on data hat include a Bluetooth receiver/transmitter.
This is used to connect the data hat to an application on a
smartphone. The little zig-zag trace at the end is the Bluetooth
antenna.
Another component provides an interface so we can plug
in the USB cable. This is used to program the data hat. It
would not be present on a production version of the hat but
is included in this prototype in case we have to change the
software.
The data hat is designed to allow us to do gesture recognition so head movements could be used to control other
devices. It is part of a research project to see whether we could
work out what actions people are taking just from their head
motion. On top of the hat is a gyroscope. The gyroscope is the
sensor that tells you what direction it is facing and how the
head is rotating. It provides an orientation measurement. On
the front is another sensor. This one is an accelerometer. This
helps to measure the speed at which the peak of the hat moves
around as you turn your head.
In contrast, another device, shown in Figure 7.3, is designed
to detect when a drawer opens. It uses a little magnetic sensor
which detects when a magnet attached to the moving drawer
is close to it or not. This is part of a larger project also using
augmented reality. We want to be able to relate the physical
movement of the drawer with the virtual representation of
objects in the drawer.
The smell o’meter, in Figure 7.4, is a gas detector with
sensors to detect eight different types of gas. This is used
to explore the structure of the atmosphere in the room. You
might also be able to see the zig-zag trace of a Bluetooth transceiver plugged into the far side of the breadboard.
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Figure 7.3: The magnetic sensor to detect
drawers opening.

Figure 7.4: The Smell
O’Meter
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7.7

North Star AR headset:
[
Motion (2018)]
Facebook Surround360 camera:
Facebook (2016)]
[

Modular hardware:
remixing for hardware
elements. Benefits of Lego
or Meccano. Opportunities
for makers to specialize in
individual components but
contribute to an ecosystem
[
De Decker (2012)].
• Desktop computers:
modules for motherboards, graphics cards,
hard drives, power
supplies, etc.
• Smartphones: project
Ara (Google) with
modules for processor,
display, battery and
camera. Motorola
Z3 with 5G module
coming soon.
• Modular cars: several
concepts yet to be
realized.

Open source hardware

The culture of sharing associated with open source software is
starting to spread to other areas. Open source hardware was
previously infeasible because it was not possible to freely copy
a physical object. However maker technologies are making it
possible to share plans for hardware components that can then
be manufactured using 3D printers to build parts, and custom
circuit board manufacturing services to produce the electronic
components. Many businesses are now sharing designs, particularly of useful product prototypes that have not enjoyed
commercial success such as the North Star augmented reality
headset or the Facebook 360◦ camera for capturing images
suitable for use in virtual reality.
Another approach to ensuring longevity of personal equipment is to follow a modular approach to product design. This
enjoys all the benefits of toys such as Lego or Meccano, where
the individual building blocks could be assembled into a range
of models. These could then be dismantled and reassembled
into different forms. This approach has been common with
desktop computers, where individual components such as
motherboards or hard drives could be swapped or upgraded
without having to replace all the other components at the
same time. Several projects have launched with the goal of
creating modular smartphones or cars. These would allow you
to swap out a camera, replace a battery, or upgrade the engine
without having to replace the rest of the device at the same
time.

7.8

Actually Doing Making

As part of the ongoing quest to ensure that public transport
runs on schedule, we may have suggested making a component that detects a person approaching a designated area of the
platform. Once the person has been detected then this component can provide a visual indicator of how close they are to
the target position.
This component can be made from some discrete elec-
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tronic components supported by an Arduino board. Prototyping can be performed physically if the equipment is available but there is also a very capable design tool available at:
https://www.tinkercad.com. This provides not only
the ability to layout and connect the various physical elements
but also allows the behaviour of the circuit to be simulated and
supports programming the Arduino board as well.
1. Create an account at https://www.tinkercad.com.
Create a new project in the Circuits category. This leads
to the blank project window as shown in Figure 7.5. The
Code

Export

Start Simulation

Figure 7.5: Circuits
are built from the individual components
provided.

Components:

RGB LED

Resistor

LED

Arduino

Ultrasonic distance sensor

available components are provided in the list on the right
hand side of the window. The ‘play’ button to start the
simulation activates the circuit.
2. The first step is to start with switching on a light. This is
equivalent to the ‘Hello World’ programs favoured as the
first step in learning a programming language. Add the
following components by dragging them in from the list
provided.
(a) An Arduino board such as the Uno R3. The full power
of this will be used in later steps, but for the moment
we’ll just take advantage of the fact that this is powered
(over the USB connection) and so we can use it as a
source of power.
(b) A standard red LED (light emitting diode). This acts as
our light source component.
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The resulting project appears as shown in Figure 7.6.

Figure 7.6: First step
with an LED and
Arduino board.

3. Nothing happens if we start the simulation since the components are not connected. Drag a wire by clicking on the
5V socket on the Arduino board and connect it to the anode
of the LED. Then drag another wire from the GND socket
on the Arduino board and connect it to the cathode of the
LED. Diodes, such as LEDs, conduct current in only one direction so nothing will work if you connect it up backwards.
Press the Start Simulation button. You should see the circuit
in action as shown in Figure 7.7. The fireworks shown
indicate that the LED did receive power. However the lack
of current limiting means that too much current passed
through the LED and thus the LED passed on. In real life
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Figure 7.7: LED in
action after being
connected to power
and the simulation
run.
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the LED would emit a single sad little pulse of light and
never work again.
The simulation thus provides a cheap lesson to remember
to always keep a resistor in the circuit with an LED to
limit the current. The inclusion of the resistor is shown
in Figure 7.8, and the simulation shows that the light now
glows happily and steadily.

Figure 7.8: LED wired
correctly in series
with a resistor.

4. The next step is to switch the LED on and off under control
of the processor on the Arduino board. You might notice
a flashing LED on the board itself. We will extend the program driving that LED to also drive the external red LED
as well. To control the LED it will be powered by one of
the output pins. We’ll choose pin 8, relatively arbitrarily, to
serve this function.
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Disconnect the wire from the 5V socket on the Arduino
board that connect to the LED anode. Replace it with a wire
from socket 8 on the Arduino board to the LED anode.
Click on the ‘Code’ button at the top of the window to
see the program running on the Arduino’s processor. The
default program sets the built-in LED to high, waits one
second, sets it to low, waits one more second and then the
whole process repeats itself.
Drag in a ‘Set pin ... to HIGH’ block and position it before
the first wait. Change the options so that it sets pin 8 to
LOW (we’ll make our red LED switch off at the same time
the built-in LED is on).
Drag in a second set pin block and place it before the
second wait. Configure this to set pin 8 to HIGH. This
switches the red LED on.
Play the simulation and you should be able to see the red
LED blinking. The circuit layout and program used are
shown in Figure 7.9 for your convenience.
Blocks
Set LED to HIGH
Set pin 0 to HIGH
Set LED to HIGH

Set pin 0 to 0

Set pin 0 to LOW
Rotate servo on pin 0 to 0 degrees
Play speaker on pin 0 with tone 0

Wait 1 seconds
Set LED to LOW
Set pin 0 to HIGH

Turn off speaker on pin 0

Wait 1 seconds

Print to serial monitor hello world
Set RGB LED in pins 0

0

0

5. Having covered the basics, we can move on to building the
component we were planning. The first change to be made
is to replace the red LED with a multicolour one, so that we
can indicate proximity using different colours.
Replace the LED with a RGB LED. This still has a single
cathode that can be connected to the resistor as before, but
now has a red, green and blue anode that can be connected
to the Arduino board on pins 8, 9 and 10 respectively. The

Figure 7.9: Software
driving the LED to
repeatedly switch off
for 1 second and then
on for 1 second.
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colour of the LED can be set according to the combinations
of signals provided on each of those pins.
6. The next step is to add a person detector. The ultrasonic
distance sensor will serve that purpose. This emits an
ultrasonic sound pulse, and measures the time taken for this
to reflect back. That time translates into the distance to the
object.
The ultrasonic distance sensor has 3 pins. The GND pin
connects to the GND pin on the Arduino board, and the
5V pin connects to the 5V pin on the Arduino board. The
distance measure on the SIG pin needs to be connected to a
digital input, such as the socket for pin 3.
Once these are connected up then the hardware of the
component is complete as shown in Figure 7.10.
7. The software element measures the distance using the
ultrasonic sensor. This distance is then used to select 3 colour ranges: red when distance > 100 cm, blue for distance
between 50 cm and 100 cm, and green when the desired
location is achieved within a 50 cm radius.
The software repeatedly performs the following steps:
(a) Read the distance from the ultrasonic sensor into the
variable UltraDistance.
(b) Optional, but useful for debugging: write the variable to
the console so we can check on the value received.
(c) Set the LED to red.
(d) If the distance is less than 100 cm then set the LED to
blue.
(e) If the distance is less than 50 cm then set the LED to
green.
The code that achieves this is shown in Figure 7.11.
Should you wish to actually build this device in reality
then the site can also provide you with a list of the components you will need. The code view also allows you to
download the code in a format that is used by the Arduino
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Figure 7.10:
Ultrasonic proximity
sensor hardware.
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Set UltraDistance to read ultrasonic sensor on pin 3, echo same as trigger

Figure 7.11: Code that
translates distance
provided by the ultrasonic sensor into
colours of the RGB
LED.

Print to serial monitor UltraDistance
Set pin 8 to HIGH
Set pin 9 to LOW
Set pin 10 to LOW
If UltraDistance < 100 then
Set pin 8 to LOW
Set pin 9 to LOW
Set pin 10 to HIGH
If UltraDistance < 50 then
Set pin 8 to LOW
Set pin 9 to HIGH
Set pin 10 to LOW

programming environment. For comparison with the program presented in Figure 7.11, the Arduino code is shown
in Algorithm 1.

7.9
• Maker equipment
supports rapid prototyping.
• Making becomes less
about skilled craftspeople, and more about
developing the design.
• The remixing culture
encourages sharing
and reuse. Copyright
restricts what you can
reuse.
• Building your own
computing technologies into products
is accessible and
inexpensive.
• Read: Makers
[Doctorow (2009b)]
[
Doctorow (2009a)].

Working with Making

Maker technologies are benefiting from advances in computer
controlled rapid prototyping equipment. Expert operators are
replaced with software. You now have the opportunity to build
physical artefacts on an individual basis by remixing designs
that other people have produced to create your own products,
but also to then share your work as assets that others can use.
For a vision of where this can go I do suggest reading books by
Cory Doctorow [Doctorow (2009b)], who is a staunch advocate
of many of these principles.
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Algorithm 1 Text version of the program to read distance
from an ultrasonic sensor and set the colour of an RGB LED
appropriately.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37

int U l t r a D i s t a n c e = 0;
long r e a d U l t r a s o n i c D i s t a n c e ( int
t r i g g e r P i n , int e c h o P i n ) {
pinMode ( triggerPin , OUTPUT );
d i g i t a l W r i t e ( t r i g g e r P i n , LOW ) ;
d e l a y M i c r o s e c o n d s (2) ;
d i g i t a l W r i t e ( t r i g g e r P i n , HIGH ) ;
d e l a y M i c r o s e c o n d s (10) ;
d i g i t a l W r i t e ( t r i g g e r P i n , LOW ) ;
p i n M o d e ( echoPin , I N P U T ) ;
r e t u r n p u l s e I n ( echoPin , HIGH ) ;
}
void se t u p () {
Serial . begin (9600) ;
p i n M o d e (8 , O U T P U T ) ;
p i n M o d e (9 , O U T P U T ) ;
p i n M o d e (10 , O U T P U T ) ;
}
void loop () {
UltraDistance = 0.01723 *
r e a d U l t r a s o n i c D i s t a n c e (3 , 3) ;
Serial . println ( UltraDistance );
d i g i t a l W r i t e (8 , HIGH ) ;
d i g i t a l W r i t e (9 , LOW ) ;
d i g i t a l W r i t e (10 , LOW ) ;
if ( U l t r a D i s t a n c e < 100) {
d i g i t a l W r i t e (8 , LOW ) ;
d i g i t a l W r i t e (9 , LOW ) ;
d i g i t a l W r i t e (10 , HIGH ) ;
}
if ( U l t r a D i s t a n c e < 50) {
d i g i t a l W r i t e (8 , LOW ) ;
d i g i t a l W r i t e (9 , HIGH ) ;
d i g i t a l W r i t e (10 , LOW ) ;
}
}
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8
Viral Content and Critical Thinking
The technology for this chapter is viral content. Associated
with these ideas is sceptical thinking. Several critical thinking
skills are covered. These are important for a number of reasons. They help us make decisions when we are dealing with
creative content. Critical thinking in particular helps us when
it comes to viral content; developing strategies that might
achieve viral outcomes, but also for analysing existing viral
content to identify the mechanisms used.

8.1

Critical thinking

Thinking skills are typically described in terms of Bloom’s
taxonomy. This taxonomy is often used to classify the learning
outcomes in course materials. The different thinking skills are
ranked with the base level skill being knowledge. Knowledge
is considered to be just about recall and whether you remember something. These days we don’t really consider this to
be a thinking skill at all. It is equivalent to what you would
achieve if you just type a search term into a search engine
and report the information you get that way. You need to be
able to reason more effectively in order than that to be able to
qualify as a human being.
The very least you can do is to understand the knowledge
and use that comprehension to manipulate the information.

Thinking skills are typically described relative to
Bloom’s taxonomy.
This consists of a set of
levels corresponding to
increasingly valuable
thinking skills.
1. Knowledge - recalling
and reproducing facts.
2. Understanding - being
able to explain facts (in
your own words).
3. Application - being
able to adapt facts and
ideas to a different
situation.
4. Analysis - identifying
relationships between
different facts and
ideas.
5. Evaluation - judging
the value of facts and
ideas (strengths and
weaknesses).
6. Synthesis - combining facts and ideas to
produce new understanding.
7. Creating - innovating
and producing new
ideas, building and
extending existing
knowledge.
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Critical thinking includes
the higher levels of thinking skills.
Critical does not mean:
criticize by being negative.
Rather it involves evidence
based reasoning about both
strengths and limitations.
Recommended watching
on logical reasoning
[
Hutson (2012)].

Developing skills in understanding by interpreting facts
provides the foundation to advance to the next level: application, which means that you can apply that knowledge
in different contexts to solve problems. If you were to get
taught a particular skill about creative technologies then you
would be able to apply that skill towards developing a creative
technology product.
The skills at higher levels of the taxonomy are the sorts
of abilities that are expected from university graduates. This
includes analysis where after being provided with a few examples you should be able to extract the patterns that are
common to all the examples. These patterns can be abstracted
and generalized so that they can be reused in situations that
you haven’t previously encountered.
Related to these skills is the idea of synthesis. As a creative
technologist you learn a number of skills across many different
areas. Synthesis involves putting all of these together to make
something new. A lot of creative technology products employ
synthesis by combining a number of different technologies and
ensuring they all work together in a single product.
Another relevant skill is evaluation. This involves being
able to make judgements based on the various criteria that
you are given. Evaluation requires developing critical thinking
skills.
Critical thinking doesn’t mean that you criticize ideas by
being negative about them. What you need to do is evaluate
them objectively by considering their strengths and weaknesses. Critical thinking becomes important when faced with
content (including viral videos) that are intended to fool the
masses into believing something is true when it is, in fact, not.
Like a mathematical equation the logic used in presenting
an argument has a structure. We have statements we already
know or agree upon. In logic, an idea is called a premise,
which can be put together with other premises in such a way
that it leads us to a conclusion. One premise might say magnets attract iron. Another premise might be this object is made
from iron. You can logically say that the magnet will attract
this object. What if you swap around the information? For
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example, magnets attract iron, and this object is attracted to
magnets. Does it follow that this object is made from iron?
Unfortunately not. It still looks like logic, but the conclusion no longer holds. Magnets not only attract iron, but other
metals as well, such as nickel. Broken logic is called a logical
fallacy. This particular example is a formal fallacy because
its form look similar to logic, but the conclusion is false. It’s
called a non sequitur which means ‘does not follow’ because
the conclusion cannot be reached from the premises.
It is easy to mistake a logical fallacy for the real deal if
you’re not careful. People do it all the time, sometimes by
accident and sometimes to fool you. Knowing the structure
of a logical argument is important. Breaking the rules of logic
can make an answer seem right when it isn’t.
Suppose that somebody has told us that a rule of the form
’if A is true, then B will also be true’ is a valid rule. Now we
find out that premise A is also true. What can we conclude?
Dramatic pause. We can conclude that B is also true. We have
made a deduction in this case, using both the rule and the
premise. On the other hand if we know that B is true, can we
say anything about A? No, in this case A could be true or false
without invalidating either the rule or the fact that B is true.
We don’t have a rule that says what happens to B if A is false.
However consider the case that B is false. Can we conclude
anything about A? If A were to be true, then B would be true
according to the rule, which it isn’t. So A must also be false.
So the rule ’if A is true, then B will also be true’ allows valid
deductions in two cases; either if A is true, or if B is false.
This is just one way in which we can start to reason about
the world around us.

8.2

Sceptical thinking

Moving on beyond critical thinking we get to sceptical thinking. When you’re sceptical you think critically about the
source of information you get given and you decide for yourself whether that information is trustworthy or not. A statement such as ‘the earth revolves around the sun’ sounds like it
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Deduction: if you have “if
A then B” and A is true,
then you conclude B is
true.
Fallacy: you have “if A
then B” and B is true then
you cannot say A is true or
A is false.
Fallacy: you have “if A
then B” and A is false, then
you cannot say if B is true
or B is false.
However: you have “if A
then B” and B is false, then
A must be false.
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Quiz:
• The Earth revolves
around the Sun (true
or false)? [false, about
the common center of
gravity.]
• Heavier objects fall
faster than lighter
objects (true or false)?
[false, Galileo addressed this.]
• There is a dark side
of the moon (true or
false)? [false, moon
does rotate on its axis
just keeps the same
side towards Earth. All
sides are exposed to the
sun at some point.]
• Humans have five
senses (true or false)?
[false, many more as
discussed in chapter on
VR.]
• The Great Wall of
China is the only
human made object
visible from space
(true or false)? [false,
visibility depends on
distance but wall is not
unique.]
• The capital of Australia
is Sydney (true or
false)? [seen the
pattern yet?]

Cline (2018)]?
should be true. Is it [
What about the belief that heavy objects fall faster than
lighter objects. This is something that was a common belief for
hundreds of years that nobody thought to test. The term ‘dark
side of the moon’ is also meaningless since the moon does rotate around its axis every 28 days or so. All sides of the moon
get exposed to the sun. There is a far side of the moon though,
from the point of view of those on Earth. Humans certainly
have five senses as commonly taught in schools, but many
humans have way more than that. The sense described as
the sense of touch is actually many senses including pressure
and temperature. Ears which provide sense of hearing also
includes the sense of balance, and a sense of acceleration. The
great wall of China is the only human made object visible from
space? We’ve got very good cameras in space at the moment
and they can see lots of human made structures, particularly
cities at night when the lights come on.
What we want to learn is to be slightly sceptical, and not
just take any statement on its face value. This process is behind the scientific method. There are some beliefs about the
scientific method that themselves could do with some sceptical
inquiry. A scientific theory is not something that you prove.
We very rarely ever prove any scientific theory. The best we
can usually do is disprove it (by showing that B is false for
some situation when A is true, when the theory says ‘if A then
B’).
What we do work with is hypotheses. We hypothesize that
if A then B. For example, a hypothesis supposing the existence
of gravity: if an apple is released then the apple will fall. A
falling apple does not prove that gravity exists. However an
apple that steadfastly refuses to fall when not held up by anything would put a significant dent in the existence of gravity.
We would be forced to find a new theory that did explain the
facts, and that would become the working hypothesis until a
subsequent counter-example was found.
With the scientific method we need to be able to reproduce
our results. When doing the same experiment we should get
the same results again. If that’s not the case then we haven’t

fantastic tales of bold creative technologies

got anything more useful than a random number generator.
This is one mechanism used to investigate psychic phenomena. Likewise we can test viral videos to see whether we can
recreate the same outcome.
We want to make sure that our reasoning is logically consistent so we’re going to be checking for non sequiturs. There
are other ways to deceptively use reasoning and a sceptical
attitude helps proof yourself against being fooled. There are a
number of strategies used to produce distorted arguments, and
recognizing these patterns is an element of sceptical thinking.
The ad hominem argument, translated from Latin meaning
applying to an individual, refers to arguing against the person
based on who they are, rather than the point they are making.
Simply put the argument is of the form: A is bad, so anything
that A says is wrong. The accuracy of a statement is actually
not determined by who says it. However this form of argument occurs depressingly frequently in political debate since it
immediately eliminates any argument put forth by a member
of a different party.
The false dilemma involves presenting a choice as if there
were only two options. In practice there may be many more
alternatives but the false dilemma forces a choice from options
that both may be undesirable.
The fallacy of division is used to mislead and confuse. This
is based on the idea that if a large collection of items has a
certain property then each item has that property as well. For
example, a particular country might be wealthy, and so every
person in that country is therefore wealthy.
There are a variety of ways in which we can reason badly,
even with what seem like reasonably convincing or standard
arguments. It’s quite important to understand the ways in
which you can be fooled because in the next section we’re
going to look at how can you be fooled. Specifically how you
can be convinced to support some sort of viral content.
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A variation on critical
thinking that applies the
scientific method to ideas.
This involves:
• Understanding that
theories are not
proven, but do need
to be consistent with
evidence.
• That processes can be
reproduced to generate
evidence.
• Ensure that reasoning
is logically consistent.
• Play devil’s advocate - explore the
consequences of the
opposite argument.
• Identify when the
participants may be
injecting their own bias
into the process.
• Able to use a counterexample to refute an
argument.
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Classic examples of invalid
reasoning:
• Ad hominem (A agrees
with outcome B, A is a
bad person, therefore
B is false). Appeal to
authority involves B
being true because A is
an important person.
• False dilemma (all
options are false but
one still has to be
chosen. Not all options
are being presented.).
“Either scientists can
explain the strange
objects seen in the sky,
or these objects are
piloted by visitors from
outer space. Scientists
cannot explain these
objects, so they must
be visitors from outer
space.”
• Fallacy of division (a
property of the whole
is not necessarily
a property of all
individuals). “The
United States is the
richest country in
the world. Therefore,
everyone in the United
States must be rich.”
What makes a product go
viral (spread by word of
mouth)?
Social Currency: are you
cool if you talk about the
product.
• exclusive invitations:
MRL (2018)]
[
Triggers: is the product
associated with an event
which will cause it to be
shared.
• song associated with
a particular day:
[
Google (2019b)]

8.3

Creating viral content

How do we make something spread extremely rapidly by word
of mouth [
Kasteler (2014)]? We’ve covered some of the
concepts when we looked at social networking (chapter 6) and
the way in which rumours spread [Berger (2013)].
This section provides the secrets for making something go
viral. Use your critical and sceptical thinking skills to decide
whether each of these is valid. They are theories based on
common traits in products that have gone viral.
First of all you’re going to need to have some social currency. If you want something to go viral in other words, it
must spread by word of mouth. It has to be worth talking
about. I’m not going to share the content with my friends
unless it makes me look cool because I know something that
they don’t. One example is the McRib, a McDonalds product. It
was introduced to fill a shortfall due to a supply issue and was
taken off the market when their supply resumed. A number
of people happened to like it. It would be brought back for
short term periods at various restaurants at different points in
time. A community of people developed who looked out for
the McRib. They could find out when it was available and then
everyone would travel to that single McDonalds restaurant to
go and buy it.
This is taking advantage of social currency. If you’re the
person who knows where it is then you get value by being
the person who is able to share that with everybody else. This
is also an interesting result because McDonalds managed to
make a viral product effectively by not selling it.
The song Friday by Rebecca Black went viral. Sites such
as Google Trends show the peaks at which this song was
picked up. Its period of fame lasted about two months. There
are regular peaks occurring on a Friday. The very idea of
Friday acts a trigger. When it is a Friday then that association
reminds you of the viral video encouraging re-watching or
sharing. So viral videos benefit from self reinforcing triggers.
This are some event that triggers an association and makes
you think about the product. Ideally triggers are topics that
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you might talk about in casual conversation. In particular,
memes or jokes fall into that category.
Strong emotion is another ingredient of viral materials.
As an example, consider the début of Susan Boyle on the Britains Got Talent series. Some of the emotion includes the
surprise between what is initially presented and what actually
happened. Another emotion that plays a significant role in
viral content is the humorous element. Other relevant emotions might best be described as intense, provoking a strong
response.
A product that you can use to show off contributes to developing social currency. The icon on the lid of an Apple laptop
is upside down if the person using the device closes the lid.
The logo is not designed for the person who owns the device.
Rather it serves to show off your possession to everybody
else as part of your public facing exposure. Other examples
of that sort of public announcement include sending email on
the iPhone. It gets tagged with a little message at the bottom
indicating what device it was sent from, which is just there to
make sure that everybody knows about your possession and
lifestyle. This vanity setting is becoming increasingly common as other manufacturers are catching on and adopting this
strategy as well.
Some content goes viral because it is actually useful. Shucking corn involves removing the husk from ears of maize. The
trouble is when you do that the fibres in the ears get stuck in
the kernels and then become awkward when eating. A simple
trick that solves that problem, is easy to perform, and that is
little known then becomes the basis for a viral video. A similar
outcome results from a two second T-shirt folding technique.
Another strategy to make products go viral is to weave a
story around it. Associate a tale with your product, so that
when people are thinking about the product they will share
the story. The ‘will it blend’ series of videos involves taking
a variety of objects and putting them into a blender. Part
of the joy results from unlikely objects that get blended (a
garden rake), but also the opportunity to explore consequences
of actions you would never take with your own blender. It
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Emotion: do you care
(humour, other positive
and negative emotions
involved). Particularly
unexpected, surprise,
interesting, awe or intense.
• surprise:
[
BGT (2012)]
• intense:
[
Moreira (2017)]

Public: can you show off
using the product.
• direction of the apple
logo on the laptop.
• drinking culture
(everyone else is doing
it, see social networking in chapter 6).
• sent from my iphone.

Practical value: actionable,
can we quickly see how the
product would be useful.
• shucking corn:
Craig (2014)]
[
• folding shirt:
[
DaveHax (2013)]

Stories: can you weave
a story around your
association with the
product. Make it gossip.
• will it blend:
[
Blendtec (2006)]
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Get it started. Existing
platforms (Youtube,
Reddit, etc) have a positive
feedback mechanism.
When something is on the
front page, it is viewed
more often pushing it even
higher. Influencers can
provide this initial push.
Mechanics of viral online
Ignite (2010)]:
content [
• Top 10 lists.
• Common gripe.
• Relevant to audience.
Distill the most relevant information from
another source.
• Visuals.
• Invoke current events.
• Infographics.
• Build a headline out of
three random words
and contrive the
connections.

turns out that this was the testing process that was conducted
during development of the blender. It just so happened that
someone from marketing happened to walk into the testing
area one day and saw them doing this. This leads to the series
of videos that show off the ‘blender that will blend anything’.
One important ingredient is still required [
TED (2012)].
You need to get the product or video off the ground in the
first place. The previous elements are great for keeping the
viral trend going once it has started. Initially it needs to get
recognized, and distinguished from all the other content trying
to achieve the same outcome. Influential individuals with
large social media followings are key in getting the critical
mass required to both start, and to sustain, a viral outcome.
The video ‘Friday’ discussed previously was promoted to
fame by an influencer. Continued fame is achieved through
multiple parody videos, including ones for every other day
of the week. Unlike the one-way entertainment of the 20th
century, community participation creates viral phenomena
either by spreading it or doing something new with it.
Nyan cat is a looped animation with looped music. It’s been
viewed hundreds of millions of times in its various incarnations. There is a 10 hour version that has been viewed almost
90 million times. Even cats watch this video. Cats watch other
cats watching this video.
Here is the top ten steps to making something to go viral.
Promising to provide a list is itself one of the classic click-bait
strategies to drive traffic to a site. Find a common gripe, such
as getting up on a cold morning. Complaining gets views.
Make it relevant to the audience so present only the interesting points, and cut out anything that doesn’t provide immediate gratification. Invoke something current to prevent the
material being perceived as stale. The content has to contain
something other people don’t know in order to produce the
social currency required to make it spread. An infographic is
popular for communicating unlikely statistics in an appealing
way. Some people take 3 random words and try and build a
conspiracy theory out of them.
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Identifying fakes

A fair amount of the content that spreads virally is false information. Would that statement have sounded more convincing with some made-up statistics? Coming back to the
original theme of critical thinking or sceptical thinking, how
do you find out whether something is true or not? Fact checking on search engines can be useless since when something is
spreading virally there is a good chance that the search engine
will favour the wrong (most common and recent) information.
There are sites that focus on checking facts. One example is
snopes.com [
SMGI (2019)].
One debunked story involves vaccine myths. Videos highlight the dangers by showing reactions between aluminium,
mercury, and the oxygen in the air (elements purportedly
found in vaccines) dramatically producing aluminum oxide.
The assumption is that the same reaction happens inside your
body, and so vaccines must be bad. The fact checking site
helps by pointing out that very few of us inject pure liquid
mercury and metallic aluminium straight into our bodies.
They do come as part of a compound but chemicals react very
differently when they are combined with other materials. Consider the difference between highly reactive sodium metal or
poisonous pure chlorine, and the same sodium and chlorine
when they together make table salt.
Detecting manipulated (‘photoshopped’) images is another
contemporary challenge. Skill with image manipulation is
demonstrated when it becomes impossible to detect the forgery. Strategies for detecting fakes include looking at the image close up, to see if there is evidence of a transition between
one region and another. Shadows are another giveaway. The
shape of the shadow may be wrong, it may be in the wrong
place and inconsistent with the lighting in the rest of the image, or the boundary may be more crisp or more blurred than
shadows of other objects in similar positions. The quality of
one part of the image may differ from quality of other parts.
Quality includes the various speckle patterns resulting from
the noise in the camera’s sensor elements. Images from differ-

False information spreads
as easily (possibly more
so) than true. How can we
detect these?

• Track down the
original source. Are
they trustworthy? Has
the original material
been misreported?
Google reverse image
source for pictures.
• Consult reliable sources
for detecting fakes
[
SMGI (2019)].
• Image analysis:
[
Wagner (2017)].
Apart from image artefacts, check the meta
data.
• Look for consistency
in focus and shadow
direction in images or
changes in lighting and
perspective.
• In images, look for
repeated elements
showing areas that
have been cloned.
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In 1976, Richard Dawkins
expressed the theory of
evolution as a mechanism
for “selfish genes” to
replicate themselves.
Meme theory has several
consequences:
• Organisms (including
humans) are simply
mechanisms for genes
to propagate. Better
genes build more
effective organisms.
• Genes would be
better off if their
organisms supported
other organisms
containing the same
gene (collaboration,
altruism, herds) and
removing organisms
containing different
genes.
• This then introduced
the idea of a meme information that uses
culture as a mechanism
for replicating itself.
What does evolution do to
genes?
• replicates them.
• combines them by inheriting from parents.
• mutates them.
• makes them compete to
spread.
• makes them extinct.
• adapts them to fit their
environment.

ent cameras, or under different conditions may have different
levels of this noise.
Meta data is another way to detect inconsistencies. When
the image is taken the camera adds extra information into
the image files such as the time that is taken, the brand of
the camera, details about the resolution of the file or the GPS
location of where it is taken. Another useful piece of meta data
that we get is a thumbnail image, produced so that the camera
can show you an index of all the images that you’ve taken. If
the thumbnail doesn’t match the image any more, then the
image has been modified.

8.5

Memes

Memes are popularly known in their form as iconic images
that circulate on the Internet, equipped with various pithy captions. The concept originated with biologist Richard Dawkins,
as a variation on an insight into genes. The argument expressed is that humans exist only for the purpose of allowing
a piece of genetic code to propagate itself around the universe.
Everything else that humans do is completely irrelevant as
long as these genes manage to propagate themselves. To do
that genes build themselves a body, which then reproduces
itself, and as part of this process also copies the genes. He
speculated that same idea should apply to information. Information would try to propagate itself by building a structure
around itself that would allow it to be a parasite on some other
organism. That organism would distribute the information
that appeals to it, so that this information would spread and
grow.
Evolution makes some genes replicate, while others are
combined and then mixed up. It modifies and changes them
and makes them compete. Evolution ensures the more successful genes spread while killing off the unfit and making them
disappear. What we do see with Internet memes is very much
the same. Internet memes are a form of information which
propagates in its own environment: social media sites and
discussion forums.
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Internet memes are so distinct that we can actually track
them and find out how they behave in their natural habitat.
They tend to start in little isolated networks like 4chan or
Facebook groups. They remix and evolve as they spread from
one person to the next. They become really difficult to control. Advertisers who would like to create their own meme
suddenly find that the community has remixed it and a more
resilient species has evolved that no longer gives the message
that was originally intended. When it becomes popular it stops
spreading because it’s no longer unique and surprising.
The interesting consequence is that we’ve now seen genes
propagate themselves, and we’ve seen memes propagate themselves. What else might be out there?
Examples of memes have encountered over the last 50
years include the word ‘organic’. Organic food is a meme
that has been spreading for many years now. Gangnam style
was a concept that achieved brief dominance, spawned a few
short-lived offspring and has mostly died out since. Chain
letters are a form of information propagation from before the
days of e-mail. They would be messages requiring that you
forward them to 50 of your friends or bad luck would happen.
A current trend on YouTube is the oddly satisfying video.
This is information that is evolving to better exploit the host
organism.

8.6

Actually Doing Viral Content

Deliberately creating viral content is still an unpredictable
process but we can improve our chances by adapting some of
the processes which have previously been successful. In this
case we want to continue to refine our creative technology
product that ensures that public transport runs on schedule
by adding an additional component that make use of viral
technology. In this case we want to recruit people who will
actually use the product by attracting their attention to it.
Our application of viral technologies involve devising ways
to apply viral strategies to the particular context of our public
transport scheduler. For example, social currency is one such
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What do we know about
memes?
• Internet memes (picture + phrase) are one
form of information
representation that is
most easily tracked.
Other information also
propagates as a meme
but can be harder to
identify and track
(rumour, community
standards, religion).
• Start in homogenous
networks (isolated
specialist groups,
4chan, Facebook
groups, Reddit, rather
than the Internet) - at
least they used to.
• Memes are not just for
sharing (viral content)
but also are modified
and remixed (evolve) to
become more effective.
• How useful is this
to advertisers if the
customers control the
message?
• When a meme gets
popular, it loses
popularity (similarity
and repetition are
undesirable for social
network content).
It then either has
to adapt, or survive
without getting noticed
(a secret).
• What else is propagating itself?
Examples of memes:
• organic.
• Gangnam Style.
• the threat in chain
letters.
• All your base are
belong to us.
• oddly satisfying.
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strategy. We want to make anyone who is aware of, and is
benefiting from our product, able to boast about it to their less
enlightened peers. A mechanism to allow boasting would be
one way of doing this. This could be achieved by measuring
time saved on the latest trip, or accumulatively over the week,
and providing an opportunity to share this on social media
(such as by providing a ‘tweet this’ button). Another strategy
would be to get the ‘cool’ people to promote the product, by
paying influencers. Deliberately limiting opportunities might
be another way to exploit social currency. Only members of
the ‘elite’ get the opportunity to benefit initially which might
encourage them to show off their privilege. Allowing this
core group to invite others to join has the benefit of allowing
invitations to be a form of gifting, as well as ensuring that the
invitation come from trusted sources.
Triggers are another way of reminding potential customers
about our product. We want the product to be front of mind
whenever a participant is using public transport. Some sort of
cue associated with a train station or bus stop is appropriate.
The card readers that everyone has to pass through to validate
their tickets could be associated with a form of trigger. The
colour scheme used in the ticketing system could be used
as distinctive visual elements in our product, so that seeing
the travel card triggers association with the activities in the
product. Triggers could potentially even be built into the
software of the product. Now that smartphones are being used
to replace smart cards it could be possible to set an application
associated with our product to trigger whenever the phone
completes a ticket validation operation. Other activities that
are undertaken frequently during use of public transport could
also be linked as triggers.
Emotion is another way of enhancing the ‘virality’ of our
product. Frustration around (not) finding a seat is something
that could be sufficiently intense to be exploited. Positive emotions related to sense of accomplishment or flow could result
from arriving at the platform just as the train arrives. There
may be opportunities to manipulate the participant’s experience to emphasize this, perhaps by distracting them with some

fantastic tales of bold creative technologies

161

other activity to avoid them having to wait on the platform.
A sense of awe might be engendered by providing the illusion
that the product achieves uncanny levels of scheduling, by
manipulating the participants perception of the timeliness of
public transport.
Being able to show off to achieve the public visibility of the
product could be achieved by providing separate carriages for
those using the product. These carriages could be painted with
the product’s distinctive colour scheme to provide the trigger
mechanism.
Ideally our product should provide clear evidence of practical value through the solution that it provides. To inspire
viral sharing the solution should be obvious and elegant
enough to leave everyone wondering why nobody thought
of doing this before.

8.7

Working with Viral Content and Critical Thinking

Become a sceptical thinker by applying critical thinking skills.
Viral content is often not all true. Being able to recognize what
is accurate is an important skill.

• Sceptical thinking
strategies are used to
identify misleading
information.
• Viral strategies offer to
make a product more
attractive to its target
market.
• Will any of this advice
work again - or does
viral content have to
continue to innovate?

9
Procedural Technology
This chapter covers procedural technology. This exploits the
opportunities afforded by algorithmic processes and programming. The theme associated with this technology is being lazy,
and getting stuff done without putting too much work into it.
We want to work smarter, not harder when using procedural
content.
Many of the technologies covered in previous chapters have
involved effort, through designing, creating, developing and
implementing solutions. In some scenarios we exploited teamwork during development and design but we’ve also made use
of our audience to do some of the work. The latter contribute
through gamification or social networking components built
into our products that require everyone to participate. The
next step is to take the human out of the mix and get content, structure and value out of components that we generate
procedurally.

9.1

Content development

There are a variety of ways in which procedural technologies
can be integrated into the creative technology products that
we might want to create [Miyata (2012)]. Content development is one such opportunity, and is achieved by building
procedures that generate the content used in applications and
products.
To illustrate the process, consider something that you might

The technologies covered
so far typically involve
labour intensive elements.
These might be created directly by the design/development team but also
through the combined
interactions of participants
and users using social
networks, gamification and
crowdsourcing.
Procedural technologies
offer opportunities to
directly support the creative design or content
development roles. Procedural technologies use
a procedure (an algorithm
or process) to accomplish a
task.
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have done at some point: building a kite. Traditional kites
might be trapezoidal, or box shaped, or triangular. Tie a piece
of string to them and they can be taken outside and flown.
You might decide that your particular product needs a kite
for some reason. It might be a product for entertainment or
relaxation, where people need a reason to be outdoors. It could
involve kite surfing and need to be designed to maximize pull.
An aerial surveillance system could involve a camera attached
to the kite. This is where the best kite for any particular context is required.

Figure 9.1: Diversity
in kites. Photo by Quang Nguyen
Vinh from Pexels, Assorted-color Kites.

Now that there is a market need I might start building
kites for people. Rather than just build one kite at a time,
why not build all of them? Since each kite is slightly different
and intended for diverse purposes it doesn’t help to make
lots of one type of kite. In fact, rather than produce just a
few different models, why not customize the kite for every
individual customer. Children may want small kites, while
adults want large. The colour scheme can be personalized.
We need a process that takes in these parameters and generates the design, which could then even be sent directly to
automatic manufacturing facilities (see chapter 7 on Making).
Once that process exists, each new kite costs nothing extra
to design and produce. I don’t need to stock 10,000 different models of kite and each customer gets exactly what they
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need. These are just some of the advantages and opportunities
available with procedural generation.
Once we’ve worked out how to design one kite using a
procedure I can generate an infinite number of variations of
that kite. Furthermore I can now use this as a stage in any
other product that needs a kite. The same procedure can
be incorporated into other processes. If it turned out that
there was demand for one million unique kites, they could
be created just as easily using one million variations in the
parameter values used to generate the kites.
If we could just get every process to use procedural generation then we would never again have to talk to or work
with another human being1 . We would just be able to go to
the system and tell it what we wanted and it would create a
custom experience for us. However there is a cost to procedural generation. We have to build the procedures themselves.
This requires programming skills and ability to use the technologies behind procedural creation. The first item we build
requires this time to set up the process. It involves a lot of effort initially. If we wanted to design just one kite it is actually
far easier for us to just go out with some paper and string and
build it directly by hand. If we’re going to be building thousands of kites then it is worth the effort to build the procedural
generation process which would allow mass production.

165

Opportunities with procedural content:
• compression: content
does not have to be
stored or transmitted,
but created only when
it is required.
• variety: changes to
the parameters of the
generation process
allow potentially
infinite variations on
the content.
• reduced effort: once the
procedure is defined
it can be followed
automatically, reducing
production costs.
• level of detail: quality
and detail can be
adapted during the
process based on needs
and resources required.
• reuse: elements of one
process can be reused
in another.
• representation: content
produced can exceed
the bounds of what can
realistically be achieved
manually.
1

9.2

Pattern language

Procedural reasoning is one of the technologies behind procedural generation. The basis for this technology is an idea
created not by a computer scientist but by an architect. The
idea is the concept of a pattern language.
Buildings, cities, towns, rooms all follow patterns. For
example there is furniture inside a room. There are patterns
associated with how that furniture laid out. Those patterns
can be used to define a procedure for populating a room with
furniture. Suppose the room is a theatre. Typical patterns
would required an open space at the front of the room for
the performance. That open space can be narrow and would

You can decide whether
this is a desirable goal, or
not.
This does come at a cost:
• Procedural development requires
algorithmic design and
programming skills.
• Initial development of
the procedure may take
a long time. This will
usually not be feasible
for rarely used content.
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Procedurally generated
content is often assembled
from components. The
challenge is to identify
what the components of a
particular system may be.
Patterns are one way of
describing components.
A pattern language then
defines the rules of when
and how components can
be used.
Examples of pattern
languages:
• Architecture.
Christopher Alexander
defines patterns such
as the arrangements
of doors, windows
and furnishings, but
then combines these
into larger patterns
until patterns describe
the types of buildings
used to create a city.
The rules then define
how patterns are
combined, for example
how many residential
buildings are required
before a laundromat is
CES (2013)].
needed [
• Software engineering.
Patterns define components of a software
system without having
to specify any particular programming
language. Instead rules
define the relevant
scenarios for using any
pattern and associated
constraints.
• Interaction design.
Most notable for
mobile devices where
particular patterns such
as swipe, or pinchzoom have become
widely used.

usually be wide. There is always some form of open space
because that is required to achieve the purpose of the room.
We also know that there are some chairs, typically arranged
in blocks in a regular arrangement. There will be a central
passage so that people can get in and out of the room easily.
Human society likes these patterns. The patterns define
structure which we get used to, and start to expect. Patterns
results from the various ways in which we actually interact
with the environment around us. Once we identify the components of these patterns then we have the ingredients for
defining how we build architectural structures using a small
set of rules. Rules for a theatre would be:
• Has a clear space at the front.
• Has a pathway through the centre.
• Includes a regular arrangement of seats.
These rules could produce a million theatres that are all different (for example in the size and shape of the clear space, or in
the number and layout of the seats) but equally functional as
they contain the essential components.
Thinking procedurally involves recognizing that, in the
world we live in, the way in which the elements are arranged
is according to patterns. These patterns occur from very small
scales in terms of rooms with doors, windows and chairs to
much larger scales of cities and road networks. Rooms are
combined according to accepted rules for building a house.
You don’t find too many houses with 10 kitchens and one
bedroom but every house has to have at least 1 kitchen, and
possibly several bedrooms. Buildings get clustered together in
various ways. In a suburb where people live you will find that
there are residential houses. Having too many of those residential houses becomes a problem if there is no way for people
to access services. Rules ensure that amongst the houses there
is also a laundry, or a small shopping centre. There are patterns that govern how many houses you will typically have
before you would come across a shopping strip.
Patterns are involved in the distribution of towns. For example the pattern that says that ‘to effectively use the country
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make sure that people are reasonably evenly distributed’ and
look at any map. You’ll see that the towns are scattered evenly
over the area. There is another pattern which you may or may
not be seeing in some of our modern cities: country fingers.
Everybody wants to have some green space around where
they live so the planner has to work out ways in which the
countryside and the urban areas with buildings can inter-mesh
with one another.
The idea of patterns applies to many different areas. One
area that embraces the idea is software engineering. The
components of software are found to follow patterns that
occur again and again. It suggests that software should be
defined and described in terms of the patterns. This avoids
having to describe programs in terms of which programming
language is used or any other implementation specific details.
It is sufficient to say a component is an instance of a particular
pattern. This is then enough to allow communication with
other professionals when you’re designing your system. A
specification in terms of a set of patterns is often enough of a
description for somebody to actually go and build the system.
Patterns are not confined to software engineering or to
architecture. Identifying patterns is the basis for developing
a process through which we can procedurally generate outcomes across multiple areas. Patterns are also used for user
interaction, for example. Touch screen interfaces have a number of established patterns. The swipe gesture makes content
move backwards and forwards. There is a pattern of interaction that is used to make elements on the screen bigger and
smaller. Previous chapters have also described some of the
dark patterns for user interfaces. These patterns are intended
to exploit and deceive the people who are using such systems.

9.3

Story generation

One form of content that we might want to use is based on
the idea of generating stories. Stories might be content for a
particular product, or can be the inspiration for creative ideas
or designs.
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Generating reports and papers
[
Stribling et al. (2015)].

Generating story
plots [
JGP (2018),
MG (2019)].

Reports can be generated to replicate the appearance of
particular documents, such as scientific papers. These papers
all have a particular pattern to them which in turn are made
up of smaller patterns. Generating arbitrary values for each
of those smaller patterns produces a document that appears
to satisfy all of the appearance requirements for a scientific
paper. It certainly removes the large amount of manual effort
that may currently go to formatting text, managing the layout
of various sections, and citing and reporting references.
Typically the content in these papers is meaningless which
is why this is not a viable approach to use for university assignments yet. Some of these have actually been published,
in cases where the referees are not paying attention or where
the publisher may have incentives to let such work through.
This may yet change in the future, but currently such tools
provide value in taking care of the mundane and easily automated stages of report writing. Creating plausible content
is possible with recent developments in artificial intelligence [
King (2019)], which both subverts existing practices in detecting plagiarism and ensuring integrity in report
writing, but also introduces new minimum standards in what
must be expected from human authors.
Generating a narrative has less restrictions on scientific
validity. Avoiding writer’s block could be achieved by generating a plot outline as a starting point. The overall structure of
the story is generated according to one of the common story
patterns. This gives you a starting point which you can now
flesh out and write in the rest of the details. Of course, why
even bother with that when procedural generation is available
to us.
Generation is capable of producing complete short stories based on a few choices made about names and themes.
Typically these are not great stories and often don’t make too
much sense. They are computer generated without any actual understanding, but some of them are can be amusing and
entertaining.
The reason we can generate stories is because stories tend
to have a particular pattern. Any book that you read will
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typically conform one of a small number of known plot structures. Dramatic situations will be one of the 36 dramatic situations. Stories, plays or TV shows use one of the seven basic
plots. Characters conform to specific archetypes such as hero
and villain.
Procedural generation can be applied to developing creative
technology products as well. Some of the strategies for creativity involve picking words at random and putting them in
together with the goal that you’re working on to see if they
suggest opportunities. Online idea generators help ensure a
wide variety of topics.

9.4
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Discovering patterns.
Are these just about
story generation or do
they have other relevance? [
Wiki (2019b),
Wiki (2019a),
Jeffrey (2018),
Archetypes (2015)]

Generator for
creative ideas
Chadwick (2015)].
[

Randomness and reproducibility

Many of the values for parameters in the previous examples
have been populated using random numbers. It is important
to understand that randomness is not the same as procedural
generation. Just generating random topics or names doesn’t
give us what we want. For this one, you’ll just have to believe
me that the Internet is wrong in its firm belief that randomness and procedural generation are the same. Random numbers don’t look particularly beautiful. The idea with random
numbers is that no random number is related to the number
before or after it. If we plot random numbers on a chart we
get a speckled pattern that shows no coherent relationship
between any point and any other point. The appearance of
truly random numbers resembles the image shown in Figure 9.2.
This is not what we want for procedural generation. We
want architectural or story structures that are coherent. The
images that we produce must be recognisable as examples of
the objects they are intended to be. This coherence is partially
achieved by the rules in each pattern, but also relate to the
way in which variation is introduced. We do expect neighbouring points to have some relationship with each other.
On a computer we cannot generate random numbers perfectly anyway. There are various specialist hardware devices
that do generate random numbers but very few of these are

Despite what Wikipedia
and other online sources
say, randomness is not a
fundamental property of
procedural generation.

Random numbers have
no relationship with
one another. This limits
opportunity to produce
coherent structure.
Computer generated random numbers are not truly
random. Rather pseudo
random, produced through
iteratively modifying values from the previous step.
These will repeat after a
while - ideally a very long
sequence before repeating
though.
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Figure 9.2: The lack
of coherence in random numbers.

With procedural generation we often want the
structure to be repeatable
(so we can recreate exactly the same content the
next time the generation
process runs). This can be
achieved by seeding the
random number generator
with the same seed number
each time (getting it to
start from a particular
point in the sequence).

ever attached to consumer-grade computers. The way we typically generate random numbers on computers is to start with
a particular number, the seed, and apply some complicated
mathematical expression to it to generate the next value. This
value is then used as the basis for the next seed, applying the
same formula to generate the next value, and so on. In fact
what we generating is a sequence of numbers which all appear
to be unrelated. Since they appear to be random we can call
these pseudo-random numbers. All of these generators will
eventually start repeating the pattern at some point. The repeated sequences are quite long so pseudo-random numbers
are still useful for most purposes that require randomness.
With procedural generation, we want two properties for the
quantities used. We want them to be not completely random,
and related to one another so that there is some level of coherent structure in any generated output. We also want them
to be reproducible so if we’ve generated a particular story we
can recreate that exact story at some point in the future. This
would require exactly the same sequence of random numbers again. Since every number is generated from the number
before it, it is sufficient to just record the starting number in
the sequence. This is known as the seed. Starting the pseudorandom numbers from the same seed gives the same sequence
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of random numbers and generates exactly the same procedural
object as was created previously.
A terrain map is a good example of an image with coherent
structure. Points representing water are likely to be neighbours of other points representing water, so that together they
represent a lake or an ocean. High points are near to other
high points. To generate something that looks like that terrain
we use is a slightly different function, not random numbers,
but one called noise. Noise has an interesting property: the
values change, seemingly randomly, but not instantaneously.
Noise functions are much more useful than random number
generators when it comes to procedural generation. Even the
original unaltered noise function could be regarded as being
a map of some kind with the white bits representing high
ground and the dark area being low. In practice terrain generators use combinations of noise functions to generate landscapes. Water surface generation shaders can also generate
ripple effects by using the noise function. Random numbers
don’t work very well for either of those applications.

9.5

171

Other scenarios require
successive random numbers to have some relationship to one another.
Consider adjacent points
on a terrain - their heights
are random but similar to
one another.
Noise functions (such as
Perlin noise) convert a
position to a consistent but
varied value.
These are the basis for the
various surface patterns
and organic shapes found
in computer graphics.

Virtual world generation

Virtual reality technologies can be combined with procedural
generation. Assets in a virtual world can be created this way.
Consider for example a virtual reality experience involving
space ships [
Davies (2016a)]. The geometry for a space
ship could be created by following several standard modelling
steps [
Davies (2016b)]. Start with a box and repeatedly
extrude it forwards with a little bit of random variation to create the length of the ship. Some of the sides are then extruded
out sideways randomly to produce the appearance of superstructure. Modify some of the faces with bevelling to smooth
out the model and to add detail. Textures can be added to the
surface to provide finer detail that marks out windows and
riveted plates.
The most significant aspect of the process is that you can
now generate an infinite number of these spaceships. The
users of the virtual reality product will be the first to see some

Process:
• Start with a box model.
• Extrude forwards
and backwards, with
changes to the scale
and orientation of the
extruded faces.
• Extrude random side
faces, reducing scale to
add asymmetry.
• Use bevel modifiers to
round the edges.
• Apply textures for
windows lights and
engine glow.
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Figure 9.3: Generated
3D space ship models.

of the resulting ships. Instead of spending hours modelling
each of these, the process is implemented once and no further
effort is required for each additional model.

9.6

Chatbots: [

SL (2019)]

Crowdsourced content:
procedural rules may be
used to manage people
rather than computers.

Interactive, responsive and autonomous elements

Procedural creation doesn’t only involve creating 3D objects
or kites or stories. We can start to script behaviours of the
components we deal with within a technology based product.
That can include something like a chat bot.
Special purpose chat bots are driven by a dedicated script,
which can be represented as a tree of questions and responses.
Some of the questions might ask the participant to select
from a finite number of choices, just as in a multiple choice
quiz. Each option selected can then lead to a different set of
responses. The overall sequence of instructions is the procedural element representing the script that the chat bot uses to
interact with the people it talks to.
There are other ways of getting procedures to be run and
not all of them have to run on computers. We could program
humans to do our work for us. To some extent we do that with
the crowdsourcing technologies that we’ve come across. From
the point of view of procedural generation we’re providing
programming rules to make people follow instructions in
order to generate outcomes that will be useful. One of the
cases where you might have been programmed to do work for
somebody else involves online news sites. These have polls in
response to news articles that ask for your point of view on a
matter. When you go and happily click on an option then in a
couple of weeks time you may see an article discussing how
55% of people support a particular point of view. Effectively
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they using the polls that they had up on the site in order to
generate new stories.
We also see sites where the readers actually generate the
content, or discussion boards that encourage people to write
and post new articles. The publisher acts as a passive middleman between the users that generate content and those that
consume it. There is then a third group of spectators that come
to see how others respond to the content, which is generated
by encouraging, or programming using incentives, people to
comment on the various articles.
Incentive schemes encourage people to comment. Some
of that incentive then builds individual reputation but at the
same time provides a way to rank the content. The goal is to
bubble articles and comments up to the top based on what has
achieved the highest ranking. This then provides further value
to the site by sorting out the content most likely to attract
people to the site.
Promoting our content or product on the Internet is done
through the use of influencers. The secrets of programming
influencers on the Internet to do our bidding include obvious
strategies like giving them money. An alternative is to provide
free stuff, such as samples of the product you want reviewed.
However also remember that influencers are dependent on
content providers to maintain their social capital. To be a
person of interest they are constantly looking for ideas that
they can share with their followers in order to maintain their
own position. If you could provide them with something of
value and interest then they will be inclined to pass that on.
What you can also do is try to become an influencer yourself.
That way you end up as part of the well-connected core of the
social network graph. Influencers can then promote material
to other influencers because they can reciprocate by sharing
their content in return. Influencers need to retain the trust of
the audience so are different to the sort of influencers we’ve
had in the past who owe their position to celebrity imposed by
the resources of a government or a business. Trust is lost quite
easily on the Internet so influencers will often pass on good
ideas provided they represent reliable material consistent with
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Many sites generate
and select their content
through the aggregated
behaviour of humans
(consider the recommendation systems covered
previously).
Humans may:
• suggest content and
content strategies (by
responding to quizzes
and polls).
• generate the content
(act as a publisher and
encourage contributions).
• respond to the content
(through commenting
on content provided).
• evaluate and rank the
content, ensuring the
content can be matched
to the needs of the
audience (through
voting and reputation
systems).
• promote your content (through use of
influencers).
Influencer motivations
(consider the role of
influencer in the social
network):
• Money and free stuff
(give it to them).
• They need to provide
relevant content to
maintain their position
(helping you can help
them).
• Cross promotion by
working with other
influencers (become an
influencer yourself).
• They need to retain the
trust of their audience
(they will filter material
offered to them).
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the needs of their audience.

9.7
Traditional programming
solutions require that
programmers develop an
algorithm that specifies
(step-by-step) how to solve
a problem.

Optimization based
problem solving specifies
the properties of a solution
and find candidates that
achieve this as well as
possible.
• Just like the creative
design sprint.
• This is well suited
to the case where a
perfect solution may be
impossible, but a better
solution will provide an
advantage over what is
currently available.
• Computer science has
identified the class of
NP-hard problems that
are very difficult to
find a solution for, but
for which the quality
of proposed solutions
can be evaluated
easily. Many of these
correspond to common
design problems:
laying out elements
efficiently, directing
traffic optimally,
locating resources
where they are most
needed.

Optimization based strategies

There are several ways of doing programming. The hard way
taught at university involves having to think really hard about
the steps involved, and the patterns that are required. This is
followed by working out how these are put together. Then you
have to persuade a computer to actually run them. Once the
computer runs the program you have to identify any issues
and fix the bugs as they occur. There are in fact easier ways
to program. One of these falls under the category of learning
algorithms. This is not quite artificial intelligence, but it is
close to it.
With traditional programming processes we solve problems
by working step by step through the sequence of actions that
will take you from input to produce the desired output. This
other category of algorithms instead makes use of optimization strategies. Instead of specifying how to solve a problem
instead you just describe what the criteria are for a good solution. As long as the computer can tell what a good solution
looks like then it will explore all the alternatives. The solutions
are then ranked according to how close they are to achieving
the goal. You might not end up with a situation where you
have a perfect answer. But you will often end up with a better
answer than the one that you already have.
From a computer science point of view this is an area of
active investigation. There are whole classes of problems that
are easy to express but very difficult to solve. For example:
what is the shortest path that a travelling salesperson would
have to follow in order to visit a number of cities. There are
many different paths that they could follow which makes
finding the shortest difficult. We call these problems NP-hard.
Describing the nature of the solution is relatively easy. Given
any path it is possible to quickly work out how far you would
have to travel along that path. Finding the best path is far
harder to do.
One of the ways of doing optimization is using a process
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called genetic programming. Genetic programming is where
you create a population of potential solutions. You measure
how well each one is doing, according to the solution criteria.
Then you allow the good ones to breed with one another in
order to create better solutions.
Teaching a robot to walk is a hard problem. Solutions involve moving the various limbs in the right way at the right
time. We do know the criteria for a good walking motion
though. This can be measured based on how much distance
is covered before falling over. Using a genetic algorithm we
create a population of different joint movement sequences,
perhaps starting off with just random movements. Each movement sequence is an element of the population. The genetic
algorithm then measures the fitness of each individual based
on how far the robot actually walks when moving in that
way. The members from the population that go furthest are
combined by mixing up their movement sequences. This is
effectively breeding them together to create an individual that
will hopefully embody the best of both of the parents.
Optimization algorithms may never get the perfect answer.
The solutions do keep getting better and better to the point at
which we get something that can walk quite a distance.

9.8

Genetic programming

Worked example: Visual programming using Blender

Procedural shaders are used to define appearance, be it changing the number of controls on an interface to match the
content or interpreting environmental lighting to affect the
appearance of a 3D model. Many procedural shaders are constructed using a visual programming paradigm. Program elements are placed as blocks and connected together in different
ways.
The blocks serve roles, such as supplying the base colour
of the material, or defining how an existing surface colour
is modified under simulated lighting conditions. Additional
surface detail can be provided by textures. These textures
can be images, or be procedurally created using functions.
The Perlin noise function described previously is ideal. This
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Matsunaga (2015)]

• [

Thorp (2006)]
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is used to provide organic looking blemishes to the surface
that are neither regular nor repeated. The pattern is also not
completely random but rather provides a coherent but slowly
varying pattern on the surface.

Noise Texture

Figure 9.4: Procedural
shader and example
of a surface with the
shader applied.
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Parameters of the noise function can be varied. Changing
the frequency can make the scale of the blemishes larger
or smaller. Feeding the noise pattern into the block which
controls the lighting can make the lighting vary as if the
blemishes actually became bumps on the surface.
The end result is an attractive and interesting looking
surface. The same surface applied to other objects would look
similar but, through small parameter changes, not completely
identical thus avoiding repetitive looking objects.

9.9

Actually Doing Procedural Technology

In keeping with the theme used for previous technology components this section explores opportunities to make use of
procedural technologies for managing public transport. The
particular technology in this instance is a pattern language.
The aim is to identify patterns in the structure of a public
transport system that can be manipulated procedurally, or rearranged to produce different forms of public transport. These
patterns can then be used to creatively generate structures for
a new and improved public transport system.
This section discusses just some of the patterns that can
be identified in public transport systems. Patterns that are
desirable are those that will be used frequently when procedurally generating variations on current approaches. Visualize a
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train, bus or tram and look for the structures that are common
across these. These are likely patterns that are explicitly or
implicitly used for the design of such systems.
The routes taken by public transport tend to intersect at
particular points. These points are usually significant to the
transport network, representing hubs where it is possible to
transition from a service on one route, to a service on another.
These hubs also allow a transition from one form of transport
to another. Thus this is an example of a pattern.
Pattern: Public transport hub. Public transport follows fixed
paths, but each path intersects at regular intervals with
a public transport hub. Intersections between the paths
used by different services tend to occur mainly at such
hubs. Alternatively, intersections between paths of different
services tend to become hubs.
The scheduling aspect of public transport that has been the
focus of previous components is itself the basis for another
pattern. Each vehicle runs on a fixed schedule.
Pattern: Scheduled service. Each vehicle on a particular service
follows the same path. Each vehicle is expected to run at a
fixed and constant time interval behind the previous vehicle
that followed the path.
Public transport needs to serve its community of users. As
such, everybody should have ready access to one form of
public transport within their neighbourhood.
Pattern: Service access. The routes followed by public transport
are structured such that any point in a populated area is
no further than a fixed distance threshold from its nearest
route.
The vehicles themselves, regardless of their form, all incorporate a number of patterns. As a form of mass transport, the
focus is on accommodating as many passengers as possible.
Pattern: Squeeze aboard. Public transport vehicles provide
passenger accommodation that significantly increases in
density as the number of passengers increases. Typically
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this involves a small number of seats for low density occupancy when few passengers are presented, through to a
much denser packing of many more standing passengers in
about the same amount of space.
Most forms of public transport include the idea of priority
seats, to provide support for passengers with special needs.
Pattern: Priority seats. Priority seats are provided to support passengers with special needs. These seats can be
re-purposed from general seating based on level of need
and are close to doorways to facilitate boarding and disembarking.
Some patterns emerge from the way the system works, and
get subsequently formally entrenched into behaviour. These
include conventions about where to board the vehicles, and
any coordination required between passengers leaving and
arriving.
Pattern: Boarding rules. The system includes rules for entering
and leaving the vehicle. These rules may include requirements dictated by form (such as only enter the vehicle
through doorways, and only particular doorways in some
cases), but also agreed social conventions (allow disembarking passengers off first, be ready to board as soon as the
vehicle has come to a stop).

2

However, creative
opportunities could arise
from building a system that
excludes this pattern

This set represents a small subset of the potential range of patterns that could be identified. However, these are sufficient to
illustrate the opportunities to re-imagine the public transport
system. Some patterns (or aspects thereof) can be regarded as
desirable and so are a good start for any ideation around new
designs.
Local access to the public transport service is a desirable
characteristic2 . Regularity in scheduling of services could
also be a property worth retaining, although an on-demand
option might explain the popularity of ride-sharing services.
The funnels created by boarding rules, on the other hand,
are a problematic pattern and one that potentially introduces
inefficiencies. The packing pattern is potentially beneficial to
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the system in that it allows it to scale to handle large numbers
of passengers, but is also unpleasant to those packed into
standing only space during long rush-hour journeys.
Solutions that focus on the scheduling pattern have made
use of many of the technologies covered in previous chapters.
We can focus on opportunities afforded by procedural technology by exploiting another of the patterns identified. Enforcing
the local access pattern could be achieved in new ways. A
network of pneumatic tubes on every street corner capable
of transporting and individually routing passengers around
the city might be one solution, albeit one that would require
a significant building effort. These could be routed underground to avoid clashing with existing structures. This has
some similarity to other recent proposals involving hyperloops
of high speed underground magnetically levitated trains moving through vacuum filled3 tunnels. Another variation on the
theme involves discarding the packing pattern, and proposing small buses, each capable of holding a single individual
that navigate from home to nearest hub, before assembling
themselves into a convoy and travelling together as a logical
omnibus. This conjoined vehicle could then benefit from some
of the advantages in route access that are enjoyed by public
transport systems. Individual elements could then reroute at
hubs, simplifying the change from one route to another.
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Assuming it was possible
to fill a tunnel with a
vacuum.

Working with Procedural Technology

The goal with procedural technology is to work smarter, not
harder. These are all ways of doing work that don’t involve
sustained human effort. If we invest in the initial expertise
and effort required to create a procedure that does something
for us then we can get away from having to do tasks that are
repetitive or boring. Instead we can focus on what humans are
good at which is being creative.
The instructions that we use typically are applied to computers. Instructions run on anything that follows instructions.
So we can give those instructions to humans as well, and get
procedural content generated that way.

Work smarter not harder.
If there is a repetitive task
to be performed while
creating or maintaining
your product then you
may be able to perform it
procedurally.
Procedures are sets of
instructions. They can
apply to computers or
crowds.
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Even if you don’t know
how to do something, you
can still use procedural
approaches if you know
what you want.

Optimization algorithms can be used if you don’t know
how to program or if you don’t know how to solve a particular
problem. As long as you can specify what the goal is then the
optimization process can get you closer to what you want.

10
Pervasive and Ubiquitous Computing
This chapter reveals the opportunities associated with pervasive and ubiquitous computing technologies. There are
computing technologies that are everywhere, and part of
everything that we do. Everyone reading this book has been
exposed to computational technologies, perhaps in the form
of the device you’re reading this on, or via a nearby mobile
phone that you’re using to stay connected in the lulls between
paragraphs. Specifically with these technologies we are considering the opportunities resulting from embedding computational and communication elements into everyday objects to
produce creative technology products.
Take as an example, a chair that you might be sitting on.
Chairs are not normally great conversationalists but they
could be enhanced to talk to you. Your chair can give you
useful information, for example how much you weigh. It could
learn from you, perhaps remembering your preferred height
for the seat. It can then communicate with other chairs, to
ensure they also know what you like. You might be able to
negotiate for a service, such as booking the seat. The chair
might agree not to support anyone but you.
Now think about a world where everything around you is
intelligent and capable of having such conversations. Everyday
objects can sense events and share that information with you.
These objects have the ability to act on the world around you,

Opportunities are offered
by embedding computational and communication
elements in everyday
objects.
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This has a number of
consequences:
• Objects become
self-aware. They
understand their own
properties and can
negotiate directly with
potential users or other
objects. An Internet of
Things.
• Negotiations occur
directly with the object
so interactions are local
and not dependent
on remote objects or
central control.
• Data can be shared
between objects so
objects can start to
work together. Their
combined sensors can
be fused to create a
sensor network.
• Wearable objects
are dedicated to
monitoring their
wearer and supporting
their user experience.
• Computers support
activities rather than
dictate them.
Pervasive computing
focuses on building
systems and services out of
these computational motes.
Ubiquitous computing
focuses on improving
human experience.
Other terms: ambient
intelligence, smart dust,
everyware, physical computing, form of augmented
reality, persistent reality,
context aware, tangible
computing.

and motivations of their own. This is the world of pervasive
and ubiquitous computing.
The consequences of this technology may sound like bad
science fiction but are becoming increasingly common in
everyday life. Self-aware objects are not managed by a central authority but instead can resolve issues by negotiating
amongst themselves. A venue (full of chairs) might sense that
it is not being fully used at a particular time and reconfigure
itself to allow excess capacity to be reallocated.
Every object utilizing pervasive computing technologies
is capable of communicating and making decisions. In one
variation, all these objects are on the Internet resulting in an
Internet of Things. Since we negotiate directly with individual
objects we can avoid bottlenecks associated with centralized
services. Objects can interact with one another leading to
opportunities resulting from such self-organization. Chairs
might feel an imperative to be useful, and perhaps relocate
themselves to where they are needed.
The goal is now to build the computing technology infrastructure. Ideally this is not to manage what you do, but rather
to facilitate what you can do with it.
Pervasive and ubiquitous computing sound like different
words for the same concept. Pervasive computing concentrates on how we build an infrastructure of computing that is
spread throughout the environment. Ubiquitous computing,
on the other hand, deals with the user experience. It explores
the way life would change if we have such a pervasive infrastructure. There are other words associated with these sorts
of technologies. They indicate the different ways in which
opportunities utilizing these ideas are perceived. Ambient
intelligence regards the space around you as being smart and
capable of meaningful interaction. Smart dust consists of very
small microprocessors that we can dust over everything in
order to make objects self-aware. Physical computing involves
using the physical infrastructure around you to satisfy your
computing needs. Persistent reality provides an alternative
computational reality that maintains coherence throughout
time, as pervasive reality exists throughout space. Tangible
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computing involves interacting with your computing environment through the objects that you touch and interact with
physically.

10.1

User experience

Ubiquitous computing is very much about the user experience
[
Rautela (2018)]. The user experience relates to how the
user perceives the process of interacting with the system or
product. Building products incorporating creative designs
using advanced technologies is an admirable goal on its own,
but ultimately the products must be useful for something. If
people don’t like using them then they are not good products.
The product must provide an effective user experience.
User experience relates to how the
user perceives the process of interacting with a system. This will include
aspects relating to:
usability: does it support the tasks that
will actually need to be done using the
system. Map out the sequence of steps
Silhouette of Man Climbing Hill at Night
required by common operations and
Photo by Pixabay from Pexels
support these flows efficiently.
human computer interaction: consider
the types of interface that will be
provided between human and computer. There are many traditional
elements used to construct screen based graphical user interface elements, but consider the opportunities for novel interfaces for creative
technology products.
ergonomics: ensure that humans are efficient (and safe) when working
with the product both physically and cognitively.
accessibility: works for everyone, including those with disabilities,
but also be aware of other differences in needs of users (different
equipment, levels of connectivity).
design: consider the sequence of interactions required to achieve
particular goals.
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User experience focused design means we have to achieve
a number of requirements. We have to make a product that is
usable. That involves understanding the experience. A smartphone doesn’t require hundreds of buttons to be usable. In fact
many have very few physical buttons. What is important the
sequence of steps that you want to take when doing anything
with them. As long as the device anticipates the next operation
that you want to do and makes it easy to access when you
need it then it is usable.
The form of interface is relevant to the user experience.
Smartphones are interesting because they are relatively new
technologies, and can readily be compared to their predecessors: computers with separate screens and keyboards.
Smartphones use a completely different paradigm that eliminates the keyboard, or alternatively combines display and
input device. Gradually applications are adapting their user
interface, from on-screen keyboards to more appropriate forms
of interaction. In the same way, our smart chairs will have a
user interface that is appropriate to what we want to do with
these chairs. Assuming the chair has the ability to sense your
weight, a potential interface might involve various forms of
weight shift. However there may be other forms of interface
that develop as we realise the opportunities and uses for these
smart chairs.
The user experience needs to be comfortable and safe, and
needs work for everybody regardless of personal variations.
Smartphone interfaces need to take devices of different sizes
into account. Some users have big fingers that make accurate
touch difficult, while others have small hands that make it
harder to reach across the screen. Performing input on the
screen also means that regions of the screen will not be visible
while the user is reaching for a control at that location. When
we create a product we need to consider these potential issues.
One way to identify them is to evaluate the user experience throughout the design process. The best insights can be
achieved when you actually see for yourself what happens
when you design a user interface, put it in front of somebody
else and say use it. Don’t give your test subjects any more in-
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structions than that. What they then look for and do will surprise you! It is practically guaranteed that nothing ever works
the first time. The user interface that you see on successful applications has typically been through multiple iterations. Each
variation has built on a previous version in response to testing.
While we would like to do it right the first time, that is not
going to happen with a user interface design and it is better
to develop the skills that help us figure out what is wrong and
how to get it right.
The user experience tests need to be designed for each experience. They need to match the story for the stakeholder.
Everyone has a story such as ‘arose from humble beginnings,
strove to achieve greatness by designing and developing creative technology products. Launched product after repeated
user experience evaluations, and received adulation across
the world.’ That’s the heroes journey and everybody is a hero
in their own story. So when you’re designing something for
somebody you want to make sure that it is about them. The
person whose job it is to enter the data into the application is
not just a spear carrier but also wants to be regarded as being as important as those who are managing the company.
They are also likely to be more frequent users of your product
than the managing director, and the success of your product
is dependent on how effectively they are able to work with it.
When you’re designing the product you want to think about
the stories of all of these people. Their stories also make them
a focus for the product and so the product becomes something that enhances their journey. Your creative technology
product should improve the life, or the work flow, of everybody that uses it. Products have failed in the past because they
have made life slightly less pleasant for some role that was
overlooked during the design.
Product design captures everybody’s stories by developing
personas; the stereotypical characters that are going to be using our products. One persona might be the user, the person
that will be carrying this product around every day. Developing the persona involves working out the particular task these
users do, describing their hopes and dreams (figuratively)
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Ideally design it correctly
in the first place (consider
user experience at this
stage) but then evaluate
and validate that it works
as expected.
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but establishing what they need to do with the product and
ensuring they get a great experience while doing so.
There will be other personas involved as well. They might
be the people who have to administer the product, look after
the database, or help support the people who are going to be
using it. They could be the people who are going to be in the
same social network as those using your product. They’re going to have their own influence on what you design. Identify
these different categories and work out what the journey is
for each one of them. The product is not just a collection of
hardware or a set of features. It is the collective stories of the
people using it. User experience testing needs to validate that
the stories for each persona have a happy ending.
One particular counter-example is motivated by a recent
design trend observed. Consider a persona of a new customer wanting to find out more about your service. A positive story would involve being introduced to the features of
your product, possibly through a step-by-step tutorial that
demonstrates key features and provides immediate value to
the customer, including getting them to be invested and productive with your service as quickly as possible. An anti-story
involves a dark pattern that immediately takes the user to
an account creation step, before they even know what the
product does. There they are subjected to a lengthy process of
trying to pick a user name that hasn’t been used by someone
else on the site and eventually allocating them some arbitrary
sequence of letters and numbers, making them select a password according to a set of rules that are gradually revealed by
each failed attempt, subjecting them to a process to determine
if they are significantly different to a robot and then invoking
a two-factor validation stage aimed at capturing additional
personal information. Such a sign-up process may be appropriate if your product actually needs to track the user across
multiple devices but could be placed at the appropriate stage of
the user’s journey. Most likely though this sign-up process is
included through unthinking adherence to patterns witnessed
in other products.
User experience design and evaluation can be conducted
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using wire-framing or paper prototyping. Rather than waiting
until all the elements of the product have been completed,
take the partially completed pieces and connect them together
with tape and string (also figuratively). The user interface can
be sketched out on a piece of paper. Draw the buttons and
scribble labels on them. When you do your user testing you
put that piece of paper in front of the user and ask them to
pretend it is a smartphone or application window or a really
cool virtual reality device. When they put their finger on the
button you can say ‘beep’. This is a form of the Wizard of Oz
process, based on a children’s story where the heroes meet a
magical character. They then discover the magic is faked by
someone standing behind a curtain making noises and pulling
ropes to make the props move to produce fake magical effects.
The same applies to prototype testing. We want to make it
appear as if the final product is there, even if we have to make
the magic happen by faking it. That way the user can get some
idea of what the experience is going to be like and can give
you some meaningful feedback.
There is another form of testing that is less directly useful
for product prototypes, but frequently used when enhancing
a product that has already been released. The design team
might suggest an improvement to one aspect of the product.
You then select a portion of your existing customers and give
them access to the updated product, version A. The remainder
stay with the current version which we can call version B.
Once you’ve established which group is happiest then roll that
version out to everybody. This is A/B testing, comparing two
versions that differ in only one aspect.
When doing a diagnostic evaluation there is a recommended process to avoid biasing the results. If you put your prototype in front of people and collect their feedback you have
to be very careful to avoid encouraging them to do what you
want them to do. This could be as subtle as phrasing questions in a certain way, or even just in your body language.
What you can do is to provide only instructions that are written down. Define goals or tasks to be completed, rather than
providing step-by-step instructions. This ensures that each of
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Design and Testing
strategies:
• Storytelling: tell the
story of the user’s
experience, typically
using a Hero’s Journey
to focus on the user,
their experience and
their journey. Related
to personas where we
identify the categories
of user and describe
their hopes, needs and
desires. This produces
better communication
between team members
than traditional
documentation.
• Wireframing and paper
prototyping: build your
interface elements
out of sketches on
paper, and cut them
out to provide a mockup of the process.
Related to Wizard of
Oz testing where a
human (perhaps behind
a curtain) provides
the responses that the
proposed system would
provide.
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Design and Testing
strategies:
• A/B Testing: When
trying out variations of
a particular interface
element, provide the
interface with one
option (A) to half the
test subjects, and the
interface with the other
option (B) to the other
half.
• Diagnostic evaluation:
test the prototype on a
group of typical users,
taking care not to
influence them. Users
are encouraged to talk
aloud to share their
interpretation of the
experience. Sessions
are video recorded so
they can be shown to
the development team.

your test subjects has exactly the same experience. You can
set up a video camera to watch them and record their actions
for later analysis by the rest of the design team. Ask your test
subjects to speak their thoughts out loud so that the evaluation
can capture what they’re thinking and how they are reasoning
about using the product. Then we stand back and keep quiet.
When your test subjects get stuck, or when they push the
wrong button, don’t give in to the temptation to intervene
and tell them what to do. That is influencing your test subjects, and loses the opportunity for you to discover how your
users perceive your product. You want to discover exactly
how people are taking their journey through your particular
product because that is the scenario that occurs when that
product is released commercially. They’re not going to have
you standing by to help. Instead they’re going to be dealing
with it by themselves. If your test subjects ask a question then
you can answer it but try to avoid providing more information
than is actually asked for. If they get completely lost then that
is itself already a useful outcome and you can move onto the
next task.
The tests help discover the sequence of steps in the journey
that people take. They might have other goals they want to
achieve with the product. If you don’t tell them how they
should use it then you will discover how they will be using
it. The video recording lets you take the results back to your
team. The design and development team may get exasperated
at the recording of the test subject and think ‘What an idiot.
Why couldn’t they find that button’, but when they get over
that part they realize that this is an opportunity to improve the
product to fit the user’s story. The goal is to make the product
usable. It is not the user’s problem to figure out how to make it
work for them.

10.2

User experience case studies

Case studies of user experience designs can be quite informative in showing other perspectives on what could be considered
as an intuitive design, and also to learn from issues identified
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in these cases.
Creating a bank for the 21st century could be a challenge.
Presumably we would move away from big buildings where
we stand in long lines and deal with tellers hidden behind
secure barriers. We might identify the purpose of a bank as
being to track of how much money you’ve got, and help you
have some fun while spending it. One design would be for a
mobile only bank [
Kreger (2016)]. This avoids the need for
interacting with other people and now the bank exists solely
on your mobile phone.
Consider how we could enhance the experience further by
using some other technologies creatively. Use of blockchain
(see section 10.9 later in this chapter) might be an option. We
could make banking enjoyable by introducing some gamelike elements. These might involve some social aspects, such
competing with a friend to achieve particular banking goals.
Behaviour modification techniques, such as nudge theory,
could also be included. Artificial intelligence could be used
to provide robo-financial advice. Voice processing and other
forms of activity recognition could be used as security features.
Other suggestions include instant infographics to reveal
your spending habits. The ability to very quickly transfer
money between you and your friends helps resolve those
incidental social debts, and cunningly work banking strategies
into these interactions as a form of social capital.
Fitness trackers are sensors in need of a purpose. Assuming
the goal is to encourage people to stay physically fit, how
would you design a product or an experience that encourages
people? Start with identifying the personas [
Wang (2017)].
There is the fitness freak, the couch potato and the person
who is so busy that they can’t get around to it. Someone in
the latter category might have a story that involves a full time
job so during the day is not going to be able to go to the gym.
They desire to be fit so occasionally indulges in gym on the
weekends but also has friends that they would like to interact
with instead.
A design for this persona might provide a score for every
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time they exercised. Some form of reward would be provided
to make the process enjoyable. These are the sorts of rough
ideas that would be worth validating through user experience
testing so that the design could be further improved.
If we were going to design ourselves a smart home assistant
then you might want to think about how people engage with
your product over time. Their journey starts when they first
see the product [
Niggl (2018)]. This is the time at which
most testing and user experience evaluation would be done.
The goal is to get that person to believe in the product enough
to actually start using it. Something like a home assistant that
controls aspects of your home is going to be there for the long
term. The value that it adds at later stages is also crucial and
much harder to test during development.
The journey involves deciding what has to be done right on
the first day and how much extra support is provided by the
interface during early stages. Then, after a while, you want
to stop nagging the user because they’re starting to pick up
on how to use it. Then you want to get to a point where you
start providing additional opportunities. The product doesn’t
remain the same throughout its lifetime. It recognizes where
you are in terms of usage. Once you are comfortable with the
core functionality then perhaps it is a good time to introduce
some of the extra features that are available. Once the device is
trusted enough to turn up your thermostat then explain that it
can warm up the house for you just before you get out of bed
and so you don’t get cold toes walking on a freezing floor.
An application or product that works for people who
can’t see is an opportunity for some creative use of technology [
Jagniatkowski (2018)]. A lot of the previous examples are based on visual interfaces. There is a smartphone
with its screen that is used for interaction. Some of the technologies described previously can be used for presenting through
other modalities. In this case the goal is to help a blind person
navigate through a subway station. We want to make sure
that we provide the best possible experience by effectively
integrating the technologies involved.
Location technologies are required. Beacon devices based
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on Bluetooth or other wireless technologies are more appropriate underground than GPS which won’t work in subway
stations. However even these are not perfectly precise. So
instead of being able to say ‘take three steps to your left and
you’ll find the door’ the instructions have to be given in a way
that accommodates the limits of the technology. Referring to
the zone or region that the user is in is more helpful.
The other insight that came back from the user testing in
this case was to keep the instructions short. For the instructions to be valid, the message needs to complete before the
person has walked through the zone and out the other side.
This solution is also going to be used every day. The users
are going to hear the same instructions over and over again.
At some point they just need to be short cues to confirm that
the user has reached a known point on route to a familiar
destination.

10.3

Boring pervasive computing examples
• Smartphones.

Having considered the user experience aspect of a creative
technology product that pervades our environment, let’s get
back to examples of pervasive computing. Pervasive computing is now quite common.
Smart homes are a common example, with applications
such as supporting the elderly. When somebody is living
by themselves technology helps track if they have a fall or
otherwise need to summon assistance. Smart traffic lights
detect traffic so they can adapt to clear backlogs, or to avoid
changing if there is no traffic on side roads. In parking lots,
cars can be directed to vacant spaces. Sports equipment can
sense actions, so smart golf clubs may be able to give you
information about the quality of your swing.
These examples are useful but fairly straightforward applications resulting from embedding sensing and computing
facilities in everyday objects.

• Smart homes (e.g.
assisting the elderly).
• Home assistants.
• Fitbit.
• Smart traffic lights.
• Smart parking lots
(empty bays can
communicate with
cars).
• Smart sport equipment with embedded
sensors.
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10.4

Crowdsensing: collect the
sensor data from individual
smartphones and share
this to create a useful data
set. Open street maps:
OSMF (2019)]
[
Drone swarms: swarm
robotics allows multiple
devices to cooperate to
complete a particular task
[
Intel (2016)].

Imaginative pervasive computing examples

The previous examples are evidence that pervasive computing is starting to become a reality. There are objects in your
environment that are now becoming smart. They can communicate with you, can negotiate and adapt their behaviour, can
provide information and can respond to actions that you take.
There are a range of interesting and imaginative examples of
pervasive computing which haven’t yet become widespread.
One opportunity is to have inexpensive and simple machines but just use more of them. The robo-bee is a flying
robot that weighs a fraction of a gram [
cplai (2013)]. Their
value is having them operate as a swarm, working in a large
groups on a coordinated activity. Potential applications include
assembling buildings, searching and mapping out areas or
finding missing people during a disaster.
Swarming behaviour adds value to those large numbers of
objects that are already mobile. We already know some of the
benefits of the swarms that have been observed in nature.
Imagine we had a large number of mobile robots. Let’s call
them ‘humans’ and suppose that they had various computing and communication facilities built into them, perhaps as
smartphones in their pockets. These are capable of sensing
their environment and monitoring their location (they have
GPS enabled). You could take the collection of all the paths
followed by these ‘human’ robots and compile them into one
huge database. This would represent all the places you could
visit and the paths along which you could actually travel. We
could then call that information OpenStreetMap.
New forms of display can be created by a swarm of drones.
In a dark sky, the colour of the light emitted by each drone
can be controlled to collectively present images. As with
normal displays, individual pixels can change colour. Unlike
traditional displays, the individual pixels can change position.
The display need not be 2D either, but can take advantage of
opportunities to move around in a 3D volume to produce a
volumetric display with elements at different depths.
Smart cars could potentially reason about where they are,
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and what they are doing. In rush hour they find other cars that
also travel about the same time because the drivers have to
get to work at the same time. The vehicles could learn about
one another, make friends and start sharing details of traffic
conditions knowing what routes are likely to be of interest to
their occupants.
Similar opportunities arise with museum tours. Smartphones could pick up the fact that other people are following
the same trail and visiting similar exhibits. This could be an
opportunity for an introduction based on common interests.
Alternatively it could recognize what subjects are most of
interest to you and direct you to other locations with similar
content. For those not wanting to be provided with just educational content, there are opportunities to change the form
of presentation, to make it a game or to focus on other themes
that connect various exhibits.
The building itself can learn about you and respond. Measuring the occupancy levels in a rooms can be used to adapt
the level of air conditioning, perhaps by using carbon dioxide
sensors. LED lighting can actually run in reverse, so not only
emit light but can sense the amount of light in the room itself.
Variations in the light received is caused by people moving
around and can be used to count the number of people in the
room. Stadiums use the number of attempts (by smartphones)
to connect to Wi-Fi access points to monitor crowding.

10.5
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Vehicle social networks
resulting from communication between cars
when they are close to one
another. Develop relationships between commuters
who travel routes regularly, but also share road
condition, traffic control
and hazard information.
Automatic pairing of
equipment when it detects
that it is sharing motion
with you (picking up an
electronic tourist guide,
shopping basket or fitness
equipment).
Recommender systems
for museum exhibits that
respond to which artifacts
you’ve visited and how
you’ve interacted with
them.

Occupancy aware rooms
using estimates based on
carbon dioxide sensors,
or by using light sensing
properties in LED lights to
measure changes in reflected light. Overcrowding
detection based on requests
for Wi-Fi access.

Wireless sensor networks

A wireless sensor network is a relatively recent technology.
It is theoretically possible to create very small computers,
much smaller than the Arduino devices discussed previously in
section 7.6. At that size these devices are not a very powerful
as computers but are only a fraction of a millimetre in size.
While the silicon for this circuit is being created, it is possible
to add in a few sensors also made on the same silicon wafer,
and provide a power source such as a solar panel because that
can be made from silicon as well. A short distance radio and
antenna could also be etched into the silicon. All this can be

Built of small “nodes”
each with computational,
communication and
sensing capability.
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Individually cheap with
limited functionality, value
comes from their combined
behaviour.

Uses: wearable nodes
for health monitoring,
forest fire detection,
water quality monitoring,
checking structural
integrity of buildings, herd
monitoring.

Wireless sensor networks
are operated differently to
traditional computing and
sensing systems since:
• individual nodes are
unreliable.
• they may be placed
randomly (sometimes
just painted on).
• no single node has
capacity to monitor the
whole network.
• only have enough
power to communicate
to a few nearby
neighbours.

manufactured on the same chip. It then becomes possible to
make thousands of these devices costing less than a couple of
cents each.
Then we mix these into a pot of paint and paint the walls
with them. Now you’ve got a smart wall. Suppose the paint
is applied to a bridge and the sensors on each of the computational nodes were able to measure stress at that point. Each
of these nodes can talk to one another. If one experiences a
lot of stress it could pass that message on. Anybody who was
connected to one of the other nodes on the bridge would then
receive that message, and thus be able to monitor the structural integrity of the bridge as a whole. Even if any of these
nodes fails the system as a whole carries on working because
there is a such large amount of redundancy in this system.
Bridge monitoring is one useful application. Another option
is to take these sensor nodes and drop them out of aircraft
across big open areas. When they starting relaying a message saying ‘Help! I’m on fire.’ then it becomes possible to
track forest fires. Again this involves the node that is on fire
talking to its neighbours who then pass the message to their
neighbours and so on until it reaches a monitoring point.
These wireless sensor networks embody a new paradigm
of computing. Instead of having to have very expensive high
quality computers we can get better results with very cheap,
low quality computers and sensors as long as we have lots
of them. Systems are built on the assumption that lots of
the individual pieces are going to fail. As a result these are
built with significant levels of redundancy and with software
systems designed to be incredibly robust. Consequently the
system is fault tolerant. Part of the benefit of pervasive and
ubiquitous computing is that we don’t have to rely on any
centralized service which represents a potential bottleneck and
a single point of failure.

10.6

Decentralization

So how do these resilient algorithms work, those that run
on wireless sensor networks? As an illustration consider the
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problem of synchronizing watches. One way of making sure
all of our clocks are synchronized is to put a clock up on the
wall, and tell everybody to adjust their time so that it matches
the clock. This relies on a centralized service; the clock on the
wall in this case. We want a robust and decentralized process
for achieving the same result that would work on scattered
wireless sensors nodes only able to communicate with a few
neighbours and with no pre-planned structure.
Suppose each node sent its own time value out to its neighbours at regular intervals. As the same time it also listens
out for times coming from each of its neighbours. It then sets
its own clock to be the average of all the time values that it
has received. After a while all the clocks across every node
will start getting into step. This applies to all the nodes in the
network, not just those in the immediate vicinity, because
as neighbours start to synchronize, so will neighbours of
neighbours. The network has managed to achieve agreement
without having to provide a central timepiece or anything
to coordinate the process or even needing to communicate
with everybody at once. This process of sharing with just
local neighbours and aggregating what they send is used to
coordinate other actions in the network as well.
A similar resilient algorithm is based on the behaviour of
ants. When ants search for food they start off at some point,
usually the nest. They then wander randomly leaving a trail of
pheromones (a chemical marker) behind them. This continues
until one ant stumbles across some food. It then follows its
pheromone trail back home, continuing to drop pheromone
on the way back. The trail gets reinforced with the second
journey. Other ants will see the stronger trail and start to
follow it. As they find the food and retrace their steps the trail
gets more pheromone and more clearly defined.
Pheromone also evaporates. Ants need to continue to
wander back and forth along to trail to ensure it stays well
defined. Some of the ants are a bit unreliable. They may
wander off the trail. However if they then stumble back onto
a later section of the trail they can continue to follow it. If
the path they took was a short cut then the pheromone they
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How to build fault tolerant
systems?
• Assume everything is
unreliable to start with.
• Make changes to
ensure a local criterion
is satisfied.
• Propagate details
of these changes
outwards.
• Adapt local conditions
to suit information
received from other
areas (positive and
negative feedback, and
randomness).

This process runs continuously even when the
system has reached a stable
state. Thus it still responds
if any part of it is damaged.
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Examples of decentralization. A synchronized clock in a wireless sensor
network involves setting your time to
the average of your neighbours. You
then also broadcast your own time at
random intervals.
Routing on networks can be based on
ant stigmergy. Initially send packets to
a random neighbour. If a packet does
reach a destination increase a value
at each node along the path (for that
neighbour when sending to that destination). This is equivalent to depositing
pheromone. In future send packets
Colony of Ants on Wooden Plank
Photo by Pixabay from Pexels
along paths based on highest pheromone levels. Decrease the pheromone
level with time when not used, and
occasionally send a packet to a random neighbour in case it finds a
shorter path.
Crowdsourcing an image recognition problem is achieved by providing an image classification problem as a CAPTCHA. Some images
you already know the answer to (from previous rounds). If the user
gets these right, then increase trust in classification for the remaining
images. If these results are consistent across a number of users, then
accept the classification [
Liu (2018)].

left behind will have had less time to evaporate, so other ants
might prefer that route as well. This continues with windy
sections of the trail being replaced with shorter routes until
eventually the ants have found the optimum path between
nest and food. This is impressive because none of those ants
were aware what they’re doing. They just follow the strongest
pheromone trail most of the time, and wander randomly otherwise. Just as they found the best path through that process
wireless sensor networks are able to find quality solutions to
problems without any central coordination, and without any
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individual node understanding the whole problem.

10.7

Software agents

Software agents are programs that are delegated to make
decisions on your behalf. This allows you to offload the task
of negotiating with the autonomous objects resulting from a
ubiquitous computing environment.
A software agent is a program that
acts on the behalf of a human. This
may automatically share information
or collect data from the surrounding
pervasive devices. Such agents include:
Intelligent agents using artificial intelligence to make decisions or reason on
behalf of the human.
Distributed and mobile agents that
operate on remote devices and can
move from device to device to achieve
their purpose (e.g. to search for information).
Autonomous agents that have a particPerson Wearing Silver Headset Smiling
Photo by Public Domain Pictures from Pexels
ular goal and make their own decisions
on how to achieve this.
Buyer agents that might engage in
commercial transactions on behalf of the human.

10.8

Wearables

Smart clothing can incorporate multiple devices communicating with one another using your body as the network. For
example, they may conduct the signal over the surface of your
skin. This might be useful if you need particular forms of medication. Various devices come as a little patch that sticks on the
arm, such as a blood sugar level monitor for diabetics. There
are other devices including those that you can swallow. Your
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The elements of a pervasive computing environment can be part of
our personal environment. These include activity trackers and other smart
devices using watch form factors.
Smart clothing includes sensors to
monitor health, actuators such as
Blue and Gray Stethoscope
vibration motors to provide informPhoto by Negative Space from Pexels
ation, touch sensitive areas to act as
controls for devices, ability to change
appearance (colour, light). Equipment is typically designed to survive washing and folding such as conductive threads woven into the
fabric.
Personal area networks use wireless communication protocols such
as Bluetooth, or use transmission on and inside the body. Personal
augmentation includes glasses for the blind that connect them to
a (human) agent on request for assistance [
Corp. (2019)]. Categories of medication devices are external (blood sugar sensor
patch [
Nemaura (2016)], breast cancer bra insert monitoring temperature levels, baby monitoring sock) and internal (Pill
cam [
Medtronic (2019)]).

wearable network might include devices that are actually inside you. All of these devices communicate in order to monitor
your health or to diagnose conditions.

10.9

How would you pay for
the services received? The
currency would also need
to be decentralized.

Blockchain and Bitcoin

Supposing that we might have to pay in order to interact with
our pervasive and ubiquitous computing equipped objects.
In the future your chair won’t provide you seating for free
and you’re going to have to pay for it. A decentralized currency like Bitcoin might work to handle that. Bitcoin using
blockchain, which itself involves particular technologies.
Public and private keys are used in a form of encryption
that allows secret communication without having a shared
password. Instead you have two passwords. One is kept
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private and only known to its owner. The other linked key
is shared with everybody else. The process has particular
properties. If I encrypt something with my own secret password then everybody can actually decrypt it when they use
the other public password. This is used for signing documents
because only the person with the secret (private) key could
have created that document in the first place. Everyone else
can verify who signed it.
The other operation involves encrypting a message with
someone else’s public key. Only the person that it is destined
for has the private key that could decrypt it. This provides a
way of sending secret messages.
Blockchain is a set of records. Each record is signed so
nobody can change it. Each record keeps track of the previous
block so that nobody can change the previous block or the
block before that, all the way back to the beginning. This
defines a ledger that everybody agrees on, even though there
is no central bank any more.
Bitcoin is created using such a blockchain. Each block
stores the details of transaction involving the coins, such as
‘Bob bought three Bitcoins from Carol’. Once these are signed
then the transaction cannot change and the transaction is
committed. There is one more ingredient that provides the
value behind Bitcoin. The process of signing involves large
amounts of computation that takes lots of time to do. You add
value to your Bitcoin by using up electricity. Bitcoin turns
energy into value.
Making use of only the public and private keys ensures that
no names or other identity information is included. So there
is no identity associated with any of these coins. It is purely
based on anonymous keys that are specific to each person
involved.

10.10

Actually Doing Pervasive and Ubiquitous Computing

This section describes how we might apply one particular
process covered in this section to our developing product; spe-
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Needs asymmetric cryptography:
• involves a public key
and private key pair.
Everyone can see the
public key but only the
owner has the private
key.
• Anything encrypted
with the private key
can be decrypted with
the public key. This is
used to create digital
signatures that only
one person could have
created but everyone
can verify.
• Anything encrypted
with the public key can
only be decrypted with
the private key. This
is used by anybody to
send secret messages
to the owner of the
private key.
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Blockchains keep a series
of records (such as financial transactions) in a way
that is very hard to tamper
with.
• Each block is digitally
signed. Once a digital
signature has been
added, it is hard to
change the contents
of the block without
invalidating the
signature.
• Each block stores
the signature of the
previous block. Thus
anyone can check all
transactions right back
to the first one.
• New blocks can be
added provided the
nodes in the network
achieve consensus (so
no need for a central
authority).
• This is useful for any
purpose that requires
keeping a decentralized
shared record of a
series of events (e.g.
smart contracts).

cifically the user experience evaluation of the prototype. We
need to draw up a script to use during the evaluation that will
instruct the user on what to do. This must be written down
so that the same process can be repeated for each successive
user, to avoid adding variation just because the instructions
get changed from subject to subject.
The overall goal of the product is to get public transport
to run on schedule. This is likely too ambitious a task for any
individual to achieve with the product, since our strategy
involves shaping behaviours of passengers and drivers through
a range of components that we’ve developed in the preceding
chapters. More achievable tasks include:
• Use the product to determine the appropriate place to
stand on the platform. This could potentially be achieved
using the augmented reality markers, following some of
the game rules, or through the use of the Arduino based
person detector. Assuming our product is well designed,
we should not need to specify how to complete this task,
but can observe which strategies are most favoured by the
users.
• Rate the driver. This is a more specific task that would involve assessing the journey experience and then navigating
the user interface to assign a score to the driver. This can
still provide insight into the reasoning used which might
help decide whether our social networking component is
receiving appropriate information.
• Select a product. Ideally we would also like to test the viral
technologies in our product. These are intended to trigger
based on prior exposure to the product, or its marketing so
would not be a fair task to undertake with users that have
no previous exposure to the product. A more reasonable
task would be to provide a number of alternative products,
and ask the user to select one. The user might have been
previously exposed to various cues such as trigger colours
or objects, have previously watched an information video
or read a particular set of reviews from influencers on a
(made-up) web site.
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Note that these tasks are described quite generally. Under no
circumstances should the tasks be defined as a list of steps to
complete (such as a recipe). The evaluation is not intended to
test the user’s ability to follow instructions. Rather it measures
how well the product is suited to completing a particular story
that is relevant to the product, and the people using it.
The environment in which the user experience evaluation
takes place can contain a mock-up of the intended environment. These might be reproduced in an appropriate level of
detail, depending on the task. Wizard of Oz strategies could
also markings on the floor to support testing of movement patterns, while a set of triggers may be scattered around the room
when testing virality. The entire set of tasks should not take
more than about 15 minutes to avoid tiring the subjects out.
Cameras may be present in the room to record the evaluation
for later review by the development team.
The script should then consist of:
1. Welcome the subject, explaining that the goal is to evaluate
the product and not to test the user. Some icebreaker questions, about previous experience with similar products, are
a good way to get all parties relaxed.
2. Explain what information is being recorded, and ensure
that the subject gives permission. It can help to explain
what will be done with the recordings, and when they will
be deleted.
3. Advise the subject that we need to understand their
thought processes and ask them to speak aloud throughout the evaluation. The video cameras can then also record
this.
4. Define each task, and ask the subject to complete it. It may
help to write the tasks down, so the subject can refer to
them as needed. Don’t interfere any further in the process.
In particular don’t hover, and offer explicit (or implicit) cues
about how use of the product should be progressing. If the
subject gets completely stuck, or asks for help then provide
minimal instructions to get them back on track (and make
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Bitcoin uses blockchain by:
• Using the blocks to
store transactions who transferred money
to whom.
• Using a digital signature process that
requires significant
computing effort
(proof of work). This
ensures that it takes
time to produce valid
signed blocks and, as
a side effect, limits the
availability of the coins.
• Transactions are
identified by a wallet
identification protected
by a private key. Only
the owner of the
wallet can generate
the transaction, but
everyone can validate
that it comes from that
wallet.
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a note of what information was provided). If all else fails,
suspend the task and move on to the next one.
It is also permissible to discuss the evaluation with the subjects after completing the task, to ask them to explain their
reasoning and to get any further insights they may offer.
All the information collected can then be presented to the
development team. This is an opportunity to question to the
subject’s sanity (in private) but ultimately to realize that issues
encountered need to be solved by the product and its interface.
Creative ideas that might help improve the product can be
evaluated in subsequent sessions.

10.11 Working with Pervasive and Ubiquitous
Computing
User experience is more than the interface on a screen but
needs to support the entire story of those wanting/needing/having to use the product.
Creative technology products may be distributed to pervade
the environment in which they are used. Interactions between
elements don’t all have to be human instigated. Nodes may interact with one another to achieve the purpose of the product.
Ubiquitous systems can innovate based on how they sense
the environment and how they share and combine this information. Centralized control is not a requirement. Robust
structures emerge from distributed and decentralized patterns.

11
Ethics
This chapter deals with the ethics of creative technologies.
Having achieved awesome and unbelievable power through
creativity and through technology we now face the dilemma:
what we’re going to do with that ability?
One of the original set of ethical guidelines is the Hippocratic oath, dating back a few thousand years. It is the oath
taken by doctors although these days they don’t take original
Greek form of the oath. There are some interesting elements of
the original that still persist in various forms. Modern doctors
use a contemporary version of the Hippocratic oath which
exists in several variations. Where the original had reference
to poisons and deadly drugs, modern versions refer to the
responsibilities involved in saving a life but also in taking it.

11.1

Ethical standards

Different professions have different codes of conduct. Of
particular relevance to this section are the different ethical
standards in use in professions related to various creative
technologies.
From the technology side, particularly computing related
technologies, the Association for Computing Machinery
(ACM) is the professional body. This organization has their
own professional code of conduct covering 18 points that they
believe represent the ethical issues confronting those working in this area. Some of the points most relevant to creative

204

shaun bangay

‘I swear by Apollo the physician and AEsculapius, and Health, and All-heal, and all
the gods and goddesses, that, according to
my ability and judgment, I will keep this
Oath and this stipulation - to reckon him
who taught me this Art equally dear to
me as my parents, to share my substance
Black Hippopotamus Laying on Ground during
Daytime
with him, and relieve his necessities if
Photo by Pixabay from Pexels
required; to look upon his offspring in the
same footing as my own brothers, and to
teach them this art, if they shall wish to
learn it, without fee or stipulation; and that by precept, lecture, and every
other mode of instruction, I will impart a knowledge of the Art to my own
sons, and those of my teachers, and to disciples bound by a stipulation and
oath according to the law of medicine, but to none others. I will follow that
system of regimen which, according to my ability and judgment, I consider
for the benefit of my patients, and abstain from whatever is deleterious and
mischievous. I will give no deadly medicine to any one if asked, nor suggest
any such counsel; and in like manner I will not give to a woman a pessary to
produce abortion. With purity and with holiness I will pass my life and practice my Art. I will not cut persons labouring under the stone, but will leave
this to be done by men who are practitioners of this work. Into whatever
houses I enter, I will go into them for the benefit of the sick, and will abstain
from every voluntary act of mischief and corruption; and, further, from the
seduction of females or males, of freemen and slaves. Whatever, in connection with my professional practice, or not in connection with it, I see or hear,
in the life of men, which ought not to be spoken of abroad, I will not divulge,
as reckoning that all such should be kept secret. While I continue to keep this
Oath unviolated, may it be granted to me to enjoy life and the practice of the
art, respected by all men, in all times. But should I trespass and violate this
Oath, may the reverse be my lot.’ [Eliot (1910)]

technologies are worth discussing, particularly for the purpose of identifying trends or behaviours common to different
organisations.
One key point, particularly relevant to disruptive technologies, is consideration for society and human well-being. A
creative technologist needs to be aware that decisions are not
just made for personal benefit or for that of an organization,
but that these may affect everybody across wider society. Creative technology products can, and do, have a global impact on
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ACM (Association for Computing Machinery) Code of Ethics and Professional
Conduct [
Gotterbarn et al. (2018)].
A computing professional should:
1. Contribute to society and to human
well-being, acknowledging that all people
are stakeholders in computing.
2. Avoid harm. Be honest and trustworthy.
Colorful Toothed Wheels
Photo by Digital Buggu from Pexels
Be fair and take action not to discriminate.
3. Respect the work required to produce
new ideas, inventions, creative works, and
computing artifacts.
4. Respect privacy. Honor confidentiality.
5. Strive to achieve high quality in both the processes and products of professional work. Maintain high standards of professional competence, conduct,
and ethical practice.
6. Know and respect existing rules pertaining to professional work. Accept
and provide appropriate professional review.
7. Give comprehensive and thorough evaluations of computer systems and
their impacts, including analysis of possible risks.
8. Perform work only in areas of competence.
9. Foster public awareness and understanding of computing, related technologies, and their consequences.
10. Access computing and communication resources only when authorized or
when compelled by the public good.
11. Design and implement systems that are robustly and usably secure.
12. Ensure that the public good is the central concern during all professional
computing work.
13. Articulate, encourage acceptance of, and evaluate fulfillment of social
responsibilities by members of the organization or group.
14. Manage personnel and resources to enhance the quality of working life.
15. Articulate, apply, and support policies and processes that reflect the
principles of the Code.
16. Create opportunities for members of the organization or group to grow as
professionals.
17. Use care when modifying or retiring systems.
18. Recognize and take special care of systems that become integrated into
the infrastructure of society.
This Code may be published without permission as long as it is not changed
in any way and it carries the copyright notice. Copyright (c) 2018 by the
Association for Computing Machinery.
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the lives of their users.
Another commandment requires respect for the work
required to produce new ideas, inventions, creative works,
and computing artefacts. That is likely directed to protect
intellectual property rights and discourage stealing of other
people’s stuff. There is a secondary aspect which one comes
to appreciate in practice, which is that developing creative
technology products does require skill and expertise which
takes time to acquire. Reading this book is a starting point but
only the first step in a longer process.
Taking special care of systems that will become integrated
into the infrastructure of society is where you realize the awesome power that you have been granted, and the responsibility
that comes with it. You might end up developing a smartphone
application that becomes the next Facebook, affecting billions
of people by the way in which it operates. There is significant
responsibility in having that power where even the slightest
misuse can have significant consequences. While not every
product, or product modification, will have that degree of impact it is still an ethical responsibility to consider potential
outcomes.
While the ACM provides the computing point of view, for
comparison the IEEE represents an engineering perspective.
The IEEE is the Institute of Electrical and Electronic Engineers and, being engineers, they have their own code of ethics [
IEEE (2019)]. Being more efficient they need only ten
guidelines in their ethical code. Some of these are particularly
relevant to creative technology product development practices.
As with the previous code provided by the ACM, consideration of health and welfare of the public is a part of ethical
practice, with an additional requirement to actively disclose
anything that you think might be harmful. Even when building something with good intentions any potentially hazardous
features should be disclosed instead of keeping them hidden
away.
Part of the process involves sharing knowledge to improve
understanding by individuals and society, particularly relating
to emerging technologies. This may help avoid rumours and
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misleading marketing although some of the truths around
intelligent systems can still be quite confronting for society.
Many technologies used in creative products are emerging
technologies and creative technology product development is
advancing their use in society.
Fair treatment, and not engaging in acts of discrimination is
a common standard across many organisations. It is relevant
to creative technology product design because it is surprisingly easy to inadvertently build in some form of advantage
for one group over another. Some examples are provided later
in this chapter.
Let’s not confine ethics to just computing and engineering.
Representing the creative and design sides is the Design Institute of Australia. Their code of ethics [
DIA (2019)] has
been condensed down to roughly 17 points. Designers are expected to act in their client’s interests. As creative technology
product developers you may be working on behalf of somebody else (your client) or you may be doing it as the basis for
our own entrepreneurial project.
A designer should avoid plagiarism. This rule is similar to
previous principles related to the protection of intellectual
property. Unlike other codes, design ethics includes restrictions on competition with other designers that might devalue
the profession. For example, if you give your services away
for free then you effectively deprive yourself and your fellow
professionals of business.
Most of these organizations expect you to agree to their
codes before becoming a member of that organization.

11.2

Ethical issues for AI: The Trolley Problem

How would your conscience actually stack up when faced
with some of the ethical considerations we are going to have
to deal with? Artificial intelligence has many ethical issues
associated with it. One of the better known ones is presented
as the trolley problem. You are in a tram speeding down the
road. There is a car stuck over the tram tracks containing five
people. They’re frantically banging on the windows because
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Activity:
• Spot trends (are there
common principles?).
• Are there any
guidelines missing
that would be relevant to a creative
technologist?
• Do you agree with
these? Would you
follow them?
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A tram is heading towards a car that
has broken down on the tracks. There
are five people in the car, who will not
have time to escape before the tram
hits. It is possible to divert the tram
onto another track where it will strike
a single unsuspecting pedestrian. What
do you do?

Do you:
• take the view that
saving the most people
should guide your
choice?
• take the view that
actively making a
decision makes you
responsible for the
outcome?

Grayscale Photography of Tram Near Buildings
Photo by Brett Sayles from Pexels

they can’t get out as the auto-locking has engaged and now
the car’s battery is flat. You have a switch which would allow
you to divert the tram onto a disused side track. However
on that track is a single person completely ignorant of the
situation happily sitting there (in the middle of the tracks!)
and enjoying their lunch. Your choice is to either flip that
switch and kill the one person, or take no action and kill five.
Lateral thinking solutions, like just stopping the tram, are
not allowed in this scenario. Someone will definitely die. The
ethical conundrum is the choice you have to make.
Before reading further, decide what you would do. Choose
between the five who are on the track and see the danger, and
the one who is safe unless you take action.
There is no perfect answer to this situation. It does provide
the opportunity to define the ethical principle that you would
use to justify your action. One choice is the Star Trek-like
principle where the needs of the many outweigh needs of the
few. The other approach is the ‘first do no harm’ concept often
erroneously attributed to the Hippocratic oath which might
suggest that taking an active role (flipping the switch) would
be unethical and that fate should take its course.
This challenge has actually been enacted in practice
[
Vsauce (2017)]. What is often not considered in the original scenario is the impact that the choice has on the person
who has to make the decision. Such experiments themselves
require ethical consideration. Researchers apply for ethics
approval prior to actually conducting any experiment like
this. The approval for something that involves a large amount
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of deception and that would cause stress for the participants
would be difficult to get and require significant levels of review.
The implicit ethical considerations involved in making
a choice for the trolley problem are further explored using
variations on the scenario. If the single person was old, had
lived a rich and satisfying life, and had only a short amount of
time left to live anyway, would that change your decision and
let you justify choosing to kill them? If the five people were in
some way deemed unworthy (often described as bank robbers
fleeing a heist) then perhaps their demise could be justified
as not being any loss to society. Alternatively, the action of
pressing a switch potentially separates the decision maker
from the action and the consequences. If you were required to
actually kill somebody yourself in order to save other people
would that make a difference? This is not unrelated to the
dilemma faced by the non-vegetarian: would you still eat meat
if you had to kill the animal yourself?

11.3

Autonomous vehicles

The trolley problem represents an issue faced by artificial
intelligence in scenarios where there is no solution and a
machine needs to make a choice based on moral and ethical
principles. This is a reality now that we have autonomous
vehicles. In March 2018 an autonomous vehicle hit somebody
and killed them.
Who is going to accept the responsibility for this? There
are six different parties who could potentially be involved.
The first is the company who was intending to develop these
vehicles because they’re going to make money from them.
There is the development team who are building this vehicle.
Since they built a vehicle that killed somebody they may have
done something wrong. There is the computer (assuming it
can accept responsibility) which was driving the car at the
time and is thus responsible for issues that a human driver
would be responsible for. There is a human backup driver
sitting in the driving seat with full access to override the
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How would your choice
change if:
• The single person is old
and has lived a rich and
satisfying life?
• The five people in the
car are bank robbers
escaping in their
getaway car?
• You instead had to
personally push a
person in front of the
tram to stop it hitting
the car (instead of
flipping a switch)?
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In March 2018 an autonomous
vehicle struck and killed a pedestrian [
NTSB (2018)]. Who is
responsible:
The company intending to develop and
profit from the vehicles.
The development team responsible for
building and testing the vehicle.
Brown and White Bear Plush Toy
The autonomous driver (computer)
Photo by Pixabay from Pexels
for not detecting the pedestrian and
anticipating the outcome.
The human backup driver for not
overriding the vehicle.
The pedestrian for getting in the way of the vehicle.
The council responsible for not ensuring the section of road had
adequate lighting.
Would your answer change based on any of the following pieces of
information? The pedestrian did not use a signed crossing despite
warning signs advising to do this. The nearest crossing is about 100
meters away. The default automatic braking functions provided by
Volvo, including emergency braking, are disabled when the vehicle is
operating autonomously. The testing protocol requires that the human backup driver intervenes whenever the system fails to perform
appropriately. The car detected the pedestrian six seconds before impact. It was night, the pedestrian was wearing dark clothing and had
no reflectors on her bicycle (being pushed). The lights on the bicycle
were facing at right angles to the car (not visible). The pedestrian did
not look in the direction of the vehicle before stepping into the road.
The human driver was looking down before the crash monitoring
the interface to the self-driving system (or watching a show on their
phone). The system was not designed to alert the human backup
driver when a hazard was detected. Toxicology test results for the
pedestrian were positive for methamphetamine and marijuana.

computer at any point. There was a pedestrian who didn’t get
out of the way of the vehicle. The incident was at night so the
city council was accused of not having heeded prior warnings
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about the bad lighting on that the section of the road and so
are responsible for the situation because the road was too
dark.
The vehicle had been certified to the point where it was
allowed on the road legally as part of the testing program. Unlike other vehicles that use an autopilot mode to stay in their
lane and avoid obstacles, this is a true autonomous vehicle
which is intended to drive without any human presence at all.
Once the technology is proven this would be released in the
future without a human in charge of it.
It may seem like the company should not be testing on
public roads. However there will be a point at which these
vehicles will be commercially available and ideally this should
not be the first point at which they encounter genuine road
conditions.
There are some more facts in this case that may influence
your decision. As an autonomous test vehicle a lot of data was
recorded and so many of these points are not in dispute.
The pedestrian was not crossing at a marked crossing
spot. In fact at that location there were signs saying to cross
at the crossing, and the crossing was only about 100 meters
away. The make of car was one that has automatic braking
functions. This means that they can detect objects in front of
them and they will engage the brakes. That might not have
saved the pedestrian completely but it might have changed
a fatality to an injury. However the emergency braking is
disabled whenever the car goes into autonomous mode. In
terms of the testing protocol the instructions that the human
driver has say that if the driver suspects at any point that the
system is not behaving correctly then they are responsible
for intervening and dealing with the situation. Despite the
issues with the lighting, autonomous cars don’t use visible
light for sensing. The car was aware of the pedestrian six
seconds before the incident happened. This is enough time
to have actually slowed down but the car made no attempt
to slow down. Automatic braking in the autonomous system
had been turned off by the development team. The person was
wearing dark clothing and pushing a bicycle with no reflectors
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on it. Because they were crossing the road they were going at
right angles to the road so the bicycle light was not shining
towards the driver. The pedestrian didn’t look for vehicles and
instead walked straight into the road. The headlights of the
car would have been visible but they didn’t turn their head
to look. The human driver was looking down at the time of
the crash. The video recording shows they were focusing
down with their hands on their lap. They only looked up at
the very last minute just in time to see the pedestrian smeared
across their windscreen. It later turns out that they weren’t
actually monitoring the interface of the self driving system but
watching a movie on a streaming service. The system was not
designed to alert the human driver when there was a warning.
The human driver was supposed to acquire that information
themselves. The pedestrian was high on methamphetamine
and marijuana.
Who is responsible now?
The cars are tested extensively in simulations and on test
tracks before they’re allowed on the road. However these
scenarios can’t anticipate all the unusual events that happen
in real driving situations. This vehicle had already clocked up
about 6000 miles on public roads before this happened.
The trolley problem is a rather contrived situation. However we’ve effectively got our own versions of trolley problem
popping up with autonomous vehicles.

11.4

Other AI issues

There are other cases where the use of artificial intelligence
is problematic. Another form of artificial intelligence involves
the use of machine learning. Machine learning is where we
train systems on large amounts of data and they identify the
patterns in the data, and apply these patterns to make future
decisions.
Suppose we have a system trained to look at loan applications. It gives you a rating based on whether you would
qualify for a loan or not. We’ve discovered that these tend to
make interesting decisions. Higher risk customers typically
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Learning systems are trained on data.
That data may have inherent bias. Such
systems then learn the bias.
Example: Loan customers at higher
risk will generally take out longer
term loans since they as less able to
pay them back rapidly. The learning
process will associate long term loans
with higher risk. It will then deny long
term loan applicants, regardless of
their actual risk level, forcing high risk
applicants to take shorter term loans.
Grey Steel Grill
Photo by Cameron Casey from Pexels
These customers are now more likely
to default on the loan because of the
higher repayments involved.
Example: A bail recommendation system discriminates along racial
lines. Particular factors used when fitting a predictive model across
all racial groups turn out to also be associated more with individuals
in some racial groups. These factors are less meaningful for these
groups so the system makes more errors in these cases (false positives).

take longer term loans. Higher risk corresponds to not being
able to pay back large amounts of money. You would then
take your loan over a longer period so you would get to make
smaller repayments. What the machine learns, on the other
hand, is that taking long term loans means that you are a high
risk customer. When people apply for long term loans, even if
they are low risk customer, they get refused. The system has
learned exactly the wrong cause and effect. It has learned that
effect implies the cause.
Bail recommendation systems take information about
particular offenders, or just people in general, and make a decision about whether they should be offered bail, or whether
they should be kept in jail. It turned out that when the system
made the right prediction then there was no problem. However when its prediction was wrong, as determined by the
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subsequent actions of the person, that it was wrong twice as
often for one racial group as for another. This can happen even
when no explicit mention of group membership is included.
There are several theories as to the cause of this. Bias can
exist in the data the system is trained. It is suggested that
despite equal levels of offending, members of one group are
more likely to face arrest than members of another group.
Models trained on past presidents of countries such as the
United States of America would end up selecting only male
candidates. Machine learning systems may often just produce
a final prediction, rather than explaining the process used
to reach that decision. Combining this with a commercial
proprietary approach can make it impossible to question the
decision made by the machine. Certain scenarios may be
poorly represented in the data, meaning that some inferences
are actually based on only a few examples. Historical trends
may not represent current outcomes. Models may not capture
effects of recent changes that also affect outcomes.

11.5

Ethical issues for User Experience Evaluation

User experience evaluation is another area where ethical
consideration is required. Assume you’re going to test out
your creative technology product and you need to decide who
to test it on. There are a couple of choices. You could have
some willing and informed volunteers. They consent to take
part in the test and are not rewarded in any way that might
affect their behaviour or response to the product.
Alternatively you could pay people to come and do your
tests. That might be directly in the form of money, or indirectly as a gift card or gift. It might even be very indirect in the
form on an entry to a competition to win something. While
this can be legitimate, the payment is a form of incentive. Incentives can be hazardous because they sometimes trigger the
wrong behaviour by either demotivating the participant from
doing more than they believe they are being paid for, or alternatively encouraging them to provide the result they think
you want. This might affect the outcome if you are comparing
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Would you perform A/B testing on
your customers without their knowledge (lack of informed consent)?
Consider the experiment Facebook
ran [Kramer et al. (2014)] where they
reduced the chance of posts with
positive emotional words appearSad Clown Doll in Basket
Photo by Pixabay from Pexels
ing in the news feeds of some users.
They found this made these people
use fewer positive words themselves
(by a small amount but still a measurable difference). Take into account another study that found that sad people are more likely to
pay higher prices to buy goods [Cryder et al. (2008)]. Would you
run your experiment where the result could affect the outcome of an
election [Bond et al. (2012)]?

competing products, and your test subjects believe it is in their
best interests to ensure that your product does best.
A third option is to pay somebody else to run the test so
you don’t have to worry about ethical issues at all. This is not
dissimilar to sweatshop models that some companies use by
outsourcing their production so that somebody else is responsible for the unethical treatment of workers and hazardous
manufacturing practices. However, provided precautions are
taken, there are a number of organizations that you can outsource your user experience evaluation to.
When evaluating two versions, A and B, of a product using A/B testing the two versions are allocated to different
groups of test subjects, or customers. Ethical issues arise in
ensuring that neither group is disadvantaged in the process.
For example drug testing involving providing only sugar pills
as the drug for version B can potentially endanger patients
who think they are receiving treatment and may thus not use
another treatment which could have helped them.
One particular social media experiment involved manipulating the news feeds for some individuals by reducing exposure to the number of articles that had positive words in them.

You need to test out your
product. How do you
determine who to test it
on:
• willing and informed
volunteers?
• paid participants from
your target market?
• pay someone else to
run the tests so you
don’t have to worry
about ethical issues?
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None of the participants were aware of this, which is at least
partially responsible for the outcry when news of the experiment came out. More significant were the findings that giving
people less positive inputs made them less positive themselves.
It is questionable whether making people feel sad for your
own experimental purposes is justified. However it becomes
worse when coupled with other studies that show that sad
people will spend more money. If you’re a company whose
business revolves around selling advertising for products then
making people sad is potentially good for your business but
not good for society itself.
A challenging point is that if a significant number of people
are exposed to the sad-making condition A, and at the same
time they vote in an election, it turns out that this can actually
affect the results of the election. With these consequences is it
still ethical to run such experiments?

11.6 Ethical issues for Gamification and Behaviour
Modification

Does a gamification
ethical code of conduct [
Marczewski (2016)]
potentially undermine the
goals of any gamification
intervention, or would it
make it more effective?

Gamification is a behaviour shaping mechanism and, as you
can probably guess, the moment you start manipulating
people’s behaviour you are into some really interesting ethical issues.
Does it help to know that you’re being manipulated? One
strategy for gamified systems would be a notice that you
would have to click through. It would let you know that you’re
being required to play a game that contains a range of rewards
designed to manipulate your behaviour. Is that ethically acceptable? Gambling is a form of gamification that uses various
conditioning mechanisms. The various erratic reward schedules involved in gambling are some of the forms of gamification most likely to qualify as illegal. Legislative solutions often
include warning messages and access to treatment groups.
There are further gambling related ethical dilemmas. In the
past, games of chance were probably actually random. Various
forms of bias are introduced by the rules of the game (excluding explicit cheating). Players had a chance, even if not a fair
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chance. However now that many of these games are played on
computer, the probability of victory can be manipulated more
directly. The pay-off can be set directly, rather than through
visibly adjusting rules and tweaking mechanisms in the game
mechanics. Probability of the house winning can be entered
directly into the software used without communicating this to
the players. This does skew the balance of power, and introduces potential conflicts of interest.
Augmented reality games such as Pokémon Go had a range
of reported negative effects, ranging from injuries from not
paying attention to the surroundings, through to trespassing
and luring victims to isolated areas to be robbed. These examples relate to ethics principles around being aware of the
consequences of your technology; not only what you intended
it to do, but what it actually does.
Gamification is a form of persuasion [Fogg (2002)]. Suppose
you come across a website where there’s a sign up process
and there is little box at the bottom, saying ‘We are allowed
to spam you unmercifully’ which is ticked by default. So
you untick it and then you enter a proposed password to
use for the site. The site has some amazing set of password
rules that require you to have a password with 39 characters,
with at least three coming from alien alphabets. By the time
you’ve discovered an acceptable sequence through multiple
attempts you realize that the spam boxed has surreptitiously
re-ticked itself. Congratulations, you are now subscribed and
you apparently consented.
This is one of the dark patterns covered previously when
we looked at user interface issues. These are ways of forcing people to work in ways they don’t want to by using
interfaces that trick them into agreeing to conditions they
might not have agreed to, or remove choice by hiding options.
Computers can nag at you infinitely so another dark pattern
involves popping up a permission dialog box until you either
stop reading it or accept it just to make it go away.
Gamified punishments can be included. You may have
had an experience where you’re playing a game happily and
just getting the flow of the game when it announces that you
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Is persuasion ethical?

Can novelty be used to
disguise persuasion in
a creative technology
product?
Do websites distract you
with complicated sign
up processes (including
complex and obscure
password rules) to disguise
that they reset certain
pre-checked preferences
(sign–up to a mailing list,
install some extra software
components)?
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Should dark patterns be used? It could
be argued that use of a dark pattern
would make your business more profitable. Alternatively it manipulates your
customers to behave as the product
designer expects.
Computers can nag infinitely. Various
Person Wearing Red Hoodie
forms of nagging provide opportunPhoto by Sebastiaan Stam from Pexels
ities to create persuasion schedules
(reminder to rate the game after successful levels, or to access online store
as key steps in the process) using various forms of conditioning,
including different operant conditioning schedules.
The persuasive technique can involve punishment, such as withholding access to particular content, withdrawal of access, or requiring
a time interval before access. Some technologies may have punishments outside the site (e.g. health app that causes your health
insurance costs to rise based on the activity that it monitors).
Computer controlled interaction is constrained. This limits the opportunity to take actions that are not in the allowed set.
It is possible for a program to simulate emotion “I am happy to see
you” (to affect judgement of the human user), but the reverse is unlikely. Is this fair and ethical if there is a relationship between the two
parties (for example, a computer controlled soft toy for children)?
Does the purpose of manipulation matter? For your health, to make
the product more effective or usable, or to make the company more
money?
Does the ethical significance depend on whether the persuasive
technology was designed for that purpose, or whether it was an
accidental side effect (e.g. from a standard component that was
incorporated, or an element built for another purpose)? A speed monitoring sign may trigger a competitive instinct in some road users to
maximize their score.

have run out of magic points. Either pay $200 to buy some
more, or wait until this time tomorrow to carry on playing.
Withholding gratification can be regarded as a punishment.
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Paying money becomes a way to avoid being punished. The
popularity of this approach results in clichés such as ‘free to
play, pay to win’. Ironically there may not be much game left
once such gamification mechanisms are removed.
Monetization strategies are various ways with which you
can trick people into handing over money for trinkets such
as game tokens that don’t have any value. In many cases
you can’t redeem these as money, but are now obliged to
keep feeding the tokens into the game economy. Computer
controlled interaction is constrained so you may be given the
option of buying item A or weapon B but be left without an
option not to buy.
Programs simulate emotions even when they don’t have
any. A cute fuzzy kids toy that says ‘I love you’ is misleading
the human to believe that the machine actually has emotions.
However the reverse isn’t true. The toy is not manipulated
by the human’s emotional response. Ethically acceptable
when done to benefit the human, the process becomes more
questionable when emotional manipulation is intended to
support commercial outcomes.
There is a perceived ethical difference between manipulating people for their own good, versus doing it to make lots of
money. There is also the issue of who gets to decide what it is
in your own best interests in the first place. Persuasive technologies can have side effects, such as speed monitoring signs to
promote road safety can also end up encouraging people to see
how close they can get to the speed limit, or even how far past
the limit they can actually get before being fined.

11.7

Ethical issues for Social Networking: Your private
data

When it comes to social networking there are a variety of
personal details that you can choose to reveal to everybody
else. Email address is common and often used as part of your
sign-on credentials. Most sites require a preferred name, alias
or nickname. Giving away full name, home address and photograph might be required for sites that validate your identity.
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What are you prepared
to share (or are not too
worried if a website
harvests, or resells)?
• Your email address
• Your preferred name
• Your full name
• Your home address
• Your photograph
• Profiling information
(date of birth, race,
gender, nationality)
• Biometric information
(fingerprints, facial
features)
• Your financial information
• Your shopping habits.
• Your Internet browsing
habits.
• Your game playing
actions.
Some of this could be
rephrased:
• Internet and gaming
habits reveal your
persuasion profile: the
strategies that can be
used to specifically
drive your behaviour

Originally intended to
consume power as a proofof-work. Now is impacting
on electricity consumption
(increasing the cost
for others), and having
negative environmental
effects.

Birth date, gender, and nationality becomes sensitive information that are often used as pseudo-secrets to validate identities
or as information that could be used against you by one of the
biased machine learning systems mentioned previously.
Biometric information includes credentials like your fingerprints, face structure, typing habits or iris patterns. The
trouble with these is once somebody gets hold of them you
can’t repudiate them and get new ones.
Financial information, shopping habits and your Internet
browsing habits are of definite value to those wanting information for commercial and criminal purposes.
Game planning actions seem innocuous enough, but information such as your strategies for playing in games gives
insight into your habits. There are ways of characterizing
game players. If we know what type of player you are then
we know what will appeal to you. For example, some game
players thrive on the social interaction. Others like the experience of gaining points and so can be manipulated with
opportunities to score points and get onto a leader board.

11.8

Ethical issues for Pervasive Technologies: Cryptocurrencies

Bitcoin makes use of blockchain technology. Bitcoin differs
from normal blockchain in that the cryptographic functions
used are designed to show proof of work as a way of enforcing
scarcity and thus adding value to the coin itself. Generating
Bitcoins requires you to use a certain amount of electricity, so
you have to invest an existing asset into making it.
The Bitcoin bubbles cause lots of people to mine it whenever
the value soars. Huge quantities of electricity are being effectively wasted to get magic cryptographic numbers. With global
warming it is not the best time to be wasting energy. Towns
with cheap and plentiful electricity are being targeted as the
best places to set up data centres to do the mining. This pushes
up usage to peak demand rates so everybody else now has to
pay for more expensive electricity, effectively cross-subsidizing
the Bitcoin miners. A good idea to create a new currency that
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can’t be regulated ends up with the unforeseen side effect of
pushing up the price of electricity for a group who are not
benefiting from the process.

11.9

Ethical issues for Virtual Reality

Virtual reality provides the opportunity to practice behaviour that would not transfer across to the physical world.
That might be acting out violent behaviour in a game, or just
spending time in environments where you can step off high
buildings and discover that you don’t die. Ethical issues arise
when people forget that such actions are not supported in
reality.
The use of avatars changes body image. Current research
suggest that portraying a different body shape in virtual reality can affect a person’s perception of themselves which can
linger after leaving the virtual reality experience. People may
be more inclined to indulge in behaviours that are consistent
with the new body image. This is a mechanism that could
manipulate people, for both good and evil.
Virtual reality is potentially even more
effective than games for achieving
desensitization: training in particular
behaviours or responses to situations.
This introduces questions such as: Do
violent responses involving physical
actions learned in virtual reality persist? Do you become used to stepping
off high objects with no danger of
falling? Does the use of avatars result
in changes to body image? Does it
blur lines between fiction and reality?
Could you force someone into virtual
reality against their will?

Person Sitting on Mountain Cliff
Photo by Marius Venter from Pexels

Future issues might involve forcing somebody into virtual
reality against their will. Rehabilitation of convicted criminals
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Augmented reality also has
potential issues:
• overlaying content on
objects or people in an
environment (without
their knowledge).
• encouraging behaviours without considering consequences
(distracted walking,
trespassing).

might involve brain-washing in a virtual reality.
Augmented reality also introduces certain ethical issues.
Augmented reality overlays content on top of elements of
the physical world. Imagine a billboard for which someone
has paid a large amount of money so that it can display their
advertising. An augmented reality application recognizes that
billboard and overlays somebody else’s advert on it. When you
look at the billboard through your augmented reality device
are you stealing from the person who originally paid for that
space?

11.10

Actually Doing Ethics

Having creatively devised and prototyped individual components of a solution to the problem of getting public transport
to run on schedule, it is worth considering potential hazards
that could result from deploying such a solution. The ethical
guidelines discussed at the start of this chapter recommend
care be take before unleashing any system that could have an
impact on the society in which it is used, and on the individual
humans that constitute that society. Examples of ethical issues
related to each of the technologies used are particularly relevant when those technologies are used as part of our product
design.
The artificial intelligence component used performs translation between text in one language and text in another. While
this is not directly a matter of life and death as in the trolley
problem, there are issues with using models like this that have
been previously trained. Systems trained with machine learning are even less predictable than human written programs
as their reasoning process is usually not visible. This may
mean that the system may behave unpredictably, particularly
in scenarios that are not well represented in its training set.
These may include unusual situations, including emergency
scenarios where the need for a well behaved system would be
most crucial. The training information can also introduce particular hazards in the form of a bias. This may be reasonably
innocent, and related to cultural differences between the loca-
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tion where it is trained versus where it is deployed. However
there have been examples where forms of discrimination have
been introduced which are particularly difficult to challenge
since a machine is regarded as infallible.
Virtual reality technologies are used to provide augmented
reality overlays; 3D objects attached to markers placed around
the station. While such objects are reasonably harmless on
their own, they do introduce a level of distraction in an environment where hazardous equipment (such as heavy vehicles
in the form of trains and trams) is operating. Movement while
staring at a phone screen is likely to be slower and more erratic than normal. Navigation while focusing on an augmented
reality camera view can also be hazardous if the 3D object displayed at a particular location obscures some form of physical
hazard in the path.
Behaviour modification technologies are used to motivate
individual commuters to stand at particular locations on the
platform. This may seem innocent, but the mechanisms used
include competitive elements that can translate to physical
interactions between participants. This becomes more significant when applied to large numbers of people in a densely
crowded location. Potential exists for stampede behaviour if
too many people get involved in a competition for a particularly desirable reward.
Driver ratings and opportunities for rewards are being
managed through social media based recommendation and
reputation systems. Apart from privacy related issues that may
arise when comprehensively tracking individuals throughout
the process, there are also issues related to whether managing
employees in this way is fair on the individuals involved. With
significant consequences at stake, this can also encourage the
unexpected or illegal actions that may be required to game the
system to achieve success.
Devices are constructed using maker technologies to track
the position of individuals on the platform. This information
is displayed publicly, introducing concerns about information
privacy. In particular the device in its current form is unable
to distinguish between those participating in the experience
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and those who are not. Any data that is recorded is potentially
available for analysis and reuse for other purposes at any later
time. Ethical guidelines often relate to data retention policies
and what acceptable uses of that data would be.
Viral technologies are used to integrate the product into
the fabric of society. Before undertaking such actions it is
worth asking whether it would actually benefit society. Such
approaches can often be quite invasive.
Procedural technologies can automate some aspects of
existing processes, or be used to identify and rearrange the
patterns that already exist. New solutions may benefit some
members of the community, but removal of existing patterns
can withdraw support that other portions of the community
have come to depend upon.
The user experience evaluation carried out during exploration of pervasive and ubiquitous technologies imposes its
own ethical requirements during the conduct of the evaluation. This includes ensuring that test subjects are comfortable
and consenting, but also requires that any testing should not
exploit vulnerable members of society, or vulnerabilities in
individuals.

11.11
Creative technology
products have an impact
on society. Consider the
consequences.

Key ethical considerations
when working with people:
operate with integrity,
respect others, ensure
consent, manage trade-off
of risk against benefit.

Working with Ethics

Ethical issues are involved when we deal with creative technology products. They can have a profound influence on society.
Some of the products that have been reshaping society in
the last decade include social media and smartphones. Both
are creative technology products. Both are topics that you
can mention in casual conversation and everybody knows
what you’re talking about. They affect behaviour and the
consequences that are being identified are related to ethical
issues.
Consider typical patterns seen in ethical standards. We
want to work with integrity. You want to respect others,
and receive consent before imposing your product on anybody. Anything that you do create has potential societal consequences. Ultimately and ideally they will make society a
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better place. There are sometimes unforeseen side effects and
we need to try and anticipate those as best as possible.
The ultimate message is: whatever world you end up creating is one you have to live in.
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Remember you have to
live in the world you will
create

12
Emerging Technologies
The theme of this final chapter is emerging technologies. This
theme covers technologies that may not be currently in use
but are sufficiently cutting-edge that it can be anticipated that
they will be coming to creative technology products within the
next couple of years. Since this chapter covers technologies
that do not exist yet the intention is to have a bit of fun and
try to predict opportunities for future creative technology
products. The topics span a wide range of different areas to
provide a snapshot of where interesting developments are
occurring.

12.1

Display technologies

Let’s start off with display technologies because these are one
of the technologies that are being used widely in our smartphones. Advances in these technologies would improve a creative technology product which is already making significant
changes to the world.
The future of display technologies is likely to involve multiple forms of refinement, including projected and wearable
displays, but also incremental improvements to reduce the
size, increase the resolution and improve the brightness and
colour range. 3D displays have been fashionable at regular
intervals with holographic and volumetric prototypes using
cunning strategies to try to share the volume of space that the
viewers occupy but still falling short of anything practical.

A snapshot of the state
of the art in computing
technologies.
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1

This statement was
prepared prior to the
2019 launch of a foldable
phone with flexible screen,
so is being counted as a
successful prediction.

Flexible displays.
• Currently we have
displays that are curved
during manufacture,
but not flexible using
Active-Matrix Organic
Light Emitting Diodes
(AMOLED).
• Also: displays that
are flexible, and can
be incorporated in
smartphones, smart
watches and cloth01netTV (2018)].
ing [
• Opportunities: screens
on different types
and shapes of surface,
improved robustness
to mechanical damage,
expandable to fill
available area.
• Still to come: foldable
displays.
• Creative technology opportunity:
flexible panorama camera [
HML (2013)].

Flexible displays are one of the technology artefacts that
people have been working on for a number of years now and
are at the point where they are just about to come out in actual
products.1 The evolution of computer displays started with
the original cathode ray tubes which have been replaced by
liquid crystal and LED displays that are thin enough to mount
directly to a wall and not take up space in the room. This is
followed by curved displays which are manufactured in a
fixed curve to provide a picture that starts to surround the
viewer. Flexible displays are now also a reality typically using
LED technologies because they can be made up of individual
discreet elements and placed onto a flexible substrate. This
allows them to move and bend.
Product opportunities include a smart watch that can actually wrap around your arm rather than exist as a flat object
strapped to it. Flexible displays can be embedded into clothing
so not only can you have a T-shirt with your own face on it
but you can have your own face in full colour video as well.
A benefit of a flexible display is that when you drop it,
it is less likely to shatter into lots of little pieces. It is also
something that you can open up so imagine you had a laptop
that not only hinged open, but then unfolded itself into a
really big screen. You can decide just how big you want to
make it by how much you unfold it. Flexible displays which
typically roll up may lead to foldable displays that can survive
being creased. Folding is still on the distant horizon but we
may be seeing tablets that you could roll up and stick in your
pocket.
Further product opportunities with flexible displays include
a panoramic camera. Attach several cameras to a flexible
screen and you have the ability to both display live panoramas
and to capture them at the same time. The field of view can be
adjusted just by flexing the screen.
Compare this to the state of the art in hologram displays.
By holograms we refer to technologies that are different to the
sorts of three-dimensional displays we have at the moment.
Current 3D displays present separate images to the left and
right eyes. This can be done with the two screens in a head
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mounted display used for virtual reality, or a 3D TV where
you put on a pair of shutter glasses synchronized to the TV.
The glasses switch rapidly between left and right eyes as the
corresponding images are shown on the TV. Some displays, as
well as gimmick postcards, use lenticular displays, a layer of
shaped plastic which directs part of the image to one eye and
the other part to the other eye. These tend to require that you
view them from exactly the right point.
Holographic displays should make the image appear to
actually exist in the physical space. That way we can walk
around and even walk through the image. Do we have that
technology at the moment?
The field of holography creates holograms by splitting a
laser beam into two completely synchronized waves. One goes
through a photographic film while the other one bounces off
the 3D object and then goes through the film. The interference
pattern when the waves meet creates the hologram. When the
photograph is developed the image is an interesting looking
abstract pattern that looks nothing like the original object.
To reconstruct the hologram you need to shine that original
laser or some form of coherent light through the film and it
will recreate the image in 3D. This is all 1960s stuff, so it’s
decades old. To replicate that process with the computer we
can replace that photographic film with an LCD screen and we
can compute the interference pattern and then we shine laser
through that to give us a hologram. We need extremely high
resolution displays in order to do this because the pattern encoded on the display is not just individual pixels but rather an
interference pattern. Lower resolution in the interference pattern doesn’t translate to getting a lower resolution holographic
image but can lead to getting no image at all.
There are other approaches that have been taken to create
holograms. Shine a couple of lasers at the same point and, if
you get the energies right, you can actually make air heat up
enough to be able to affect the way in which light is transmitted through it. This gives a hologram effect but at low quality
- usually a few points or lines are plotted. Another approach
involves taking existing flat displays and stacking many of
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Holographic displays:
• Are different to current
stereoscopic displays
(VR head mounted
displays, lenticular
displays, mirror based
illusions, rotating
displays).
• Image exists in the
same space as the
viewers and can be
viewed by multiple
participants at different
positions at the same
time.
• Currently: using lasers
to record a static
scene as an encoded
light field, that can
be displayed using
a similar source of
coherent light.
• Other approaches:
layers of displays
sandwiched together,
using several lasers
to force air to glow
at defined positions,
displays rendering an
encoded light field that
can be illuminated by a
laser [Kollin (2017)].
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Retinal (screenless)
displays.
• No screens but rather
draw the image directly
onto the retina of the
eye.
• Good for augmented
reality since it doesn’t
have to obstruct vision.
• Intel have produced
a monochrome
(red) retinal display in the Vaunt
Durbin (2018)].
[

these together. This literally creates a 3D TV by having pixels
not only in the horizontal and vertical direction, but also in the
depth direction as well. None of these are likely to end up as a
commercial technology in the next few years.
Retinal displays get rid of the screen altogether. The image
is projected straight into the eye. The most convenient place
for the projector is attached to glasses. The projector aims a
laser beam straight onto your retina and actually draws directly onto the back of your eye. A low power laser is needed to
avoid damage. This is convenient for augmented reality applications because, despite the glasses, there is nothing significant
blocking the view of the physical world. The Magic Leap
headset sounded originally that it might be planning a retinal
display. It turns out that they do use see-through glasses, but
the images are produced by wave-guides built into the lenses
of the glasses. Retinal displays do exist but are low resolution
and monochrome, using a red laser to paint a low resolution
image on top of your vision to produce a heads up display.

12.2

Energy sources

Where is the energy of the future going to come from? Options include renewable sources such as wind turbines and
solar farms. Work is progressing toward developing fusion reactors. However these are large scale energy sources. Portable
creative technology products need smaller power sources.
One promising direction involves development of ultracapacitors. Existing products tend to have batteries in them.
While these are usually rechargeable, batteries are not an
ideal solution because they can take a few hours to recharge.
Batteries also degrade every time they get recharged which
means they have a limited lifetime. An alternative energy
storage device is the capacitor, an electronic component that
stores a certain amount of electric charge. Capacitors charge
very quickly. In fact, they charge so quickly that we often use
them to smooth out ripple in power lines because they can
charge and discharge in a way that keeps the voltage level
constant. The limitation with capacitors is that they don’t
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actually store very much charge in the first place.
What we want to something that is midway between the
battery and capacitor technologies. This is a device that can
store large amounts of energy for a reasonable length of time
but has a very rapid charging time itself. The ultra-capacitor
is a technology under development at the present time. You do
get ultra-capacitors at the moment that are used for starting
large trucks, for example, because you can charge them fairly
quickly. They’ll keep their charge for an hour or two, and
they can produce the high current required to turn over a
massive engine. What we want is the next generation of ultracapacitor. This is something that you can put in a phone in the
place of your battery. Imagine then that you could charge your
phone simply by tapping onto a charging point, taking it away
and you’re good for another 12 hours.
Likewise imagine what you could do if you had an electric
car that you didn’t have to charge overnight by plugging it
in, walking away, and coming back in 12 hours time. Instead
you could be driving down the road and see a pair of tracks
embedded in the surface. You drive over it, some brushes make
contact and after about 10 seconds your car is charged for
another 300 kilometres. Ultra-capacitors at the moment are
much larger than batteries, which prevents them being used in
cars in their current form. A benefit of ultra-capacitors is that
they can be built into the infrastructure of the car and made
part of the supporting elements. In comparison, we are very
cautious with batteries because the combination of reactive
chemicals and large amounts of energy means they can catch
fire if damaged. Batteries are protected as much as possible by
surrounding structure of the car.
To get an idea of the capacity of an ultra-capacitor, typical capacitors have a capacity measured in microfarads (µF,
millionth of a farad) with really large ones getting into the millifarad (thousandth of a farad) range. Existing ultra-capacitors
are rated at 2500 farads. Capacitors consist of 2 sheets that
store opposite charges. Capacity goes up as the area between
the sheets increases. To get more area we’re going to have to
fold it in very fine and detailed structures requiring nano-scale
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Ultracapacitors.
• Batteries store power
using chemical reactions. Capacitors
store charge so can
charge and discharge
much faster (almost
instantly).
• Ultracapacitors:
capacity and duration
of batteries, but speed
and reuse of capacitors.
• Ultracapacitor development based on
advances in nanomaterials technology
(carbon nanotubes).
• Opportunities: electric
cars with option to
recharge while driving.
Ultracapacitors are
currently bulkier, but
can be a structural
element.
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materials.

12.3

MEMS
• Micro-ElectroMechanical systems.
• Mechanical elements
fabricated at scales of
microns to millimeters.
Includes structures,
sensors, actuators,
electronics and power
sources (photo-voltaic,
piezoelectric), often on
a silicon substrate but
potentially also paper
or plastic.
• Examples: valves to
control gas/liquid flow,
mirrors to direct beams
of light, flaps to direct
airstreams, gyroscopes
and accelerometers.
• Microfluidics: directing
very small quantities of
fluid subject to effects
associated with these
very small scales (e.g.
capillary action). Used
in: inkjet print heads,
chemical analysis (labon-a-chip), fuel cells,
micro-propulsion.
• Opportunities: nanoscale robots.

Sensing and signal processing

Sensing and signal processing are illustrated by all the sorts
of physical phenomena we can sense on our smartphones.
We can measure acceleration. We determine position using a
GPS signal. We can sense the amount of light in the room. We
can track your thumb’s movement across the screen. Future
developments in this area are related to the other signals we
can measure and what can we do with them.
Micro Electromechanical Systems (MEMS) are mechanical
elements that are fabricated at a very small scale, down to
thousandths or millionths of a meter. There are number of
examples of these systems that we already use on a daily basis.
The structures that make up the integrated circuits of a
computer processor are created by etching them in silicon
wafers. We can etch different elements as well, such as zig-zag
pieces that function as springs made out of silicon. Attaching the silicon chip to another object, and shaking that object
causes the springs to stretch and contract. We can measure
how much stretching occurs and that tells us how much acceleration the object is experiencing, or how much torque is
involved in rotating the object. These are the accelerometers
and gyroscopes that you would find in your smartphone.
It is also possible to etch actuators. For example gears
and sliding rods can be used to produce movement, such as
sliding backwards and forwards. Attach these to micro-mirrors
which are little circles of highly polished silicon that reflects
light. The actuator allows control of the orientation of the
mirror. An array of these mirrors becomes something that
can reflect lots of very tiny beams of light, each in a different
direction. Data projectors can control the colour of individual
pixels because each of the red, green and blue light sources is
reflected through one of these MEMS mirror arrays. Some of
those mirrors point towards the screen, and the rest reflect the
light somewhere else.
We can go one step further and build little motors out of
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silicon. We now have enough components to build ourselves
a robot. Each robot is going to be very tiny. Tiny robots have
uses which are discussed in a later section. An unexpected
application is to make little flaps to direct air-streams. MEMS
elements are being built onto the leading edge of plane wings.
That way you can make the wing rough or smooth. By switching that dynamically you can change the aerodynamics of your
aircraft in flight.
MEMS elements can be constructed into channels and gates
that control the flow of gas or liquid at a very small scale. This
leads to microfluidics, which is to make very small channels
for liquid to flow in, and includes control over the flow of
liquid. It turns out that liquid behaves in very interesting ways
when you direct it through very narrow channels. The flow
of liquid up the stem of a plant makes use of similarly narrow
channels. The size of the channels allows capillary action to
draw the liquid up into a plant. Microfluidics enables labon-a-chip. As an example, a blood sample is dropped on the
chip, and microfluidics directs it through channels that pass
through various filters. Each filter is able to detect a different
type of contaminant in the sample. The results of the analysis
are then communicated to an attached micro-processor. This
blood analysis combines the sensing and computing abilities of
an integrated circuit with the processes needed to physically
manage and transport the sample as well.
The ability to sense chemical concentrations leads to biosensors. Most sensors need to convert whatever modality they
sense into an electrical signal that can be manipulated by computer. Many indicators of the health of the body don’t manifest
themselves conveniently as electrical signals, but rather as biological processes indicated by chemical concentrations. This
requires being able to bridge the divide between electronic
information systems and biological systems. In particular we
want sensors that can monitor continuously and instantaneously without disturbing the system being monitored. This is
not the case with current invasive sampling approaches which
then need to send the samples to a separate laboratory for
testing.
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Biosensors.
• Combines a biologically
active element that
responds to particular
compounds, and
a transducer that
senses changes in
this element. Senses
properties of living
systems.
• Micro- and nanobiosensors can be
implanted in the body
without affecting
normal activities. They
don’t need to have
samples extracted
in order to perform
sensing.
• Nano-biosensors can
be both specific (only
respond to particular
molecules) and sensitive (able to detect
single molecules).
• Opportunities: able to
manage activity within
a single cell. Building
gene therapy nanofactories within the cell
that sense and manage
gene expression.
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Signal processing advances:
• Locate terrorists using
flickering of lights or
sounds in the videos
they record. This
is matched to the
signature of the local
power grid.
• Detect seizures ten
seconds in advance so
patients can get to a
safe place.
• Using Wi-Fi signals
to see through walls
Adib (2013)].
[
• Compressed sensing
is a technique for
reconstructing signals
from small numbers
of measurements.
Used where taking
measurements is hard
or expensive such as:
single pixel cameras,
gene testing, seismic
imaging.

Since MEMS devices are nice and small they can be inserted
into the body directly. This avoids needles, or sensors on
the external surface of your skin which are distant from the
sites of interest. One approach is to make a large number of
little sensors that you can just swallow. They become part
of the body. Once they are embedded you can just wave a
smartphone over the body and have information relayed about
what is actually happening inside.
Potentially we can make these small enough to embed
inside a cell. Imagine you had such a device embedded inside
every cell in your body. You happen to have a genetic issue
that means when a particular gene expresses itself it builds
protein X. Protein X is bad for you, but the biosensor in that
cell picks up levels of protein X and converts it into protein
Y which is good for you. This technology rewires your entire
body to behave differently.
Advanced sensing technologies can do some really cunning
operations. Imagine a scenario where you have just received a
ransom video from a terrorist organization that has captured a
member of your family. You have no idea where this video was
shot or where they are holding the person prisoner. What are
you going to do? Watch that video very carefully and analyse
the flickering of the lights in the room. Flickering of the lights
is caused by variations in the frequency of the power that is
coming in from the electrical grid. This may not be visible
to the eye, but can be sensed by analysing the video. The
variations in the flicker pattern is a signature that identifies
the power grid uniquely. In fact it may contain signatures of
several neighbouring connected power grids. Knowing the
speed at which the flicker pattern propagates from each grid
can help triangulate position even more accurately.
Other signal processing systems help if you’re subject to
epilepsy. A cure would be ideal, but if you don’t have a cure
the next best alternative is to know in advance when you’re
going to have a seizure. You then have enough time to make
sure you are safe. Some algorithms can provide predictions up
to ten seconds in advance.
Wi-Fi signals are sources of electromagnetic radiation. It
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turns out that objects in the environment reflect this radiation.
A Wi-Fi receiver can be adapted to work out who is in another
room and what they are doing. It lets you see through walls.
The technology has advanced to the point at which they can
now measure your heartbeat on the other side of the wall, and
recognize particular gestures.

12.4

Computing paradigms

Based on previous development trends the future of computing could involve bigger computers, smaller computers or
lots of computers. They may change their form and lose the
keyboard and monitor but find other ways to communicate
with their users. They might even become part of the body.
There are recent technologies that can stimulate the brain. For
example, if you’re blind, it is possible to stimulate the brain to
perceive patterns of light. This is not yet a perfect solution but
has the potential to restore some functionality.
Neural signals are quite hard to get to, particularly from
the outside of the brain. There is a lot of noise and interfering
signals. To compensate there is brain plasticity, which means
that even when parts of the brain have been destroyed the
remaining part can learn new functions. If you’ve lost an arm
and the part of the nervous system that controlled it, you can
actually teach the brain to learn to use other parts to achieve
the same sort of functionality controlling a prosthetic.
Sensing of mental state is used in attempts to monitor emotional changes that might pick up driver fatigue or identify
drivers that are not concentrating properly. Techniques for
being able to control prosthetic limbs also allow robotic arms
to be controlled by thought. Neurofeedback is in use at the
moment for purposes such as emotional regulation. This involves a feedback loop with the computer. The computer
senses something the human cannot (easily) perceive such as
stress, and presents that information back to the human who
can then try various strategies to optimize their score. For
example level of emotion might be sensed using an EEG measuring brain activity, and represented by the pitch of a plane

Brain-computer interface
[Abdulkader et al. (2015)].
• Existing products:
cochlear implants,
retinal implants, brain
implants to stimulate
vision.
• Monitoring emotional
or mental state such as
driver alertness.
• Control of prosthetic
devices (robots).
• Biofeedback and
neurofeedback.
• Issues: neural signals
are complex. Noninvasive sensors pick
up large amounts of
noise.
• Opportunities: using
brain plasticity to
learn new forms of
perception, or to
control additional
limbs.
• Future: interfacing
with other brains, or
brain tissue derived
structures.
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Quantum computing
• Quantum mechanics
identifies some interesting properties for
particles:
– superposition. A
particle can be in
more than one state
at a time (so can
represent both a
0 bit and a 1 bit
at the same time).
Measuring the
state collapses the
particle into just
one of the states.
– entanglement. Two
particles can have
their states linked,
so that a change in
the state of one will
lead to a change
in the state of the
other.
• A quantum computer
can operate on the
state of a series of bits
(particles) effectively
solving the problem for
all the possible values
represented by all
combinations of these
states.
• It can thus solve hard
problems much faster
than conventional
computers. Hard
problems are what
protect encryption
systems.

shown on the monitor. The goal is to keep the plane level and
is achieved by controlling emotion to achieve a level of calm.
That is a way to teach children, or people who are particularly
sensitive to stress, to be able to calm themselves. When you
manage to control your brain you see a positive response in
the plane’s behaviour which is feedback which the computer
provides to you. Making emotion explicit helps with learning
these skills.
What we can expect in the future is more brain interfacing. There are already some initial steps in this direction.
People have embedded connections into the nerves of their
arm which they then connect up to a network cable. Messages
can be sent across the planet to somebody else with a similar
device embedded. In principle what one of the participants
is thinking can be felt by the other. You may want to decide
whether that qualifies as telepathy.
Quantum computing is getting tantalizingly close to realization. There are two interesting properties of quantum systems
that are not common in classical systems. The first of these
is the idea of superposition. Imagine a statement that can be
true or false. Until we determine its validity the statement is
actually both true and false at the same time. It has the potential to be either and until we know what value it should have
we can imagine it represents both simultaneously. Similarly a
single quantum bit is not something that has a 1 or 0 stored in
it but rather it has the possibility of being both or either one.
It will be in both of those states, the superposition of them,
until you actually measure what it is and then it is forced to
be one or the other. Which way it goes is going to depend on
the probabilities of the two outcomes that are encoded in the
superimposed states. So it might be a 90% probability of a one
and a 10% probability of a zero. By manipulating the quantum
bit in various ways you can change those probabilities to perform computations.
The other unusual property of quantum mechanics is entanglement. One quantum bit can be entangled with another
quantum bit. This means that operations performed on one
will change the other as well. The most intriguing property
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of this process is that once I’ve entangled the bits I can take
them as far apart as I like. That relationship will still hold:
manipulate one and the other changes accordingly.
These properties can be used to build quantum computers.
Each one of the superimposed bits is part of a larger binary
number. At the moment we can deal with binary numbers that
have about 20 bits in them using existing quantum computers.
That means that we can solve any problem whose values can
be represented as a number in 20 bits (such as integers up to
about a million). The superposition means that we perform
computations for all possible outcomes simultaneously. When
we finally scan off the answer the sequence of bits collapses to
give just one of the valid outcomes. This is important because
we have problems for which we don’t have a single valid
solution because any solution takes too long to compute.
Many of our encryption systems are based on these problems.
For example, being able to multiply two numbers is easy.
Being able to decompose a number into its factors, the values
that multiply together to get the original number, is hard.
Quantum computers make that easy.
Typical encryption keys are somewhere around about 1000
bits long. We currently have working 20 bit quantum computers. When we get up to 1000, either the world economy
will fall apart or we’ll have to think of better ways of encrypting stuff. Anything that’s encrypted at the moment will likely
be compromised.
There are already devices called quantum annealing computers which have about 2000 bits. Quantum annealing is a
special sub-case of quantum computing which is an advance
on classical computing, but doesn’t solve all the hard problems
yet.
The 20 bit limit is because maintaining superposition and
entanglement is difficult. It can currently only be done for very
short amounts of time at very low temperatures. ‘Quantum
dots’ is a term to watch out for. These promise to overcome
the restrictions associated with having to manipulate individual atoms to achieve quantum effects.
Quantum radar uses some of these ideas to detect stealth
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Quantum computing
• Current quantum
computers can handle
about 20 bits. Encryption keys are typically
1000 bits long.
• Some quantum annealing based computers
have up to 2000 bits,
but only solve certain
types of problem such
as optimization.
• Maintaining superposition and entanglement
can currently only
be done at very low
temperatures and for
short amounts of time.
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Quantum radar
• Creates a pair of
entangled photons, and
sends one as the radar
beam.
• Any returned photons
can be identified by
comparing them to
their partner photons
which stayed at home.
• Defeats radar jamming
(can identify fake
returned signals), and
stealth technologies
(can detect even very
low levels of returned
signal).

aircraft. A stealth aircraft has an anti-reflective coating so
the aircraft can’t detected by radar any more. Quantum radar
takes two entangled bits and fires one at the aircraft in the
radar beam. If it’s a stealth aircraft then most of the beam
won’t reflect so only one or two bits out of all those sent
might come back. If one or two return then they really hard
to distinguish against all other noise, such as the background
radiation coming in from space. Also if someone is trying to
jam the radar by transmitting their own bits then it is very
difficult to identify which ones are the reflected bits. However
the ones you sent are entangled with bits you’ve kept behind.
Because the two are linked you can tell which of the received
bits are actually being reflected. This means that you can
build a radar which is not easily jammed, and that is capable
of working with very low returns and so can track stealth
aircraft.

Self-healing technology:
• Clothing that repairs
itself. Rub damaged
area and the heat
activities a coating
that closes holes
[
Motion (2019)].
• Self healing ceramics, polymers, and
carbon fibres. Contain materials released at damage sites
which seal any breaks
[
CM (2015)].
• Opportunities: Self
healing smartphone
screens that both
fix the glass but
also ensure touch
screen functionality
is repaired as well.
Self healing batteries
that don’t degrade so
rapidly each time they
are discharged and
recharged.

12.5

Manufacturing

Manufacturing possibilities have already been explored in
chapter 7 covering the maker technologies. Further opportunities exist. Anyone who has ever found a hole in their
favourite shirt would welcome a technology where all you had
to do was to rub the tear and it would repair itself. Self healing
materials, such as a self healing fabric made of nylon rip-stop
with a special coating on it, allow just this. Rubbing the damaged area applies heat and friction to stimulate the coating
material and trigger the healing process.
A more distressing breakage occurs when you drop your
phone and the screen cracks. Self healing plastics consist of
two layers of a polymer with a particular liquid in between
them. When a hole appears the liquid oozes out and solidifies
to reseal the plastic object. This is what we might desire in a
smartphone screen although we also want to recover the electronics behind it so that you don’t lose the touch sensitivity.
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12.6

Biotechnologies

Biotechnologies are an area that we haven’t explored in much
detail in the previous chapters of this book. If we look at the
future of computing related technologies there are many
recent developments in biotechnology that will have a direct
impact.
Body implants are being explored in various forms. People
Body implants are hardware implanted
internally into the human body. Installation requires surgery, or injection [
New York Magazine (2018)].
Medical diagnostic devices that, for
example, monitor blood glucose levels
can also include devices as NFC tags
Surgeons performing surgery
for identification and access control,
Photo by Павел Сорокин from Pexels
or eye mounted cameras to provide
a first person point of view for filmmakers [
Spence (2019)]. Implanted
magnets in fingertips can transform magnetic fields into tactile sensations [
Dangerous Things (2019)].

are injecting NFC tags or small chips under the skin to be able
open doors and otherwise authenticate themselves. One court
case involved a person who had extracted the contents of a
public transport travel card and embedded that in his body.
His appeal against a fine was unfortunately lost because he
couldn’t produce the travel card itself. A film maker who lost
sight in an eye at an early age had the empty socket replaced
with a camera to capture video from a first person point of
view.
Various bio-hackers are implanting a range of objects under
their skin. A small magnet placed under the surface of a fingertip exerts force when you come close to metal or anything
magnetic. This pushes on the pressure sensors on your finger
so that the implant effectively translates magnetic fields into
something that you can actually feel. Wave your hand around
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and you can feel the magnetic fields in the area.
CRISPR is cutting edge technology that you do need to be
aware of. This is mechanism for editing genes. You’ve have a
CRISPR is a mechanism for editing
genomes. It can rewrite DNA while
in the body, potentially correcting
genetic defects. The elements are derived from a bacterial mechanism to
defend against viruses which involves
chopping up the DNA of an invader.
Person Injection Red Tomato
CRISPR elements [
Molteni (2019)]
Photo by Pixabay from Pexels
recognize particular sequences of DNA
(CRISPR spacers) and then use an
enzyme (Cas9) to cut DNA at points
defined by the spacers. The cell’s DNA repair mechanisms then try
to join the pieces, in the process adding the supplied DNA to the gap.
This provides opportunities such as : correcting effects of genetic
defects, making mosquitoes sterile and improving crop yields. However this level of genetic manipulation can introduce its own set of
dangers.

lot of genetic material in every cell in your body. This DNA
dictates how each cell actually works. CRISPR lets you rewrite
the genes in all the cells. This is not like previous genetic
engineering which manipulates a single egg cell which then
develops into a human. This is something that you can use to
re-engineer a complete organism in situ.
Inject the CRISPR material and it will be transferred to
every cell. It then rewrites the DNA in every one of these cells.
CRISPR makes use of two components. The CRISPR part of
it allows searching across the genetic material until it finds
a particular gene. It is programmed by tagging it with the
particular gene that it must search for. When it finds that gene,
the Cas9 protein cuts the genetic material at that point. This
removes the gene that was tagged. The cell’s automatic repair
machinery then tries to rejoin it. The rejoining process will
add in new genes that are also supplied as part of the CRISPR
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process.
Having your genes rewritten sounds scary enough but
there are some actual examples of existing uses of CRISPR.
Malaria is carried by mosquitoes. The best way to get rid
of mosquitoes is to rewrite their genetic material so they
cannot produce more mosquitoes. Take a group of adult male
mosquitoes and rewrite their genes so that they are effectively
sterile. Not quite sterile themselves, but so they will pass
on a gene which will cause a female mosquito descended
from them to become sterile. Normally when you pass on
a gene it goes to only half your descendants because there
is also the corresponding gene from the other parent that it
competes with. With the mosquitoes the genetic change uses
a process called a gene drive to ensure that the changed gene
goes to all descendants. It passes on the gene for sterility to
everybody. A laboratory test wiped out the complete test
population of mosquitoes after only a few generations. If
this had escaped into the wild it could have eradicated the
entire species. Nothing will stop it except another CRISPR
modification.
CRISPR is suitable for use in somebody who susceptible to
cancer or has some other genetic issue. You can rewrite their
body as it stands to eliminate that genetic disease. Should this
be applied to humans to engineer a superior species? This is
an interesting ethical debate for which it is already too late to
prevent the first cases of this happening.
Now that we have control over genetic sequences we can
take any organism and read its DNA code. In this way DNA
is turned into information. We can then turn that information
back into genetic material. There are commercial services that
will do it for $0.23 per base pair. Typically genes have lots of
base pairs in them but something like a bacterium has only a
few thousand. This step has already been demonstrated. Bacteria have been gene sequenced, the DNA has been recreated
just from from this description and reinserted into another
bacterium. We’ve built our own synthetic organism whose
parent is information. This information consists of instructions, and our procedural technologies are able to manipulate
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Synthetic organisms:
• Custom DNA sequences can now
be synthesized and
ordered online.
Costs range from
23c per base pair
GenScript (2019)].
[
• Genetic sequences of
existing organisms
can now be read and
converted to electronic
data.
• A bacterial cell has
been created whose
genetic material
is purely created
by converting the
data back to DNA
[Gibson et al. (2010)].
• Existing DNA uses
only 4 bases (the amino
acids adenine, thymine,
guanine and cytosine).
Synthetic DNA using
other amino acids is
easier to trace, and
potentially limits the
ability of synthetic
organisms to mix with
natural organisms.
• Opportunities: these
technologies are the
first step in a bootstrapping process to
create completely manufactured biological
organisms.
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Biological computers:
• Perform signal processing without having
to convert everything
into electrical signals.
• Could be in the form
of a virus that spreads
throughout the body.
If it detects several
biomarkers indicating
the cell is cancerous
then it kills the cell.
• DNA can be used as
data storage.
• Fungi will grow
differently on a CD
depending on what
data is stored at each
position. They are
effectively “processing”
the optically stored
data.
• Chemicals and cells
can detect light but also perform
image enhancement
computations such as
identifying edges.
The Singularity:
• The rate of technology
growth is accelerating.
Eventually it will be
instantaneous.
• Different technologies
will merge: computing,
genomics, nanotechnology, artificial
intelligence.
• Humans will be
replaced by posthumans.
• When: any day now.
2023-2045.

instructions.
We can even go one step further. The existing DNA code is
made up of four amino acids. We can select some additional
amino acids and create genetic codes using these to devise
forms of genetic material that have never existed on Earth. We
can script organisms that are completely different from any
forms of life that do exist. There is no danger of cross-breeding
into an existing population because the genetic material is not
compatible any more with existing forms of life.
We can start making use of biological computers because
life forms can do processing for us. Slime mould grown on a
map of the stations on the Tokyo underground network finds
the most efficient pathways to route rail lines between these
stations. Nutrients are placed at each of the station sites and
the slime mould is trying to find the best way of sending nutrients from one site to another. We can use DNA as a data
storage mechanism. We have already seen that we can translate DNA into information and then back again. Researchers
using CDs (compact discs) as a platform for growing various
types of fungus discovered that the type of growth was dependent on the data that was stored on the CD at the point
under the fungus. Effectively the fungus is able to read the CD.
This demonstrates the existence of a purely biological system
that can read data off CDs.
Biological systems detect light so they can be applied to
doing image processing operations. A slime mould can detect
edges on an image, for example, which represents one form of
useful computation used in image analysis.

12.7

Science fiction

Some technologies don’t exist and may never exist. But a little
bit of science fiction between friends can’t hurt.
The singularity is the point at which humans will be obsolete, and the machines will take over. It is due between 2023
and 2045 apparently, according to various predictions. Quality
of life either gets to be very good, or very bad, depending on
the predicted outcome.
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Nanorobotics uses some of the very small robots described
earlier in this chapter. Once we get down to robots that are
small enough to move individual atoms around then we have
the ultimate 3D printer. You could build anything you wanted
to just by taking the individual atoms and assembling them in
the correct structure. At that point you can then replicate any
existing object. Potentially you could even disassemble people,
transmit them as information to a distant location, and restore
them again. Alternatively just use this to back yourself up.
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Nano-robotics
• Building machines at
nanometer scale. An
atom is about half a
nanometer in size.
• Potentially built using
MEMS technology,
or as a DNA machine
[
nature vid (2016)].
• Possibilities:
– Self assembly
– Replication

12.8

Actually Doing Emerging Technologies

Building a component of a creative technology product, using
a technology which hasn’t been invented yet, could be considered to be an unreasonable request. However this is a good
opportunity to discuss the processes that result in new technologies. Technology represents the application of a science,
and so the research involved in developing new science is the
prelude to creating a new technology.
The research process, particularly in computing related
areas, involves innovation and invention in addition to discovering new and interesting properties of the universe. Innovation is driven by identifying an interesting problem or a
significant challenge and then creatively solving that problem.
In a sense we have come a full circle, where the approaches
used to find creative solutions using existing technologies introduced in chapter 2 are also the approaches used to develop
new technologies.
This leaves the remaining challenge of finding these interesting problems. This is itself a problem amenable to creative
solutions and some suggestions follow in the remainder of this
section.
The so-called X prizes are a series of grand challenges that
have been identified and are supported by various organizations. While often philanthropic in nature, intended to create a
better world for humanity, there have also been prizes offered
for significant advances in technology. An X prize is associated with a significant challenge for which no solution exists,

– Matter assembly
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but whose outcome can be clearly validated. These are competitions, with the prize going to the first team to achieve
the stated outcome. For example, a previous X prize set the
challenge of privately launching a space craft into orbit. Another involves providing an educational app that improves
global literacy levels. The prizes are also distinctive by the
large amount of money associated with winning them. This is
different to traditional ways of funding research which require
that the funding body invest in advance of the research being
done in the hope of a beneficial outcome. However interestingly most teams that do participate often end up spending
more than the prize is worth, with value being added through
the technology developments achieved in pursuit of a clearly
defined and desirable goal. The value of this approach has
resulted in the X Prize Foundation who list a range of open X
prizes on their web site [
Foundation (2019)].
Another source of interesting challenges are the imaginary
technologies presented in science fiction books, games and
movies. Some of these have been realized in existing products,
such as the wireless communicators that are the basis for
cellphones and video calling systems. There are many other
products that have some relationship to science fiction technologies although confirming the resemblance may require
some artistic license. However, it is perfectly impossible to
target a particular interpretation of a science fiction concept
and attempt to achieve a form of this through the combination
of cutting edge science and creative ingenuity. Some examples
of this include:
Hard light: Frequently depicted in fiction and in games, hard
light provides the equivalent of a tactile hologram; an
image that can be touched. Holograms themselves are
still a technology in development as discussed earlier in
this chapter. The force field aspect seems to be an even
more unlikely technology. However there are a range of
interesting developments that allow forces to be applied
to objects at a distance. Ultrasonic sound waves can be
combined to control the levitation of light objects such
as polystyrene spheres [Andrade et al. (2016)]. Getting
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closer to the ‘light’ theme, laser beams are used to move
small particles around by heating up points on their surface
which affects the air pressure around the particle, creating
enough force to steer the particle in any chosen direction
[Shvedov et al. (2014)].
Cloaking device: This device has also become ubiquitous
across various forms of space opera. Like the technologies
deployed on stealth aircraft, the device makes a person
or vehicle invisible to sensors. Unlike a stealth aircraft
though, the cloaking device is also expected to render the
object invisible to the human eye, rather like a wizardly
magical cloak. A range of technologies have been deployed
in pursuit of this goal [
Engineering (2019)]. These
range from materials with a high refractive index, that
bend light more than the materials such as glass that we
normally use for lenses, to ways of transforming light
into a signal that passes through the body and back into
light on the other side. A strategy that can be achieved
with existing technologies involves taking a picture with
a camera on one side of the object, and projecting that
image onto the other side of the object [
Roberts (2012)],
effectively camouflaging the object with the scenery in its
own background.
Affinity: This word describes a form of mental communication introduced by author Peter F. Hamilton in his Night’s
Dawn trilogy. Similar to concepts of telepathy, it also has
connotations of instantaneous connections suggestive of
the quantum entanglement process described earlier in
this chapter. Attempts at decoding speech directly from
signals measured from the brain are starting to yield some
results [Moses et al. (2019)] although are still a long way
from achieving telepathy. Speech interpretation using
sub-vocalization (silent speech) [Kapur et al. (2018)] is another way to achieve communication driven directly by the
mind. This just picks up the muscle movements of speaking
without needing to produce any sound.
We can try for creative solutions by thinking laterally about
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the problem. Mental communication can be driven in its
‘opposite’ direction; not trying to sense what a person is
thinking but rather injecting thoughts to make them think
about certain things. A starting point on this sort of technology involves the use of muscle stimulation to control a
human arm directly from the computer [Lopes et al. (2016)].
As the human user draws a line, the muscle stimulation
steers the wrist so as to trace out particular curves, representing information such as charts or flow-lines. You get to
see what you were ‘thinking’ as the image emerges.

12.9
Creative Technology
is about creativity and
technologies
Creativity is an active
process. Define your
creativity process in terms
of particular techniques
that help you be creative.
Technology is the application of knowledge and
science. Develop knowledge and keep this up
to date in order to apply
cutting-edge technologies
to solve problems and
develop products.
Select the technologies
you want to become
proficient in, and develop
the knowledge and skills in
these.

Working with Emerging Technologies

This chapter describes the opportunities available with emerging technologies. Creative technology combines creativity
and creative processes with technologies that are constantly
developing and innovating. Keeping up with technology developments is key to producing creative technology products that
will empower their users and enhance society.

13
Resources
A repository with an electronic copy of this book is available
at: https://github.com/incshaun/FantasticTales.
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