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Abstract
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Texture synthesis employs neighbourhood matching to generate appropriate new content. Terrain synthesis has the added constraint
that new content must be geographically plausible. The profile
recognition and polygon breaking algorithm (PPA) [Chang et al.
1998] provides a robust mechanism for characterizing terrain as
systems of valley and ridge lines in digital elevation maps. We exploit this to create a terrain characterization metric that is robust,
efficient to compute and is sensitive to terrain properties.

Texture synthesis employs neighbourhood matching to generate
new content corresponding to the original exemplar images. Terrain synthesis has the added constraint that new content must also
be geographically plausible. We propose a terrain characterization
measure inspired by the profile recognition and polygon breaking
algorithm (PPA) [Chang et al. 1998; Chang and Sinha 2007; Chang
and Frigeri 2002] for use in matching regions in terrain synthesis
applications. Our refinement, based on minimum spanning tree
computation, can produce visually similar results to the PPA, but
overcomes a number of limitations with the original formulation.
Our refinement now provides:

Terrain regions are characterized as a minimum spanning tree derived from a graph created from the sample points of the elevation
map which are encoded as weights in the edges of the graph. This
formulation allows us to provide a single consistent feature definition that is sensitive to the pattern of ridges and valleys in the terrain Alternative formulations of these weights provide richer characteristic measures and we provide examples of alternate definitions
based on curvature and contour measures.
We show that the measure is robust, with a significant portion
derived directly from information local to the terrain sample.
Global terrain characteristics introduce the issue of over- and underconnected valley/ridge lines when working with sub-regions. This
is addressed by providing two graph construction strategies, which
respectively provide an upper bound on connectivity as a single
spanning tree, and a lower bound as a forest of trees.
Efficient minimum spanning tree algorithms are adapted to the context of terrain data and are shown to provide substantially better performance than previous PPA implementations. In particular, these
are able to characterize valley and ridge behaviour at every point
even in large elevation maps, providing a measure sensitive to terrain features at all scales.
The resulting graph based formulation provides an efficient and elegant algorithm for characterizing terrain features. The measure can
be calculated efficiently, is robust under changes of neighbourhood
position, size and resolution and the hybrid measure is sensitive to
terrain features both locally and globally.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modelling—Physically based modelling
Keywords: Line; Ridge; Graph; Minimum Spanning Tree; DEM
∗ e-mail:
† e-mail:

s.bangay@ru.ac.za
kevinrobertglass@gmail.com

Introduction

• A terrain characterization measure that can be computed efficiently.
• A measure that is tolerant of changes in the position of the
neighbourhoods used, and sensitive to features at all scales in
the sample.
• Perceptually relevant features of terrain (similar to the ridges
and valleys produced by the original PPA).
• A process that can be applied to characterize other features
of terrain (such as the curvature variations and contour lines
demonstrated in this paper).
Our characterization measure is based on the profile recognition
and polygon breaking algorithm (PPA) [Chang et al. 1998; Chang
and Sinha 2007; Chang and Frigeri 2002] which extracts valley
and ridge features from digital elevation maps. The approach introduces the innovative concept of connecting adjacent elevation
samples with edges representing their combined height values and
using a polygon breaking process to identify ridge and valley skeletons from this representation. The elegant simplicity of the process
make this well suited to the automatic classification of terrain features, used in feature classification and matching applications such
as the terrain synthesis process of [Zhou et al. 2007].
The original PPA algorithm repeatedly (and inefficiently) breaks
cycles by removing the edge with the greatest elevation value. We
explicitly reformulate the PPA algorithm as the equivalent process
involving representing the elevation map as a graph (a collection
of vertices and edges) and applying an algorithm for generating a
minimum spanning tree.
Cycle breaking is an inefficient process and in the PPA is addressed
by culling points, and only producing principle ridge/valley lines
connecting a limited set of vertices. Our resulting spanning tree
connects every elevation point and resembles a fractal space-filling
curve which is characteristic of every point (and features of all
scales) in the terrain. These feature lines provide classification measures such as local valley/ridge orientation and branching degrees
for all points on the terrain. The robustness of this classification
when applied to regions sampled from a larger terrain is discussed
in section 3.4 and bounds are established. This characterization can

augment the neighbourhood matching step used in texture synthesis processes (such as those based on [Efros and Leung 1999]) to
ensure sensitivity to characteristics specific to terrain.
The use of every elevation point and the need to perform feature
classification for large elevation maps with high resolutions requires the use of efficient algorithms. We present two high performance algorithms designed for minimum spanning tree construction and show how they can be further improved within the context
of this problem.
We make no claims as to whether the resulting feature lines match
particular cartographic requirements, an issue also discussed by
[Chang et al. 1998]. Our lines instead should be sensitive to terrain features as would be expected of a useful characteristic measure, but devotion to interpretations of ridges and valleys is not a
goal. Our emphasis is on creating feature classifications that can
be generated in a deterministic and robust manner for every point
in the terrain, and for an arbitrary sample thereof. The discussion
is phrased in terms of valley lines, as they translate directly into
a formulation based on minimum spanning trees. The same process applies to ridge features by negating the edge weights used.
Other characteristic features can also be identified by manipulating the edge weights as we show in section 3.3. The enhancement
of the presentation of the valley/ridge lines through thinning and
smoothing shown in this paper is only provided to improve ease
of interpretation and for fair comparison of the alternate strategies
presented.
Our contributions are:
• Identifying that the PPA ridge/valley extraction can be reformulated as a minimum spanning tree problem.

The PPA algorithm for valley/ridge identification is first described
by [Chang et al. 1998] and implemented in FORTRAN. Implementations with some enhancements are created for other environments:
GRASS [Chang and Frigeri 2002] and Visual Basic [Chang and
Sinha 2007]. These serve as the basis for an evaluation of the cartographic quality of the feature lines by [Gulgen and Gokgoz 2004],
and for the use of the lines for feature classification in terrain data
[Zhou et al. 2007].
The original algorithm effectively consists of the following steps:
1. Identify potential candidate vertices for a valley line.
2. Connect vertices to their eight immediate neighbours (pruning
some based on various local criteria).
3. Set weights on edges to the average of the heights at the two
vertices.
4. Remove the diagonal link with the larger weight to prevent
crossover.
5. Repeatedly perform polygon breaking until all cycles are removed.
6. Perform skeletonization of the graph to isolate only principal
valley lines.
7. Smooth the valley lines.

• Defining a minimum spanning tree formulation and edge
weighting functions that provide terrain characterization measures (such as ridges, valleys and contours).

This provides impressive results over a set of relatively small elevation maps but is open to the following areas of improvement:

• Showing that these measures exhibit desirable properties of a
characterization measure in a terrain synthesis process. We
describe a method for determining the bounds on variation resulting from selecting a sample within a larger terrain dataset.

The various pruning and skeletonization stages retain only points on
the most prominent valley lines. [Gulgen and Gokgoz 2004] show
the potential detail that can be obtained by abandoning the candidate identification stage, although this change is largely canceled
out by their skeletonization step.

• Demonstrating that minimum spanning trees can be produced
efficiently, and result in characteristic lines with greater coverage than those used in the original PPA.
The remainder of the paper is structured as follows: We describe
the relevance of the concepts introduced by the original PPA algorithm in section 2 before providing the details of our algorithm in
section 3. Section 4 describes the implementation of the minimum
spanning tree algorithms used and reports on an assessment of their
performance before the contributions of this paper are presented in
section 5.
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cal and global terrain properties and that is resilient under changes
of scale: a characteristic of our refinement of the PPA algorithm.

Related work

Example based texture synthesis processes typically involve a stage
of identifying corresponding neighbours in the exemplar and in the
target texture region [Wei et al. 2009]. Such local neighbourhoods
are less appropriate for terrain, which also includes global requirements (such as the need for rivers to flow downhill across their entire course). Global requirements are often resolved using a multiresolution approach [Wei and Levoy 2000; Lefebvre and Hoppe
2005], where larger but more coarsely sampled neighbourhoods are
used in early passes. Terrain synthesis schemes based on this approach require terrain relevant feature extraction that measures lo-

The use of user defined thresholds (height variations to define valley candidates, length limits on pruning branches) makes the result
sensitive to the format (scale, precision) of the original data and
necessitates human intervention in the process. Adding additional
refinement steps, such as removing parallel segments [Chang and
Sinha 2007], complicates the process by selecting alternative characteristics of a valley line.
The process is reported to require “much computation time” [Chang
et al. 1998], although some minor optimization mechanisms are described. Further speed improvements are reported in [Chang and
Sinha 2007] using techniques that flag and avoid dead-end branches
when checking cycles, and avoid sorting when sets of edges have
the same weight. Sample data demonstrating the extraction process
ranges from a 40 × 40 grid up to map of Taiwan, with estimated resolution of about 400 × 250 (4 by 2.5 degrees at a stated 0.01 degree
resolution, much of which is water) [Chang et al. 1998; Chang and
Sinha 2007; Chang and Frigeri 2002]. These are small compared to
the regions of 4000 × 4000 required by terrain synthesis processes
[Zhou et al. 2007].
Other strategies exist for finding valley/ridges [Kweon and Kanade
1994; Tribe 1992], however in this paper we confine our attention to
producing a terrain characterization measure based on the process
used in the PPA.

Valley

Algorithm 1
procedure feature_characterization ()
Construct a graph based on the digital elevation map
Assign weights to the edges of the graph
Create the minimum spanning tree for the graph
if human readable output is required then
Perform skeletonization on the minimum spanning tree
Smooth the minimum spanning tree
end if

Inclusion of all points into the graph avoids the isolated segments
reported in [Chang and Sinha 2007]. It ensures that the effects of
neighbouring terrain at both local and global scales are considered
when constructing feature lines due to the global minimization process resulting from creation of a minimum spanning tree.

Figure 1: Valley features defined for every point in an elevation map
(using the hybrid algorithm described in section 3.3.3).
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Minimum spanning tree as a terrain characteristic

We propose the use of the minimum spanning tree connecting every point in a rectangular elevation grid as a terrain characteristic
measure. Such as measure must:
• Be well defined over every point in the terrain. In particular,
it should not rely on thresholds defined relative to the size of
the sample or the range of altitude values provided.
• Support robust neighbourhood matching such that it does not
vary significantly if the position of the neighbourhood varies
slightly.
• Be efficient to compute.
• Represent the significant features of the terrain at all levels
(so that the arrangement of river tributaries can also be considered, in addition to the path of the main river).
We do not believe that the original PPA formulation satisfies these
criteria. A graph representation allows extraction of valley lines to
be posed as a problem in graph theory; the creation of a minimum
spanning tree.
The remainder of this section defines the minimum spanning tree
based terrain characterization process, and discusses how the desired properties are achieved using this approach.

3.1

Minimum spanning tree algorithm

Our approach creates a graph by mapping every elevation sample
to a vertex, and linking these with edges to their immediate neighbours. “Polygon breaking” on this graph through the creation of
a spanning tree identifies the direction and complexity of valley
lines at every point in the elevation map, as illustrated in Figure 1.
All examples shown use a down-sampled region (176 × 176) from
the USGS one arc-second National Elevation Data (NED)1 around
Mount Rainier, USA.
1 http://seamless.usgs.gov/

The properties of the desired feature lines are embodied in the
weights assigned to the graph edges. This formulation ensures use
of a single definition that is applied consistently. The results may
deviate from the traditional interpretations, but are strongly associated with terrain features at local and global levels. Enhancements
to feature identification involve changing only the weight definitions.
Our algorithm for feature characterization is provided as Algorithm
1. Each stage in the process is discussed in greater detail in the
sections following.

3.2

Graph definition

Graph representation has a number of advantages. Graph manipulation algorithms are well established and efficient and employed in
a range of applications. The graph representation allows us to ignore the significance of the edge weights, allowing other weighting
schemes to be devised under the spanning tree framework.
We introduce a number of refinements to the original valley extraction process motivated by the desire to identify valley/ridge-like
properties for all points in the terrain.

3.2.1

Identifying Candidates

The original process [Chang et al. 1998] identifies candidate points,
using a curvature based measure which is inconsistent with height
based criteria used for edge weights. The resulting valley lines are
dependent on local conditions, such as the shape, scale and position
of the region. We discard this step. Any performance benefits associated with this step are offset by the use of improved minimum
spanning tree algorithms described in section 4.

3.2.2

Pruning invalid segments

Each grid point is connected to its eight immediate neighbours. In
the original formulation [Chang et al. 1998] the higher of each pair
of intersecting diagonal links within every square of grid points is
removed. This reduces the number of edges that need to be considered during polygon breaking, and improves the cosmetic appearance of the resulting tree. This is inconsistent with the later
stage of spanning tree construction which requires the removal of
the highest weighted edge in a cycle, which may not be either of the
diagonal links in many cases. A later refinement [Chang and Sinha
2007] removes parallel edges on either side of a candidate edge if

With diagonal edges
No diagonal edges

Valley

Figure 2: Valley lines produced with and without the use of diagonal edges.

they are higher than the candidate. This again represents the use of
curvature, rather than a height based measure.
We do not perform a separate edge pruning step and to ensure consistency use only minimum spanning tree construction to determine
edge validity.
Figure 2 compares valley lines created using an 8-connected neighbourhood against those using only a 4-connected neighbourhood
(horizontal and vertical edges only). The latter has the advantage
that all edges are the same length; a factor which has been observed
to play a minor role in biasing the feature lines towards particular
edges2 . The accuracy of the valley/ridge lines produced by any of
the algorithms remains unproven (despite motivations [Chang et al.
1998]), however use of the minimum spanning tree approach produces characteristic measures that are largely robust to choice of
terrain sample (discussed in section 3.4)
Smoothing removes the appearance of sharp corners in both of the
scenarios shown. We favour retaining the diagonal links to provide
additional variation in orientation of the feature lines.

3.3

Edge weighting

Sections 3.2.1 and 3.2.2 identify cases where the original PPA algorithm uses both elevation and curvature based measures to eliminate
edges. The polygon breaking routine itself eliminates edges based
on the average height of the two end points. This confuses the definition of the valley lines with the process used to extract them.
Construction of a minimum spanning tree can be regarded as a
global optimization process that minimizes the function: ∑i∈E wi
where wi is the weight of the ith edge in a spanning tree. In producing a terrain characterization process we aim to assign these weights
in such a way that this minimization process extracts edges that correspond to an inherent property of the terrain.
Two criteria for points on valleys have been identified: [Kweon and
Kanade 1994; Little and Shi 2001; Ohtake et al. 2004]
1. Valleys correspond to places where water would flow and
hence are local elevation minima. Weights using the average
elevation value of the endpoints of an edge favour paths that
minimize total elevation over the length of the path.
2 Either towards the diagonals, or the horizontal/vertical edges depending

on the nature of the weight calculation.

Figure 3: Height based weights used for tracing valleys, showing
parallel fans usually removed by pruning stages.

2. Curvature measures identify valley lines by finding local extrema in curvature in the principal directions. These can either be approximated from discrete elevation samples (as described in sections 3.2.1 and 3.2.2) or calculated analytically
by fitting a continuous surface to the terrain and using differential geometry to determine the required values.

3.3.1

Height based weighting

The use of height based weights combined with minimum spanning
tree extraction (the core of the PPA) produces valley lines of a very
restricted form, as shown in Figure 3. Valley lines radiate outwards
from pits and troughs and end up as parallel fans which do not do
justice to the shape of secondary tributaries. Only principal valley
lines are tracked accurately. This gives a false impression of the
quality of this edge weighting measure when only principal lines
are presented. As a terrain characteristic measure this is inappropriate for all but the coarsest levels of detail.
We argue that this behaviour can be directly attributed to the use
of height as a weighting measure. The objective function ∑i∈E wi
written in terms of the original vertex heights is 12 ∑i∈E vi,1 + vi,2 ,
where weights
 are averaged from their endpoint elevations (wi =
1
2 vi,1 + vi,2 ). To minimize this expression the vertex with the
lowest elevation value must occur wherever possible (replacement
of this vertex with any other would otherwise increase the sum).
This allows us to propose the variation of the minimum spanning
tree algorithm, shown as Algorithm 2, for this situation. As expected, this version produces the same output as in Figure 3.
Efficiency issues aside, this greedy process results in the restricted
form of valley/ridge lines. Connecting every neighbour of a vertex at a local minimum creates radiating patterns from these points.
The choice of neighbours for subsequent vertices is limited which
favours the creation of fans of parallel edges - not a good neighbourhood classifier. Interestingly, the ad hoc pruning stage described in
section 3.2.2 in the original PPA algorithm does produce less regular patterns, by removing many of the edges that would otherwise
lead most rapidly from one elevation level to another. The cosmetic
appearance is disguised and their algorithm does not achieve the
true minimum consistent with other steps of the PPA algorithm.

Algorithm 2
function MST_height_weight (graph G)
T ⇐ 0/
for each vertex v in G, sorted from lowest to highest
for each edge from v to neighbour vi
if there is no edge(w, vi ) ∈ T , ∀w ∈ G then
ei ⇐ edge(v, vi )
T ⇐ T ∪ {ei }
end if
end for
end for
return T
A1’
A’

d

C1’

A

B1’
C
A2’

d
C2’

B
B’

B2’

Figure 4: Curvature based edge weight calculation.

3.3.2

Curvature based weighting

3.3.3

Hybrid weighting

The height and curvature concepts can be combined to perform
valley identification, again by just manipulating the value of the
weights assigned to edges of the graph. In this case we create a
hybrid weighting scheme by taking the product of the elevation and
curvature based edge weights.
3.3.4

Comparison

Examples of valley and ridge lines using different weighting
schemes are shown in Figure 5, and in relation to the terrain in
Figure 6. All approaches reproduce the general structure of ridges
and valleys. Differences occur in regions where feature interpretation differs according to the valley/ridge definitions used. Curvature
measures are more sensitive to inflections in the surface and provide
a richer set of valley/ridge lines when combined with height weights
than can be achieved with a height based approach alone.
Curvature based weights do not exhibit the space filling “feathering” patterns that occur with height based weights. This provides
better valley/ridge characterization behaviour over less prominent
terrain. The examples shown indicate that this process identifies
features characteristic of the terrain. More important, however, is
that the set of edges within a neighbourhood provide a varied but
deterministic identifier for the region suitable for the purpose of
neighbourhood matching of terrain samples.
3.3.5

Weights for other terrain features

Curvature measures can be calculated by changing the edge
weights. Previous approaches using curvature [Little and Shi 2001]
require that local extrema in curvature with respect to a principal
direction first be identified. We exploit the graph reduction process,
assigning a curvature measure to every edge radiating out from a
vertex and allowing the minimization process inherent in minimum
spanning tree construction to identify the best candidate direction
(using local and global knowledge).

The merits of confining feature definition to the edge weighting
stage is demonstrated by the ease with which other categories of
curve can be specified. As an example Figure 7 shows the use of
edge weights based on gradient; in this case the absolute difference
in elevation between the two end vertices. Feature lines try to follow elevation contours (or cut directly across them if weights are
negated). Connectivity between these pseudo-contours is provided
by edges that lie along the flattest intermediate terrain.

We choose a weight that selects for large curvature across the edge
in proportion to the curvature along the edge. This makes the measure sensitive to the direction of the edge. It is calculated as follows
(with reference to Figure 4). The process is chosen to be applicable
to both horizontal/vertical and diagonal edges.

These are not contour lines as accepted geographically, but do provide an alternative terrain characteristic measure.

Given the edge {A, B}, with direction d = [dx , dy ] = A − B, the
following grid points can be found: A′ = A + d, B′ = B − d. An
elevation value for the center point, C, can be inferred as Cz =
1
2 (Az + Bz ), where the notation Kz refers to the elevation of point
K. The curvature in the direction of the edge, κd , can then be found
by the change in gradientsover the points: [A′ ,C, B′ ], specifically:
κd = B′z −Cz − Cz − A′z .
The direction perpendicular to the edge is d⊥ = [dy , −dx ]. The
following grid points exist: A1′ = A + d⊥ , B1′ = B + d⊥ , A2′ =
A − d⊥ , B2′ = B − d⊥ . Elevation values for the corresponding

midpoints can be found using: C1′z = 12 A1′z + B1′z and C2′z =

1
′
′
2 A2z + B2z . The curvature across the edge, κd⊥ , can then be
found by the change in gradient
over the points: [C1′ ,C,C2′ ],

′
specifically: κd⊥ = Cz −C2z − C1′z −Cz .
The edge weight used is a combination of the two curvature measures, specifically: w{A,B} = κd⊥ / |κd |. This measure is specifically designed to ensure that it is commutative, specifically that the
weight of edge {A, B} is the same as for edge {B, A}.

3.4

Properties of a terrain characteristic measure

The minimum spanning tree provides a useful measure of the characteristics of terrain, appropriate for use in a terrain synthesis process. With respect to the issues listed in section 3:
This minimum spanning tree is well defined over every point in the
terrain. No threshold values are used at any point, and the tree results only from the relative values assigned to the edge weights. The
use of a measure definined at every point in the terrain is important
in our opinion. Terrain synthesis approaches typically model terrain
as fractal, and thus detail is important not only for principle ridges
and valleys but also for the finer scale features within these.
Robustness under changes in position is an important property to
consider. A minimum spanning tree construction involves local
and global knowledge. It combines information local to a neighbourhood of each vertex, as well as information global to the entire graph. Mathematically, some edges in the minimum spanning
tree are identified using local knowledge only (it can be shown that
the lowest weight edge attached to each vertex is always included),
while other edges rely on global information (by removing the edge
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Figure 5: Valley lines produced using different edge weighting
schemes.

Figure 6: Valley and ridges lines superimposed on the elevation
map, with ridge lines shown in red and valley lines in green.

Minimum gradient

Figure 8: Partial spanning tree created using local information only.
Green edges are definitely in the tree, yellow edges are undetermined.

Figure 7: Contour sensitive features derived using gradient based
weights.

with highest weight in cycles spanning ever increasing regions of
the graph) [Bazlamaçci and Hindi 2001]. This is relevant to terrain
data and ensures that valleys are locally continuous, but divided by
ridges at ever increasing scales (requiring global knowledge). It is
also directly applicable to a multi-resolution texture/terrain synthesis process[Lefebvre and Hoppe 2005; Bangay and Morkel 2006]
in that it remains consistent across changes in sampling density.
In the case of our minimum spanning trees, with respect to the edges
local to a single 8-connected vertex:
• 1 edge is definitely in the minimum spanning tree.
• There are 4 triangular cycles present per vertex, with the combined effect of eliminating up to 4 of the edges (some removed
edges may be in several cycles).
• There are 3 quadrilateral cycles present per vertex, capable of
eliminating another 3 edges.
In practice we find that the majority of the edges of the minimum
spanning tree are completely determined by nodes in their local
neighbourhood. In the terrain sample shown in this paper and using
edges between vertices and their immediate neighbours (see Figure
8), 25.0% of edges can be confirmed as in the spanning tree, 69.2
determined as definitely not in the spanning tree and only 5.8%
need to be considered in terms of larger neighbourhoods. Thus this
measure is very tolerant to changes in the position of the neighbourhood sampled from a larger terrain dataset. The spanning tree
representation for a given neighbourhood is also unique if no edge
weights are duplicates.
A minimum spanning tree for a bounded sample of terrain may not
be equivalent to the corresponding subset of the minimum spanning

tree for the entire terrain3 because some connecting links may be
outside the sampled area. The feature lines for a terrain sample
should strictly be represented by a forest of spanning trees. The
single tree represents a generous estimation of the feature edges
for the terrain sample, an upper bound on the edges that would be
present in the subset of a minimum spanning tree covering the entire
terrain.
As a lower bound, a conservative estimation can be made of the forest present in a sampled region. The graph is augmented by adding
an additional sink vertex, representing possible terrain outside the
sampled area. All boundary vertices of the graph are connected to
the sink vertex with an edge weight which is less than the minimum
present elsewhere in the graph. This represents the assumption that
the best potential valley terrain exists beyond the edge of the sampled region. After the minimum spanning tree is extracted, the sink
vertex and any edges attached to it are removed. The resulting forest of spanning trees retains connections where valley lines can be
confirmed using only the data present within the sampled region.
An example of such a forest is shown in Figure 9. The changes are
minor, but identify ambiguous edges. The vast majority of edges
are unchanged, particularly in the center of the region where the
amount of local information at multiple resolutions is the greatest.
Forest estimation can be used to reduce the influence of such edges
in any neighbourhood matching process.
The polygon breaking process used in the PPA algorithm is an example of an algorithm for creating minimum spanning trees. More
efficient algorithms exist, which can be further optimized by taking advantage of the constraints implicit in digital elevation maps.
Implementation and performance issues with respect to these algorithms are covered in section 4.

3.5

Presentation

The results of minimum spanning tree construction provide a pattern of lines that characterize every point (and neighbourhood) in
3 Strictly

region.

speaking, almost all terrain data sets are a sample of a larger

3.6
Forest
Tree

The separation of spanning tree creation and weighting mechanism
allows for different terrain characteristics to be extracted using a
single process. The resulting tree represents terrain features at all
scales (except when height based weights) and is robust under small
changes in neighbourhood size and position. We next describe the
implementation of efficient algorithms that allow us to handle this
extra complexity and deal with larger data sets than those analyzed
previously.

4

(a) Valley lines

Figure 9: Effect of forest versus tree creation.
Algorithm 3
procedure thinning (tree T , float proportion)
|Einit | ⇐ number of edges in T
L⇐1
for all leaf nodes n in tree
n.level ⇐ L
end for
while number of edges in T > proportion × |Einit |
if there is a leaf node n at level L or lower then
neighbour(n).level ⇐ neighbour(n).level + 1
delete n, and adjacent edge in T
else
L ⇐ L+1
end if
end while

the elevation map, achieving our stated goal. Skeletonization and
smoothing improve the visual appearance to facilitate presentation
of the results in this paper and allow for inspection of the different
weighting schemes.

3.5.1

Skeletonization

The skeletonization process removes less significant branches of the
minimum spanning tree to improve ease of interpretation by human
readers. For fair comparison, we keep the number of edges present
in the reduced graph invariant in any presentation of valley/ridge
lines. The thinning process erodes the edges of the tree until the
target number of edges remain, as per Algorithm 3.
We find that a uncluttered representation of principal valley/ridge
lines can be achieved by retaining 20% of the original edges.

3.5.2

Smoothing

We use the smoothing process used in the original process [Chang
et al. 1998], which moves each vertex to the average position of it
and its neighbours in the spanning tree.

Summary

Spanning tree extraction

We describe the implementation of two classical algorithms for
minimum spanning tree construction, providing details of how they
can be tuned to operate efficiently with terrain data. We use an
implementation of Prim’s algorithm, found to be fastest in a practical evaluation [Bazlamaçci and Hindi 2001], and a variation of
Kruskal’s algorithm adapted to the problem domain.

4.1

Prim’s algorithm

Prim’s algorithm [Bazlamaçci and Hindi 2001] generates the minimum spanning tree starting at a single arbitrary vertex and expanding as a single contiguous structure. For efficiency all edges from
this initial point are added to a heap, which allows edges to be retrieved in order of increasing edge weight. As each edge is retrieved, any unattached end-vertices are added to the tree and the
edges from these vertices are in turn accumulated in the heap.
Our optimizations to the basic algorithm include marking edges so
that they are not added multiple times to the heap, and using a modified binary heap that uses reference counting within the heap to
avoid shuffling in the case where duplicate weights are added or
removed.

4.2

Kruskal’s algorithm

Kruskal’s algorithm [Kruskal 1956] incrementally merges forests
of trees into a single minimum spanning tree. The initial forest
consists of the vertices of the graph without any edges. Each edge
is considered in turn, in order from lowest to highest weight. An
edge can be added if it connects two distinct trees.
The coherent nature of terrain data allows us to maintain a structure
which uniquely identifies each tree when deciding whether to add
edges. Each tree in the forest is given a unique marker, duplicated
at every vertex. Each tree in the forest is initially unmarked. A new
edge is added when one of the end-vertices is unmarked, or if the
marking of two vertices is different. Usually an untouched vertex is
added to an established tree. This requires updating the marking of
the new vertex only. This is a common case with continuous terrain
data which tends to grow a few large trees, rather than connect many
disjoint vertices. The most effort involved is when two large trees
are connected. Rather than re-mark every vertex in one of the trees,
we maintain a translation table mapping the original marking to the
new value and only update the translation table.

Improvements in the efficiency of spanning tree extraction take advantage of domain specific characteristics of the graphs created
from terrain data. Weight values are produced from discrete elevation values, sampled at finite precision. This is exploited when sorting edges by employing a bucket sort [Cormen et al. 2001], trading
against processing speed.
Terrain data is often continuous and exploiting this coherence
speeds up tree construction. Elevation based weighing functions
cause points of similar height to be added consecutively, often to
the same fragment. The tree marking scheme added to Kruskal’s
algorithm in section 4.2 performs best when this is the case, requiring more effort when merging two fragments.

4.4

1000

Terrain specific optimizations

Results

We compare the performance of the minimum spanning tree implementations on elevation maps of different sizes to evaluate their
efficiency. Five regions are used, providing examples with visibly
distinct ridges and valleys as well as areas with less pronounced features. The source of the data is the SRTM data sets4 , with four of
the examples derived from the three arc-second data, and one from
the one arc-second set. Down-sampled versions of each region are
produced at resolutions ranging from 32 × 32 to 2048 × 2048.
Performance measurements are taken for C++ implementations of
Prim’s and Kruskal’s algorithms as described in sections 4.1 and
4.2. To provide a baseline measurement, the Visual Basic code for
the PPA algorithm[Chang and Sinha 2007] has been ported to the
same environment and adapted to use the same data representation.
While it requires some minor changes to allow trees spanning all
elevation points to be created, we believe the changes reflect the
performance of a polygon breaking approach when applied for a
comparable purpose, and potentially enhanced by removing visual
feedback and adding the bucket sort used by the other algorithms.
Time measurement is restricted to the interval covering construction
of the minimum spanning tree.
Performance was measured on a PC (1.6GHz Intel Pentium processor, 2GB memory, Linux kernel 2.6.23). Data sizes are such that all
structures are able to fit into main memory. Measurements for each
data set are repeated and averaged to reduce effects of operating
system overhead. The mean time at each resolution, together with
minimum and maximum values, are shown in Figure 10.
The performance of both the Prim and Kruskal based implementations are substantially better than that of the PPA algorithm. The
steeper gradient of the PPA algorithm shown using the logarithmic
scale indicates that that algorithm has a greater complexity and becomes utterly infeasible as the size of the elevation map increases.
The lower overhead of the Kruskal implementation makes it fastest
for lower resolutions. The best performance for increasing data size
results from the heap structure used for optimization of Prim’s algorithm which benefits from the coherent nature of the terrain data.
A curve of the form y = axn fitted to the results for the Prim implementation gives a value of n = 1.02 which makes it close to linear
with respect to the number of vertices in the graph. The optimizations used for the Kruskal implementation are more sensitive to the
nature of the terrain, as evidenced by the larger range in the performance results, providing most benefit where a few clear elevation
minima/maxima favours growth of a few trees, rather than forest
merging behaviour.
4 http://www2.jpl.nasa.gov/srtm/
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Figure 10: Relative performance of different minimum spanning
tree implementations.

For purposes of comparison with the original exposition of the
PPA algorithm[Chang et al. 1998] Figure 11 shows the valley and
ridge lines for the island of Taiwan taken from the three arc-second
SRTM data set using the hybrid weighting scheme (a scale not feasible under the original approach). Some gaps are present, representing missing data in the data set. The minimum spanning tree
for the 4.4 million vertices that are above sea level (two orders of
magnitude larger than the previous version) is produced in under a
minute.

5

Conclusions

The process of valley and ridge feature line identification is
rephrased in terms of creating a minimum spanning tree, allowing
the process to be viewed as one of minimizing a well defined objective function over the entire elevation map. Efficient algorithms
for solving this problem are known and we show how they can be
further enhanced to exploit the nature of terrain elevation data.
The improved performance supports feature characterization for all
sample points in large elevation maps. Changes to the weighting
function determine the nature of the features that are identified, and
we demonstrate how this can be used to incorporate curvature and
contour sensitive measures. The changes made to the structure of
the graph for a given elevation map make it possible to use a single
consistent feature definition throughout the process, and to assess
the significance of the features identified even when working with
a fragment of a landscape.
The resulting process is well suited to use as a characteristic measure reflecting the terrain properties of a neighbourhood. The measure can be calculated efficiently, is robust under changes of neighbourhood position and size and the hybrid measure is sensitive to
terrain features both locally and globally.
Initial work on terrain synthesis using this approach to creating
characteristic measures involves some challenges in recreating a
terrain from the minimum spanning tree measure. We are optimistic that a multi-resolution synthesis approach may lead to a
breakthrough with this inverse problem.
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