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Abstract
Here within we explore one of the current benchmarks that exist in the market
place today, namely SPEC, we follow it up with a case study of their main benchmark
products. We also explore and discuss the philosophies behind general benchmarking
including some of the pitfalls or challenges that face benchmark developers and outline
various benchmark categories identified throughout our research.

After presenting the related work in this field, we move on to our own benchmark
experiment. In our experiment we hope to gain a richer understanding or appreciation of
the benchmarking process through the development of our own practical implementation.
We identify a number of fields within performance measurement that we feel need
further exploration. These fields include the measuring of cost factors incurred when
introducing graphical special effects.

We record the performance of local graphics

accelerators when these special effects are introduced. This includes the related strengths
and weaknesses of each accelerator. The tests introduce the following special effects zbuffering, blending, fog and light. We apply these effects to the rendering of three basic
primitives, namely the point, the line and the polygon. We measure the increases in
performance time with the introduction of these special effects in order to determine the
performance of various graphics accelerators. We rank both the special effects and the
graphics accelerators. We also measure the difference between 2D and 3D rendering.

We conclude this paper with the following results: the tests rendered in 3D exhibited
higher performance times than the 2D counterparts, The special effects in order of
expense are Z-buffer depth testing; Blending; Fog and Light. The accelerators finished in
the following order of performance: the Geforce2; Geforce Pro; Voodoo3 and
Monster3D.
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Chapter 1 - Introduction
Today a top end machine is not complete without a graphics accelerator. It is left
up to us as the end user to determine the best graphics accelerator for our purpose. Many
commercial benchmarks have been released to measure the comparative performance of
available graphics accelerators. Traditionally these benchmarks were wrought with faults
and problems along with a general sense of confusion and distrust. This distrust and
abuse by independent vendors led to the establishment of recognised standards bodies
that took it upon themselves to create and maintain trustworthy benchmarks.

In this paper one of the items we explore is the concept of performance
benchmarking. We do not limit ourselves exclusively to the field of computer graphics
but rather we discuss general benchmarking philosophies and concepts. These concepts
include items such as measurement criteria, benchmarking challenges, origins,
benchmark categorisation, and general guidelines for benchmarking.

Our investigation includes an in-depth discussion of a current benchmarks offered
by an international standards organisation, the Standard Performance Evaluation
Corporation (SPEC) and the sub-committees within. A case study of SPEC's benchmark
products is documented and any relation to our own work is highlighted.

The creation of a benchmark is challenging with many pitfalls and obstacles. We
feel that it is not enough to just investigate an established benchmark instead that we shall
learn more by creating our own benchmark.

We are interested in what current

benchmarks measure and we discover that there are shortcomings in both approach and
performance measurement.

We also discuss how these commercial benchmarks

represent their performance result. We establish our own performance metric and use it
in our benchmark.
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The next step is to decide what we wanted to measure and why. We choose to
measure the cost factors of introducing graphical special effects to a graphic accelerator,
thus the title of this paper.

What do we hope to achieve by this sort of testing? Ideally we would like to be
able to highlight the areas in which an accelerator is strong and to depict the influence of
these special effects. Another expected outcome will provide an overall picture of how
accelerators have advanced over time and in which areas they have advanced. We will
also rank them according to their performance. We will also like to rank the special
effects in order of expense for combined 2D and 3D. The benchmark results will enable
us to evaluate a graphic accelerator’s strengths and weaknesses.

What do we not expect to achieve? A measure of graphics quality or image
realism.

The effect of individual subsystems on the performance of the graphics

accelerator.
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Chapter 2 - Literature Survey - Related Works
The human seeks to advance itself and control the environment in which it
resides. Within the ever improving and advancing world of the computer the need for
control has never been greater. Many aspects of the computer are extremely complex and
without the appropriate knowledge and experience it is difficult, and sometimes
impossible to comprehend all the information available.

The field of performance measurement is no exception to this fact and since the
early eighties there has been significant work in the field of computer systems
performance benchmarking. This chapter consists of two halves, the first half focuses on
the underlying philosophies of benchmarking and the second half discusses a selected
area of current industry standards, which we feel relate to our own work.

2.1 Benchmarking Philosophies
2.1.1 Definition

A benchmark can be defined in many ways, it depends on what you intend to
measure. For our interest a benchmark, adapted from Davidson and Harlow [1] can be
defined as follows:

A computer program that aims to measure and compare the performance of
different systems or system parts in terms of speed, effectiveness and quality of
the result by the use of standardised well-defined tasks.
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We have used this definition due to its relation to computer graphics performance,
but there are other well-defined benchmarks for other fields of work such as electrical
engineering or database implementation.

2.1.2 Origins
The performance of system cannot be summed up accurately in a single number
or a single benchmark. According to Dixit [2] using a single benchmark to characterise a
system is like the fabled blind man'sdescription of an elephant; there are many parts to
consider and each on its own gives a different impression of the whole.

Users today face a sea of figures and performance metrics which hold the key to a
systems overall performance.

This is not helpful when dealing with tens or even

hundreds of systems. The users are looking for a single "magic" number that will allow
them to evaluate a system at a glance. These users must be careful because there are a
number of concerns that need to be addressed when dealing with a single number answer
or single benchmark such as vendor or publisher bias.

Unfortunately in the past computer vendors were not able or were unwilling to
agree on a set of standard benchmarks, this made it virtually impossible for customers
and vendors alike to compare competing systems. The previous lack of standards in
benchmarking created many problems for hardware and software vendors and designers
alike. There was no "absolute objective truth" in comparing benchmarking results. [2]

One company that stood up and took notice of the lack of established standards
was SPEC (Standard Performance Evaluation Corporation). We chose SPEC as a case
study because of its in depth coverage of work we felt related to our own. Chapter 3 deals

11

Adrian Charteris

Computer Science Honours 2000

with work that we performed. SPEC started to address these issues in the late eighties by
selecting and developing real application benchmarks that would exercise major system
components.

Some of the concerns that these pioneers had to overcome included

questions like:
•

Do we need one or many benchmarks?

•

What kind of workload should be used to allow the system under investigation to
be seen in the best light?

•

What is system performance and how can we objectively compare different
computer systems? [2].
SPEC was enthusiastic about standardising benchmarking and wanted to cover a

wide range of benchmarking topics such as, architectures, implementations, memory
systems, I/O subsystems, operating systems, clock rates, bus protocols, compilers,
libraries, and application software. Other considerations included scaling performance
for systems with multiple processors and peripherals along with graphics and networking
concerns. The raw performance of the hardware can also depend on many factors some
of these include, CPUs, floating point units, I/Os, graphics and network accelerators,
peripherals, and memory. On the other hand the operating systems efficiency, compilers,
libraries, algorithms, and application software affect the performance that the end user
perceives.

With all these variables SPEC aimed to provide a platform independent

benchmark that could be run on all its members machines. According to Dixit [2] this
turned out to be a non-trivial task. These portability problems were solved by a "bencha-thon" in which engineers from SPEC'smembers companies would in a five-day effort
develop benchmarks that would work on their different platforms and operating systems.
SPEC chose a simple yet fair measure of performance, elapsed time. The combination of
this speed metric and machine-independent code allowed SPEC to compare "apples with
apples" and produce a fair yet realistic comparison between competing systems. SPEC
provided their own magic number by measuring the times for a suite of applications to
run and comparing the time of each with that of a reference machine. The SPEC magic
number or composite number is a weighted geometric mean. The geometric mean works
12
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by applying a weight between 0.0 and 1.0 to each test in a viewset. A viewset can
contain up to N tests, see section 2.2.2.1.1. Raising each test'srun time, measured in
frames per second to the power equal to its weight and then multiplying all these
weighted score together derives the composite number. For a more in depth description
refer to reference [25].

2.1.3 Purpose
One of the most difficult tasks faced by anyone in the modern computer market is
the evaluation and comparison of different systems and algorithms. For the commercial
software customer it is very important that they are able to establish how well a given
tool does the required job along with the best choice from a variety of tools that is best
suited for the challenges that they will encounter. On the other side of the coin we have
the tool developer who also needs benchmarks to measure and compare the efficiency of
developed algorithms and to help understand both the tools behaviour and progress over
time [3].

Although benchmarks are more focused on providing performance results for
independent systems there are other uses for them. Benchmarks can also be used as
monitoring and diagnostics tools. By performing a benchmark and then comparing the
results to that of a base configuration, developers can potentially identify areas of poor
performance. Another approach could include the running of a benchmark after certain
changes have been made to the system and then establishing the impact of these changes
on the performance of the system. Benchmarks are used in industry by developers to
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ensure that their project development is kept in line with the requirements specification
established prior to the outset of development [4].

Another use for benchmarks put forth by Davidson and Harlow [1] suggests that
using benchmarking to measure system performance at a low or behavioural level may
require not just better but rather different techniques and tools. This approach reveals
new problems that need to be overcome, which in turn drives innovation. Unfortunately
as designs have become more complex it has become increasingly difficult for
researchers to acquire state-of-the-art designs to test new tools and techniques. The end
result of this meant that the majority of new innovations required to cope with the new
designs were not done. Instead work was concentrated on incremental improvements to
existing benchmarks.

There is also a large marketing side to benchmarking. In fact according to Collins
[5] this is the most lucrative yet most controversial side of benchmarking. Marketing of
benchmarks allows the vendor to promote their product to a wide audience of customers.
This is important because customers are usually uninformed about vendors'products and
therefore they are wide open to misleading benchmark results.

2.1.4 Challenges
There are numerous factors that affect the outcome of a benchmark some of them
are positive and some negative. Various authors have identified several factors that
influence the final result of a benchmark and certain challenges that are encountered
when dealing with benchmarking.

Harlow [3] suggests the following challenges need to be addressed when
benchmarking performance of systems.
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Few real tools are as simple as the examples studied in algorithm courses. In
many instances there are parts of a system that interact with one another in nontrivial ways that need to be taken into account when attempting an overall systems
performance measurement, these interaction tend to "blur" the final result.
Therefore it is often true that theoretical complexity and benchmark performance
say little about the performance of the tool as a whole.

•

It is human nature to choose the best results available and to implement tests that
produce the best outputs and thus avoiding those that do not. One must be on the
lookout for published results that do not report all the test results in a benchmark
suite.

•

As mentioned earlier reported results are often subject the interference or
tweaking to improve the overall performance. One should not fully trust results
unless they can be verified by repeating the benchmark personally. In some cases
there are unspoken assumptions and boundary conditions that are included in
vendor benchmarking which do not allow other parties to achieve the same
results.

•

Do the test cases used by the publisher reflect your system or are they unrealistic
and unrelated? In many cases controlled test situations do not behave like real
world situations.

•

Scalability issues, trying to define the limit of a tool is difficult and are the
benchmarks going to be able to reduce the uncertainty in increased performance
prediction?

•

The effect of small changes to test sets does not always lead to small changes in
test results.

Dixit [2] also outlines some challenges relating to older benchmarks that still exist
today, as was mentioned earlier many benchmarks have not kept up to date with the
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rapidly changing world of technology but rather they have been incremental updates of
older ones. Challenges that impede the comparison of systems today include:
•

Small, fit in to cache - memory over the years has grown extensively.

•

Obsolete instruction mix.

•

Uncontrolled source code.

•

Prone to compiler tricks - compiler optimisation techniques can interfere with
code performance.

•

Short run time on modern systems - modern systems are far faster than systems of
yester decade.

•

Single number performance characterisation with a single benchmark - as
mentioned earlier magic number results and single benchmarks reflect results that
are not 100% realistic.

•

Difficult to reproduce results.

Examples of these older benchmarks include Dhrystone, Linpack and Whetstone,
which were originally developed in the seventies then augmented several time and were
still in use in the nineties. Dixit [2] suggests that older benchmark versions should be
retired from the benchmarking industry altogether.

Collins [5] highlights the fact that industry published results are not practical or
representative enough for the average consumer or user. Benchmarks carried out in
controlled environments by vendors often make use of the latest state-of-the-art
technology and equipment. The use of such equipment or peripherals severely increases
the overall result of a benchmark.

For example: A vendor publishes a standard

benchmark for their latest graphics card. They publish the system that they used, usually
a top end system, its basic settings and the benchmark settings. What they fail to publish
is the fact that they are using the latest SCSI hard drive; this is a very important fact when
it comes to memory buffering and paging.
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benchmark comparisons unless they use identical peripherals and settings the results will
be meaningless.
We would like to highlight that although three different systems were used in our
experiments we did perform the identical testing on each system and attempted to
eliminate impact of the underlying system by calculating system overhead and then
removing it from the result. This is covered in depth in chapter 3.

Cramblitt [6] takes a rather optimistic stand against some of the current challenges or
claims in the benchmarking industry at the moment.
•

Vendors are responsible for adjusting benchmarking results for purely marketing
purposes. This implies that we as customers cannot trust any results published by
vendors in fear that they are trying to mislead us. Cramblitt [6] believes that one
should not depend on only one result or the results published by only one vendor
but rather evaluate a range of reports and then make you own decision.

•

Another myth suggests that benchmarks developed under vendor-orientated
groups are not credible, implying that vendors are ganging up on users. This
viewpoint is not rational considering the nature of a competitive environment;
grouping of vendors establishes can actually be the best protection from biased
benchmarks. Competitiveness between group members ensures that no one gains
the upper hand. This in turn ensures benchmark credibility, which is crucial if a
benchmark is to be used in industry.

•

Benchmarks that are based on real application use usually provide the most
accurate results. Most people agree with this statement, unfortunately most users
don'thave the time, skills or the resources to perform the tests themselves.
Therefore it is up to the organisation to develop benchmarks that come as close as
possible to achieving this.

Sawyer [7] describes four cost factors that are incurred when one engages in the
benchmarking effort.
17
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Programmer Time - This resource will be severely exploited when writing a
benchmark. For realistic application use it involves activities such as generating
transaction-based workloads, defining transaction logic, instrumenting and
measuring the system.

•

Machine Resources - This could be potentially costly if one has to supply the
programmers with machines, test equipment and any other consumable machine
resources. Fortunately there is a possibility of passing the bill on to the vendor of
the equipment to be benchmarked, if the vendor is to gain from the overall
benchmarking effort.

•

Management Time - This is broken into two areas
•

Reporting - As with any testing a progress and final report needs to be
produced.

•
•

Normal Administration - Motivation and reward issues need to be dealt with.

Adjudication - This is time consuming. Managers and engineers will have to
reach an agreement on trade-offs between realism, fairness and expense.

•

Lost Opportunities - In economic terms this is called an opportunity cost. Time
spent choosing a system is time lost in implementing applications.

A final note introduced by Cohn [9] explains how vendors find ways to "short-circuit"
benchmarks, this leads to super performance results of vendor orientated products, which
in fact is far from reality. In an example presented by Cohn [9] a graphics card vendor
was found guilty of tailoring their drivers to score more hit points with a certain industry
benchmark. This form of results fudging as it were has lead to many organisations not
publishing the source code of their benchmarks and therefore making it very difficult to
repeat any tests performed in-house.

The above problems are not specific to one type of benchmarking but rather they are
challenges encountered by most benchmark writers and testers.
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number of these problems when attempting our testing and recording phases. Some of
these included time management and opportunity costs, scalability, portability,
underlying systems architecture, quality of output, realistic and trustworthy testing and
quality of output clearly these are not on the same scale of those above but still the
pressure was felt. We have tried to minimise the effect of these factors on our results by
applying consistency throughout the testing stage.

Any inconsistencies that were

encountered have been documented below in chapters 3, 4, and 5.

2.1.5 Benchmark Classification
In researching for this paper we discovered that there is no standardised or formal
classification system for benchmarking. Do not confuse benchmark classification with
established benchmark standards. Benchmark classification refers to different types of
benchmarks or areas that these benchmarks are used in whereas benchmark standards
refer to recognised bodies that have taken it upon themselves to ensure benchmarking
methods and techniques produce realistic, accurate and consistent results. Many authors
put forth their own ideas of benchmark categorisation. What follows is a brief outline of
the more predominant classifications adapted from each authors definitions. Please note
that these categories are not specific to one field of benchmarking for example graphics
but rather a selection ranging from physics to computer systems to engineering.

Starting off with Butler [8], he suggests that a benchmark consists of three core items
namely, a benchmark specification, control logic and an implementation.
•

Benchmark Specification - document that describes and outlines the benchmarks
goals, data points, execution plan, and expected results.

•

Control Logic - A well-structured set of sequences that the benchmark should
follow in order for it to be repeatable and provide accurate statistics.
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Implementation - The physical execution of the specification. Audit trails should
be put in place to ensure standards are upheld.

Cohn [9] classifies his benchmarking knowledge into four distinct categories:
application, API, low-level, and system instrumentation.
•

Application - evaluates a computer system performance by running a specific
application, for example AutoCAD. Application benchmarks have reached a
significant level of sophistication that allows them to determine the performance
of individual parts of a computer system like the CPU or graphics card.
Application benchmarks tend to yield more realistic results that are closer to the
intended use of the computer system.

•

API - Application programming interfaces, measure performance of individual
parts within a computer system. Unfortunately they do not indicate how each
components individual performance influences the systems performance as a
whole. Vendors favour the results from these benchmarks, especially if it returns
high numbers that suit the product marketing campaign. These benchmarks alas
provide a doubtful measure of productivity.

•

Low-level - These benchmarks also measure the performance of individual
system parts, but they focus on measuring raw performance at a more basic level.
For example a graphics card exposed to this type of testing would be measured in
pixels per second. This approach often interacts with the hardware directly,
bypassing the entire operating system.

The results of these benchmarks are

usually beyond the scope of the average customer, but more suited for the systems
engineer.
•

Systems Instrumentation - This benchmark does not measure the performance of a
system but instead measures how long a particular component of the system was
in use during a particular system task. These benchmarks provide exceedingly
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useful results for performance tuning of individual systems but are not suited for
comparisons of different systems.

Unknown A [10] who publishes for Ziff-Davis (ZD) testing labs puts forth four
benchmark types, one of which utilises a unique technology called Playback.
•

Application-based - This method of benchmarking is essentially the same as
Cohn's[9] application benchmark.

Like Cohn'sbenchmark ZD'sapplication

based benchmark runs real applications through a series of scripted activities on a
system and then measures the time it takes the system to perform these activities.
•

Playback - This is ZD'strump card as it were. Playback technology is similar to
the VCR concept whereby sub-level activities performed by the profiled
application while executing the scripts are recorded for later playback and
individual analysis.

ZD utilises this technology by combining proprietary

profiling tools, proprietary playback engines and a rigorous testing methodology
to benchmark its systems.
•

Synthetic - This benchmark technique is used when it is not practical or possible
to implement playback or application based benchmarks.

Instead for the

subsystem being tested with a standard technique an application activity profile is
created and then statistical approximations of the operations of that subsystem are
performed. A profile is a set of categories within a system that need to be tested.
A profile may cover areas such as speed, load bearing, or frequency of individual
subsystem access. This kind of benchmark is extremely complex and applies to
areas such as individual processor testing.

Dixit [2] also covers synthetic

benchmarking and highlights that fact that synthetic tests are problematic because
they tend to be small and cacheable along with being prone to compiler attacks.
•

Inspection - These benchmarks are non-profiled tests that perform specific
operations in only specific subsystems. This benchmark can be used to evaluate
subsystem results produced by the above three benchmarks. These benchmarks
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are subject to context restrictions meaning that they can lose validation if not kept
in their original context.

The above three benchmarks produce more stable

results.

Machlis [11] senior editor for Design News Online covers a benchmark technique
known as Picture-Level Benchmarks (PLB). This genre of benchmarking is of particular
interest to us because the SPEC benchmarks that are covered later fall within this
category and SPEC benchmarks are idealistic industry versions of our own work.
Basically a PLB consists of graphical models that are run through a series of graphical
operations such as rotations, pans, zooms and so forth.

The performance of these

benchmarks is measured in how long it takes the system to run through a script of these
tests on different platforms. Frames per second is usually the performance metric quoted.
SPEC combines this method with the application-based method mentioned above through
the use of specific data sets running on commercially available graphics packages like
AutoCAD.

Collins [5] presents his three categorisations of benchmarking:
•

Those that attempt to gauge overall performance.

•

Those that attempt to measure specific performance, such as raw compute power
or bandwidth of specific subsystems.

•

Those that are only intended for marketing purposes or to mislead and deceive.

Finally for this section we would like to categorise our own work or benchmark. We
feel that Collins'[5] second description - benchmarks that attempt to measure specific
performance, suites our work because we are aiming to measure a specific concept
namely the cost factor of introducing special effects while rendering primitives. The
second classification that is related to our own benchmark is that of Machlis [11]. As
mentioned by Machlis [11] SPEC is PLB orientated and tends to measure very similar
aspects of computer graphics performance to our own benchmark. Where our benchmark
22
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differs from those created by SPEC is that we don'tuse real world applications to run our
series of tests, whereas SPEC relies on commercially available products to run its test
sets. Our benchmark also differs from SPEC in terms of performance metrics. SPEC
relies on the use of geometric means, frames per second and primitives per second
whereas we have used pure time of execution and increases or decreases in percentage of
total execution dedicated to rendering. We chose this method because it best reflects the
impact of graphical special effects. Another aspect of our benchmark is that we evaluate
not only individual special effect but also how these effects affect different graphics
accelerators performance, see chapter 3 for more detail.

2.1.6 Benchmark Guidelines
We have now seen that there are many benefits or uses for benchmarks and many
challenges to overcome when attempting to benchmark a system. In the following
section we introduce some guidelines put forth by members of the professional
community. These guidelines will cover how to analyse test results, what the benchmark
should and should not do, what you can expect to gain and not to gain, and general tips
from experts in the industry. We will introduce, where relevant any relations to our own
work and ideas.

As has been mentioned in a previous section, users should not read too much
value into a single magic number. A single number is good for an overall estimate but it
does not tell us whether the system excelled in any particular area or if it was weak in
another. Cohn [9] implores that it is very important to carefully analyse the results of a
benchmark. Looking at the difference between two and three-dimensional performance
also provides interesting results. CPU speed is important; if all things are kept equal then
the system with the faster CPU will generally perform faster. The use of a graphic
accelerator is important if you are running three-dimensional testing but otherwise is an
unnecessary expense if one primarily works in two-dimensional format.
23
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statements are of particular significance because one of our interests is the difference in
two and three-dimensional performance. We have also run our work on systems with
different CPUs but at the same time have attempted to eliminate the effect of the speed
advantage of the faster CPUs over the slower ones. Reasons for this will be discussed in
more depth in the experimentation section of this paper. Cohn's[9] concluding remark is
that you cannot rely on a single benchmark for completely comprehensive results, but it
is better to evaluate overall performance based on a range of benchmark test suites.

Collins [5] reminds us of a basic yet very important principle when comes to any
scientific testing or benchmarking. One must always have a control or base case in order
to measure any deviations from the norm. If one does not have a base case to compare to,
it is either very difficult to express any increases in performance or to convince anyone
else of this fact. In our work we have kept our basic lab machine as the base case, it has
no graphics accelerator or any other specialised peripherals to enhance its performance, a
rather boring system, which is perfect for a base case.

Collins [5] also expresses that from his research and experimentation benchmarks
that measure specific computer components over a period of time have always yielded
more realistic, reliable and consistent results. These benchmarks have proved to be more
stable and less influenced by high performance subsystems that usually alter final results.
This approach can limit testers from fudging their results by introducing high
performance subsystems.

Cramblitt [6] expresses his idea of a good benchmark by outlining what it should
accomplish and how it should or should not be used. His guidelines are listed below:
•

A benchmark should provide a sound testing methodology that is clearly
documented and ensures consistent results.

•

A benchmark should clearly define and enforce what is or what is not allowed.
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If the benchmark is based on a real application then it should use the same
graphics entities in the same way and in approximately the same proportions as
the actual application.

Basically it should provide a true, realistic and fair

representation of the applications actual use.
•

The benchmark should provide a detailed description of the system configuration
used for testing so that results can be reproduced independently at a later stage.

•

The testing software used in the benchmark should be available for users to
perform their own test or reproduce any results.

•

The benchmark should be made available for peer evaluation and allow for result
verification.

•

The benchmark should be maintained in order to represent the current state of
technology hardware and software.

•

A graphics benchmark should aim for realism such that it reflects how everyday
users work with the system.

•

The benchmark should be accessible and easy to use, without sacrificing any of its
functionality needed to produce credible, repeatable results.

These are stringent guidelines and where possible we have tried to follow these ideas.

The last set of tips is presented by Machlis [11] some of them are similar to those
recorded above:
•

Do not use a single benchmark to rate computer performance.

•

Use industry standard benchmarks to find the system within the performance
range that you are looking for.

•

Once you have completed the above test evaluate the remaining choice of systems
by testing your own specific applications on several of the systems available.

•

Ensure that the system you potentially choose will fit into your business process.
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Factors other than speed and systems performance are also important, such as
available application software, vendor reliability, upgradability, and support
services.

2.2 Current Industry Standards
This section can be regarded as a case study of three major benchmarking efforts
of an internationally recognised standards body. The benchmarking industry is huge and
there are many benchmark tools, tests sets, applications, and suites available to
investigate, but we have only chosen three that we feel best relate to our work. We also
feel that this investigation into these benchmarks is important because it helps us
understand how benchmarking is performed in industry and also provides an insight into
this industry. Where appropriate we will provide a reference for the reader to follow up
for further investigation.

2.2.1 SPEC
As mentioned in section 2.1.2 the industry standards body that has been chosen
for investigation is SPEC or Systems Performance Evaluation Corporation. SPEC was
founded in 1988 by a number of workstation vendors who realised that there was an
urgent need for realistic, standardised performance tests. They believed that: "an ounce
of honest data was worth more than a pound of marketing hype". [12]. With this in mind
SPEC aims to provide the marketplace with "a fair and useful set of metrics to
differentiate candidate systems." They walk a fine line in this manner because they have
to provide tools that allow vendors to demonstrate their advantages while at the same
time deliver results that are fair, honest and realistic.
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The basic methodology of SPEC consists of the following: Provide a standardised
suite of source code based upon existing applications that have already been ported
across several platforms to any potential benchmarker who wishes to evaluate or compare
computer systems. The benchmarker then compiles the source code on the system in
question and then tunes the system for the best results. [12].

SPEC has grown to cover three main diverse groups namely, the Open Systems
Group (OSG), the High Performance Group (HGC), and the Graphics Performance
Characterisation Group (GPC).
•

OSG - Focuses on benchmarks for high-end workstations and servers running
open system environments.

•

HGC - Focuses on benchmarks for high performance systems architectures, such
as symmetric multiprocessor systems, workstation clusters, distributed memory
parallel systems, and traditional vector and vector parallel supercomputers.

•

GPC - Joined SPEC in 1996 and specialises in standardised graphics performance
tests. [12].

The GPC is the sub-area of SPEC that we will be investigating in the following
sections. For a more rigorous discussion of the first two groups follow the links from the
SPEC home page located online: http://www.spec.org/spec.

2.2.2 The Graphics Performance Characterisation Group
The GPC was founded in the hope of bringing structure and control to the
computer graphics benchmarking industry. As mentioned above they joined SPEC in
1996, which added international support and credibility to their cause. The GPC group
has organised its activities under approved projects to reflect its expanding role in
graphics benchmarking. Each project group operates under the authority of the main
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GPC group. The project group has the choice of either following the procedures of the
GPC main group or tailoring their own to suit the group’s objectives. This enables
autonomy with the exception that none of these procedures conflict with those of the
GPC main group or those of SPEC. Although GPC provides administration for the
groups it does not play an active role in the groups activities. Instead the GPC provides a
forum for technical interchange, new project identification, activity co-ordination and the
provision of recommendations pertaining to direction, priorities, and activity scheduling.
The groups are operational bodies for GPC approved projects, they are responsible for
both business operation and technical development work of approved projects. [13]. The
GPC group has many international members such as Intel and 3Dlabs that contribute to
the efforts of the project groups and play an active role in project administration and the
provision of benchmark results. For full listing of GPC member please consult Appendix
A.

The current GPC project groups include:
•

The Multimedia Benchmark Committee project (SPECmedia).

•

The Application Performance Characterisation project (SPECapc).

•

The OpenGL Performance Characterisation project (SPECopc).

SPECmedia is currently working on developing benchmarking techniques for
technologies such as MPEG-2 encoding, speech recognition, 3D positional sound, 3D
entertainment-orientated graphics, and multimedia Java enabled Web pages. [13]. We
decided not to pursue this group any further but rather focus on the other two groups that
relate more strongly to our own work, but for a more in-depth discussion refer to the
URL http://www.spec.org/gpc/mbc.static.

2.2.2.1 SPECopc
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The OpenGL Performance Characterisation (SPECopc) organisation started in
1993 as a group who aimed at benchmarking systems running under the OpenGL
application program interface (API). This GPC project group provides standard methods
for comparing OpenGL implementations across vendor platforms, operating systems and
windowing environments [14]. The main objective for SPECopc is measure the graphics
performance of a system running various applications as opposed to measuring overall
graphics performance. When it comes to measuring the performance of OpenGL the
SPECopc group have followed the following goals:
•

The establishment of vendor neutral and unambiguous measures.

•

Provide mechanisms that allow customers and vendor alike to perform their own
testing.

•

Provide the relevant software to the public.

•

Record and validate any submitted results along with providing specifications for
review by the public and any established standards body such as ANSI.
(American National Standards Institute).

•

Provide comparable, accurate results for vendors and customers alike.

[14]

SPECopc has developed two main benchmark suites namely SPECviewperf and
SPECglperf. SPECviewperf is the discussion topic of the next section, and basically
measures the 3D rendering performance of systems running under OpenGL. SPECglperf
on the other hand measures the performance of 2D and 3D graphics primitives across
various vendor platforms. Both of these benchmarks are designed as single source code
to run on multiple platforms. [14]. These two benchmarks are of particular importance to
the us because the our own work also measures the effect of rendering 2D and 3D
primitives while applying various special effects in OpenGL.

2.2.2.1.1 SPECviewperf
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What follows is a description of the SPECviewperf benchmark standard and how
it works, what it offers and what it does not. This description is followed by an example
extracted from the readings and then a comparison table is drawn up between our own
work and that of SPECviewperf.

SPECviewperf is written in C and was developed originally by IBM it is an OpenGL
performance benchmark.

SGI has since made many enhancements and updates to

SPECviewperf. [15]. SPECviewperf is a single source code benchmark and allows for
diverse systems comparison on an "apples-to-apples" basis. This means that one is able
to accurately measure the performance of the same item on two different systems. It is
platform independent and supports many major processor brands like Intel or AMD.
SPECviewperf is easily accessible through the GPC web site located via
http://www.spec.org/gpc/opc.static/opcview.htm and it supports many of the OpenGL's
features and rendering techniques. SPECviewperf bases its benchmarking on the use of
datasets, which will be discussed shortly, that are used by real world applications. [16].
Refer to the table on page 28 for an exact description of what entities SPECviewperf
measures.

Putney et al [15] provides us with a description of exactly how SPECviewperf is
supposed to work:
•

First SPECviewperf parses command lines and data files - the many command
line switches provide SPECviewperf with test configuration options like which
data set to read, which texture file to use or what primitive to render the data set
with and so on.

•

SPECviewperf then sets the rendering state and converts data sets to a format that
can be traversed using OpenGL rendering calls.

•

SPECviewperf then renders the data set for a pre-defined amount of time and
finally outputs results. The final performance result metric is in frames per
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second. Other information like rendering states, data sets used or any other tasks
that were to be tested is also output in a standardised report.

Viewsets play an important role in the SPECviewperf benchmark suite. A viewset is a
set of individual runs of SPECviewperf that attempt to isolate and measure the graphics
rendering portion of an independent software vendor (ISV) application. ISVs typically
develop viewsets, although the SPECviewperf project group often supports and guides
these ISVs in the creation of a new viewset. SPECviewperf is concerned with
benchmarking the OpenGL portion of these ISV viewsets, in so doing they provide real
world benchmarks. [15]. These viewsets will become clearer as we briefly present six of
the most current viewsets available.

The following example attempts to clarify the use of SPECviewperf with a number of
command line options and is extracted directly from Putney et al [15]. For a full list of
the available command line options please consult Appendix B. Where applicable we
have offered our own explanation of a call or have identified where our work correlates
to that of SPECviewperf.
Example:
viewperf -mh mower-ts -dl -rm -TMESH -vz - bl -zb -nil l -cp PRIMITIVE -mp 10 -nf 10
•

Execute the SPECviewperf benchmark

•

-mh specifies that the data set is of a binary mesh format

•

-mower-ts specifies the data set name

•

-dl indicates that the benchmark will be in display list mode and the results will be
printed to the screen in a list format. (See Appendix C)

•

-rm TMESH defines the render mode as triangle-strip

•

-vz indicates that the user has chosen to use the z-buffer visual setting

31

Adrian Charteris

•

Computer Science Honours 2000

-bl enables the blend function with default source function of SRC_ALPHA and
destination function of ONE_MINUS_SRC_ALPHA (this is exactly the blending
function that we test in our own work)

•

-zb enables the actual z-buffer (This is also included in the our testing)

•

-nil 1 states the number of infinite light sources is one (again this correlates to
what we have measured in our own work)

•

-cp PRIMITIVE directs SPECviewperf to insert a glColor3f() call before each
glBegin(GL_TRIANGLE_STRIP) call. (This basically sets the colour state before
rendering the primitive)

•

-mp 10 sets the minimum time period that SPECviewperf is allowed to run

•

-nf 10 indicates that SPECviewperf should perform at least 10 frames of the
benchmark (we limit our test to 10 000 frames).

As one will see later there are many similarities between what SPECviewperf
measure and what we have attempted to measure. This is why SPECviewperf has been
chosen as a case study. For the results of the above command line call please consult
Appendix C, which has been directly extracted from Putney et al [15].

SPECviewperf
Authors Work
3D primitives -points, lines, line_strips, 2D and 3D primitives - lines, points and
line_loop,

triangles,

triangle_strip, polygons. All of randomly generated sizes.

triangle_fan, quads and polygon.
Attributes per vertex, per primitive and per
frame
Lighting
Texture mapping
Alpha blending
Fogging
Anti-aliasing
Depth buffering

One infinite light source
Alpha blending
Fogging
Depth buffering

Table 1 - Direct comparison of SPECviewperf and the author’s own work
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SPECviewperf does have its limitations as well, firstly it cannot deal with
comparisons across different APIs and secondly it is not autonomous, it needs a user to
pilot it. Unknown D [16] also outlines some shortfalls of SPECviewperf measurements
they are as follows:
•

Effects of primitive switching are not measured.

•

Effects of input on the event loop are not accounted for.

•

The management and rendering of the user interface.

•

Multiple models' complex motion is not measured or countered.

•

The effect on the graphic subsystem due to CPU loads. (We attempt to eliminate
this effect from our work, see chapter 3)

•

Colour index visual performance

•

The effects of having multiple windows or multiple contexts running/executing.

It is now time to move on to the actual commercial viewsets, there are six of them that
fall under SPECviewperf. We will only provide a brief description of each viewset if the
reader feels the need for a more in depth discussion they are encouraged to follow the
links of the appropriate reference. For each of the following viewsets SPECviewperf
attempts to measure the graphics-rendering portion of the real world application.
SPECviewperf achieves this by converting the applications data sets to a SPECviewperf
compatible format. [15]. It then sets up application characterisation tests that allow
SPECviewperf to evaluate the data sets as described in the above section.

2.2.2.1.1.1 Advanced Visualiser Viewset
This viewset is workstation based and offers 3D modelling, animation, rendering,
image composition and video output tools. Some of the advanced features of this viewset
include [17]:
•

Motion for unlimited number of objects or lights.
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•

Free form surfaces rendering with interactive test rendering.

•

Image layering and video output.

•

Realistic special effects like lights, reflection and shadows.

•

Open file formats are supported with scripting and customisation tools along with
user defined interfaces.

•

Geometric analysis and motion data importation from CAD, dynamics and
structural systems.

•

Software rotoscoping for combining computer animation with real background
footage

Since this tool offers a wide range of advanced features this provides SPECviewperf
with an opportunity to measure some of the most advanced uses of OpenGL in computer
graphics.

Image 1 – Advanced Visualiser

Image 2 - DesignReview

2.2.2.1.1.2 DesignReview Viewset
This viewset is a specialised architectural 3D-modelling package that is generally
used in the design and construction of industrial plants. It has been custom designed to
graphically represent structures and objects specific to the construction business. Objects
like piping, equipment and structural elements such as air ducts and electrical raceways
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are to be realistically represented in high quality models. [18]. The output of this
application can be classified as a 3D computer generated virtual blue print, see image 2
above. This viewset uses an advanced rendering technique that is of importance to
SPECviewperf.

2.2.2.1.1.3 Data Explorer Viewset
This viewset is concerned with the visualisation of scientific data and analysis. The
testing involves creating particle traces through a vector flow field. Data such as air
resistance of aeroplane wings can be graphically depicted. The resultant image is a mesh
of tubes that vary in length and thickness depending on the data set or result size, see
image 3 below. [26].

Image 3 – Data Explorer

Image 4 - Lightscape

2.2.2.1.1.4 Lightscape Viewset
This viewset is an extremely advanced light modelling tool and makes full use of
OpenGL rendering with the power of SGI workstations or 3D accelerated PCs to allow
users to interact in real time with a rendered scene. Some of the advanced features it
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supports include, progressive radiosity, independent diffused light propagation
simulations, soft shadow and colour bleeding between surfaces, see image 4 above. [19].

2.2.2.1.1.5 ProCDRS-03 Viewset
This viewset is concerned with industrial design models. It produces wire frames
or surface area models that allow designers to see 3D representations of their model
design, see image 5 below.

This viewset application is so tightly affiliated to

SPECviewperf that it requires SPECviewperf to actually run. The viewset has a number
of performance tests that are differentiated by what effects such as wire frames or texture
mapping are used when rendering the model. The performance metric is in frames per
second. [20].

Image 5 – ProCDRS

Image 6 - medMCAD

2.2.2.1.1.6 medMCAD-01 Viewset
This viewset is a "generic" viewset unlike the above five, in that it represents an
application class rather than being a single application. It is designed to measure the
performance of medium scale or immediate mode application ranges such as
Pro/ENGINEER. The viewset consists of twelve tests; each one represents a different
mode of operation. It also uses realistic models to measure its performance, see
photocopier in image 6. [21].
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2.2.2.1.2 SPECglperf
SPECglperf is the second standard benchmark toolkit that we will look at under
the GPC'sOPC. Both SPECviewperf and SPECglperf measure graphics performance
within an OpenGL API but SPECglperf differentiates itself from SPECviewperf in a
number of ways.

Firstly it models both 2D and 3D graphics operations.

These

operations take the form of low-level primitives such as lines, point or polygons. The use
of these low-level operations differs from the approach of SPECviewperf whose
operations take the form of entire 3D models. Another difference between the two
approaches is that SPECviewperf aims for realistic application use whereas SPECglperf
aims for a more controlled environment in which it has control over any rendered objects,
in this way it is able to measure the rendering performance of a system. [22]. The last but
most important difference that Spitzer [22] presents is the performance metric used by
either benchmark. As mentioned earlier SPECviewperf use frames per second as its final
performance results whereas SPECglperf uses primitives drawn per second. Spitzer [22]
makes a very good automotive analogy for the comparison of the two different
performance metrics:
"SPECglperf would be the speedometer measuring top speed, while
SPECviewperf would be a stopwatch measuring the average speed through a slalom
course" Spitzer [22].

The main purpose of SPECglperf is to provide a standardised method for
measuring the performance of OpenGL primitives along with the use of data analysis
tools to help present a much richer overall impression of OpenGL primitive performance
in various systems as opposed to isolated data results. [22].

The main tool or technique used by SPECglperf for performance benchmarking is
the SPECglperf script. A SPECglperf script describes which primitives are to be used in
any particular performance test, for example 20 pixel quads. A script allows many
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primitives to be tested in one SPECglperf execution and supports easy adjustment and
comparisons between different tests. There are a total of thirteen formal test scripts
currently available for SPECglperf. These scripts are split into ten RGB scripts and three
colour scripts.

The scripts are further categorised by functionality, those that deal

directly with OpenGL and those that don't.Scripts that do not focus on OpenGL tend to
cover low-level operations such as measuring window clearing. Other low level scripts
measure graphic specific operations such as copying, drawing and reading pixels. The
remaining scripts focus on operations that affect OpenGL graphics performance. These
scripts deal with operations such as how light affects the drawing performance of
primitives, or how a certain number of primitives rendered between a begin and end pair
affects performance, and how the size of primitive affects the drawing rates of primitives.
[22].

The benchmark results of SPECglperf are quite extensive and it makes for heavy
reading and analysis but with the aid of data analysis tools the results can be summarised
into more general performance figures. Another point to note is that it is important to
consider the items that are relevant to your system or situation and not just the output of a
general number. [22]. For example the needs for graphic performance of a CAD user and
a gamer are quite different and each needs to measure items that will return the most
meaningful results for them.

2.2.2.2 SPECapc
The final industry standard that we will be briefly looking at is SPECapc (SPEC
Application Performance Characterisation). SPECapc, like SPECopc is part of the GPC
except that its aim and direction differ slightly. SPECapc aims to establish links with
ISVs, software developers, users or anyone that is seriously interested in or who has
developed benchmarks to aid them in establishing and maintaining standardised
benchmarks for graphics intensive applications. [24]. The areas in that SPECapc believe
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users will benefit from their benchmarks include CAD/CAM/CAE, visualisation,
simulation, industrial design, animation and games. [23]. SPECapc uses existing market
data, ISV input and member company knowledge to identify different market segments
and then categorise which applications apply to each segment. [24].

To measure

performance within applications SPECapc works with the application users or developers
to establish what is known as a workload. A workload consists of data sets and script
files similar to those discussed in the above sections and work in much the same way as
those discussed before. [24].

SPECapc currently offers three benchmark results summaries for three
predominant applications. The applications are Pro/ENGINEER 2000i, Solidworks 99
and Unigraphics. Each of these application benchmarks composes of tests that measure
the different rendering aspects and capabilities of each application as would be
encountered by every day users.

These tests can measure areas like wireframe

performance, shaded performance, lighting, and surface texturing. [23]. For a more
vigorous discussion and a description of the application and its benchmark results it is
recommended that the reader follow the appropriate reference.

39

Adrian Charteris

Computer Science Honours 2000

Chapter 3 - The Experiment
This chapter covers the work we have done. We hope it achieves more than
merely results reporting. In the first section we cover the design or motivation factors
behind our testing and experimentation. Some of these will include discussions about
why we wanted to test, what we wanted to test and finally how we planned to implement
the test. The second section then discusses the actual implementation issues encountered
in out test, which include a breakdown of our test and any comparisons to related work in
this area. This chapter is followed by the results chapter, which covers the final output of
our test.

3.1 Experiment Design and Motivation
3.1.1 Why Test?
The field of computer graphics has grown into its own specialised area within the
computer science community. There are many reasons why we want to test the
performance of graphics accelerators when certain special effects are applied. One of the
most important reasons is that we have a personal interest in this field of computer
science and therefore we feel the need to explore it in more depth. This personal interest
fuels our motivation for testing available products.

Computers are invading every part of our society, including the entertainment
industry. Since movies like Terminator 2 and Jurassic Park have been released the
demand for high quality realistic or in the above case, convincing computer graphics has
increased dramatically. Our point is that there needs to be some awesome power behind
all those images and rendering. Certain machines are better at certain tasks than others
therefore how does one choose the right equipment for the right job? For example a
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Silicon Graphics workstation is best suited for computer graphics whereas a Sun
Microsystems workstation is best suited for ISP network servers.

There are substantial amounts of money involved in the computer industry,
therefore many people are eager to capitalise on this opportunity. This is the marketing
side of computer graphics. The demand for high performance computer hardware leads
to intense competition between vendors. Therefore, a standard method to measure the
performance of vendors’ claims is required in order to compare various products on the
market. These tests take the form of benchmarks suites, which allows us, as the potential
user, to validate the vendors’ claims for ourselves.

We are not trying to sell our own test for use, but rather investigating how those
in industry go about creating their benchmarks, what they test, and how they compare
different systems. At the same time we are interested in creating our own benchmark to
see if we can validate and understand the testing process better.

In researching for this paper we noticed the lack or focus on the following problems:
•

A benchmark that tests the impact of individual graphical special effects on the
performance of a graphic accelerator - Most current benchmarks focus on the
maximum performance of the overall graphics experience. We are not trying to
imply that these benchmarks fail to measure these factors rather they do not report
to the vendor which areas the particular hardware is weak/strong in. For example
a common benchmark that is run is Quake3 Arena, which is incredibly graphics
intensive.

The returned results are speed-orientated performance results that

inform the vendor that their system achieved X frames per second. This is
applicable if you are aiming for speed, but what about those accelerators that
perform poorly? The benchmark does not describe which areas the accelerator is
best suited for.

For example, manufacturer A'scard achieves 21fps and

manufacturers B'scard achieves 37fps. This tells us that B'scard is faster overall
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than A'scard, but does not specify in which areas like light effects or texture
mapping. This approach has three implications for manufacturers. Firstly there is
the actual hardware design of their accelerator; does the card support, for
example, an onboard texture mapping processor and what of its performance?
The second and third implications involve programming. Are the device drivers
the cause of poor performance or is the software that renders the special effect not
efficient?
•

Benchmarks currently focus on speed performance and not quality of output –
Quality can be defined in many ways. Some of the more important quality factors
include clarity, intensity of colour and light, level of detail and realism. Most
people will agree that the Geforce2 will outperform the Voodoo5500 in terms of
speed but how do they compare in the quality of their output? The human eye is
not capable of distinguishing performance differences past roughly 30fps, but we
can distinguish poor quality at higher frame rates.

Therefore speed is not

everything. This is exactly the sort of thing that current benchmarks do not test
for.

Again there are similar hardware driver and software efficiency issues

involved.

We chose to investigate the first problem because it is a simple non-demanding
approach to benchmarking; whereas the second problem involved a large human testing
factor. This approach helps isolate and highlight the influence of introducing a special
effect because the accelerator is not busy rendering demanding objects. We chose to
render three basic primitives namely the point, the line and the polygon.

3.1.2 What is tested?
At the outset of this project we ideally wanted to test a number of aspects related
to graphics performance such as various hardware and software applications.
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eventually decided to test the available equipment on campus because we could not
justify the expenditure on top graphics accelerators for merely our experiments.
Fortunately the Computer Science department has a variety of graphics accelerators for
investigation, however some are relatively old while others are more up-to-date. This
affected the testing procedure, as we could no longer test directly on an apples-to-apples
basis because the more recent accelerators will obviously leave the others in their dust.
We decided to adjust what were measuring the following analogy will hopefully provide
a clearer idea of our approach: In Formula One Grand Prix comparing cars on an applesto-apples basis involves racing cars directly against one another on a track and seeing
who finishes first. Our test approach is more like the qualifying time trials where cars are
not pitted directly against one another directly but against the clock, and then
comparisons of time to determine performance. This means that we are not comparing
accelerators directly and seeing who finishes first but rather measuring the effect on the
accelerators rendering performance and then comparing these times.

The graphics

accelerators tested are as follows in ascending chronological order:
•

Monster 3D

•

Voodoo3 2000

•

SIS620 onboard video card - Established base case.

•

Geforce Pro 256

•

Geforce2 V7700

If the accelerator cards were on a par then we could simply apply the same test to
each accelerator and measure the time taken to complete the test.

Another area of interest involves the machines that we used to test the
accelerators. Since the accelerators where attached to various machines that are used in
the department we were not permitted to disassemble them to test the accelerators on a
single machine. This is another reason why we elected to use our specific test metric
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described above. As far as possible we tried to remove the influence of the underlying
machine and its resources. We achieved this by working out the machine overhead and
then removing it from the final result. The machine overhead basically includes the
creation of a window in which to run the test, any calculations involved or variable
assignments and the clearing of the buffer. We did not include the buffer operations in
the rendering part of our test due to its expensive nature. We feel that buffer operations
are important enough to qualify for separate analysis and benchmarking, which we do not
pursue in this paper. We used single buffering for our experimentation.

The test itself included measuring the influence of several graphical special
effects usually introduced to add a sense of realism to a scene. These effects include fog,
light, Z-buffering, and blending. Chapter 4 describes each test we performed along with
the settings used for each of these effects. We also measured the affect of these special
effects on the rendering of 2D and 3D primitives. As mentioned in section 3.1.1 the
primitives rendered include points, lines, and polygons. Each vertices of the primitive is
plotted randomly on the screen so that the risk of encountering rendering optimisations
like those found in MPEG image interpolation are avoided.

There is a difference

between the optimisation, mentioned above, and hardware acceleration. Optimisation
tends to be software techniques used to improve performance, whereas hardware
acceleration is physical hardware designed to improve performance.

3.1.3 How to test
In this section we will cover what we used to implement our test and any relevant
technical specifications. We will discuss any challenges encountered and relate them to
those in previous sections. Any guidelines followed will be presented along with an
applicable categorisation for our benchmark.
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C++ is the fundamental language that we used to implement all our tests. The
OpenGL library was used to implement the graphical special effects because of its
industry wide standardisation and acceptance; also because of the availability of local
support. The operating system used is Red Hat Linux6.2.

In section 2.1.6 we presented many guidelines recommended by various authors.
We have tried to follow some of these in order to preserve realistic output. We followed
Collins [5] advice and established a base case - our own lab machine, which is an Intel
Celeron 500Mhz, 64Mb RAM with an onboard SIS620 video card that supports direct
draw. We ran our tests on this machine to establish a norm with which to compare the
performance results of the accelerator cards. This machine is expected to produce the
poorest results.

We follow the idea of testing a single component of the computer system, namely
the graphic accelerator, which, in theory, should return more realistic results than those
that test more generalised groups of components. We attempted to maintain a standard
test for all the accelerators and machines tested. This approach helps to prevent bias in
the final results. Our benchmark involves turning certain special effects on or off then
running the simple rendering demo for 10,000 frames to achieve output results. This
follows the guideline that suggests that one should keep a benchmark simple and straight
to the point. Lastly it has been suggested that one'sbenchmark should be available for
peer evaluation, our benchmark is available online at:
http://www.cs.ru.ac.za/research/g9610505/mini-project.htm.

However we do not follow all the guidelines presented by the various authors
such as using an established industry benchmark to perform tests, rather we feel that in
order to be able to learn from our experience we should at least try to implement our own
benchmark. We do not plan to maintain the benchmark for an extended period of time
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but rather use it for its intended purpose now. This is not to say that it will not be
available for any enhancements or alterations by future authors.

In terms of similar industry benchmarks we chose the above SPEC benchmarks
because they both use OpenGL as their basis for measuring performance among different
systems.

We have used approaches that can be found in each SPECviewperf and

SPECglperf and combined them to meet our needs. For example we test very similar
OpenGL graphical special effects to SPECviewperf (see table 1, section 2.2.2.1.1) but we
apply them to both 2D and 3D primitives like SPECglperf. The greatest difference
between the SPEC industry benchmarks and our own benchmark is that SPEC
benchmarks make use of real life applications to run their viewsets and datasets whereas
we do not. Rather we hard code our tests and then compile them into an executable file.

Our benchmark is not easy to categorise. Some of the categories mentioned in
section 2.1.5 partially apply. The best or rather closest categorisation is that of Cohn [9],
who describes an Application Programming Interface approach that measures individual
system components. This approach is very similar to our own. Another difference
between our benchmark and those SPEC uses is that SPEC is a Picture-Level Benchmark
(PLB) whereas ours does not entirely fall into this category since our benchmark only
renders randomly placed primitives and not specific models.

Chapter 4 - Implementation
This chapter is dedicated to the description of the actual tests we performed in our
benchmark and any variable options that were used to implement it.
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We implemented seventeen tests in our benchmark the first eight in 2D and the
second eight in 3D the last test measure the underlying systems overhead. The tests are
as follows, each test is run for 10 000 frames:
•

Render all Primitives - 2D points, lines and polygons, these are rendered using a
set of two-vertex calls.

We then measured the cost of rendering each type of primitive:
•

Render Individual Primitives - 2D points

•

Render Individual Primitives - 2D lines

•

Render Individual Primitives - 2D polygons

•

Render all Primitives with Depth test enabled - The depth test is commonly used
for hidden surface removal. If primitive A or part thereof is calculated to be
closer (by comparison of its z axis value) or in front of another primitive B then A
is rendered and the part of B that is hidden by A is not rendered. One is able to
set the depth test function by an OpenGL call to void glDepthFunc (GLenum
func). There are a number of switches that can be passed as parameters in this
function call each primitive’s z value must comply with the switches test value in
order for it to be rendered. We chose the default test value that sets the depth
buffer clearing function parameter value to a distance as far as possible from the
users'viewpoint. This setting allows any rendered object or primitive to be closer
than the clearing buffer value therefore allowing it to be rendered. We chose this
test setting because it is likely to be the most expensive due to the clearing value
being set so far back which forces the system to render the majority of primitives
while still performing the depth test, instead of just culling them. [24].

•

Render all Primitives with Blending enabled - This special effect is used primarily
in transparency, digital compositing, and painting. It makes use of the alpha
values associated with an object’s colour value. The alpha value determines what
percentage of the objects colour is to be mixed with the colour of another object
either in front or behind it. For example, when rendering a greenish glass type
object A with another object B behind it, object B will appear to have a green hue
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to its own colour as though looking through object A. This enables us to render
translucent objects or surfaces like glass or water. During blending the colour
values of the incoming fragment, which is referred to as the source, are combined
in a two-stage process with the corresponding currently stored pixel value, which
is referred to as the destination. To perform this function we need to provide the
source and destination parameters. These parameters consist of RGB quadruplets
that are multiplied with each red, green, blue, and alpha component in the source
and destination. The corresponding components in each of the two sets are then
added together. OpenGL has a number of source and destination blending factors
available,

we

chose

to

use

GL_SRC_ALPHA

for

the

source

and

GL_ONE_MINUS_SRC_APLHA because they are the most commonly used
factors. Each factor lies in the range [0,1] because colour values are represented
between 0 and 1 [24]. See code segment 1.

   
  !"$#%&'() * (,+- ./102#34#%&5() *(6

Code Segment 1 – OpenGL Blending
•

Render all Primitives with Fog effect enabled - Fog is a special effect that is
introduced to limit the viewing distance of the user. Fog is often found in
environment simulations where a touch of realism is needed, flight simulators are
a good example. Similar atmospheric effects like haze, mist, smoke or pollution
use similar techniques.

When rendering object within a foggy environment

objects that are further away appear to fade into the fog colour. We are able to
control the fog density, which determines how fast an object fades the further
away it moves. Fog density can increase in three ways, linear, exponential, and
exponential squared. We chose exponential increase and set the specific start and
end point to the fog, creating a "cloud" as it were [24]. See code segment 2.

7 8 9:78 8 8;=<'>@?BACEDGFH+ICEDJFE+ICHDLKM+ONPDJC$Q6IRRBS 9:88 ;:87T78

48

Adrian Charteris

Computer Science Honours 2000

   ! ""$#&%%'()&+*+
&,&#-./0213/406573/4065798402/: !
';<&-&=&>?@A-BC?D: ! "")%,*E*F,G'(-,#&%,G'()GH,(%'*I
;<&-KJ-LDL98NMO02/: ! "")%,*$%*&#&*EE
;<&-?C>@QPM 02/: ! "")%,*+'SRN'*EE
-T'-(* TB-CL2CB?J-L  !
-?(#U,V<&-:O! ""E*(+*F,GG(
Code Segment 2 – OpenGL Fog

•

Render all Primitives with Lighting enabled - We chose to implement one infinite
light source when rendering our primitives because it is more widely applied than
a spotlight. An infinite light source is directional and light radiating from this
source strikes all objects in parallel lines. The one light source consists of a
number of colour properties that need to be set. These properties include ambient,
diffuse, and specular parameters. A position parameter is also needed to set the
source or origin of the light. The ambient parameter set to the RGB intensity of
ambient light for that particular light source; ambient light is like background
lighting. The diffuse parameter determines the intensity of the diffuse light within
the light source; basically this is how the light is diffused when it strikes an
object. The specular parameter determines the intensity of specular light, which
correlates to the brightness of reflective light [24]. The position parameter as
mentioned determines the origin of the light. Each of these parameters is set with
a four-tuple set of values that range between 0 and 1. See code 2.

&#*WU, X Y[Z)\]/0^MOA/0^MO3/40`_a98402/cbd! "")%,*G'F&*+&
&#*fe%'*'(gX Y[Z)\]/40h/43/02/3/40h/498402/cbd!3""$'F*fe&%'*&'(
'F&*
'F&*
'F&*
'F&*

B-TL&/4AD=&iB-?CL@3U,O! "")%,*+# R&U',(&*+'F&*
B-TL&/4A&>BjJ-?@3U,O!3"")%,*EH&'%,G'F*
B-TL&/4ANJk?j&D43U,N !3"")%,*$%-e,&-#)'F*
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Code Segment 3 – OpenGL Light
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Render all Primitives - 3D points, lines and polygons; these are rendered using a
set of three-vertex calls. We expect the introduction of this third axis to increase
the cost of rendering these primitives, because we have to keep track of our
primitives in a 3D environment as opposed to a 2D plane.

•

Render Individual Primitives - 3D points

•

Render Individual Primitives - 3D lines

•

Render Individual Primitives - 3D polygons

•

Render all Primitives with Depth test enabled - 3D version of 5 above

•

Render all Primitives with Blending enabled - 3D version of 6 above

•

Render all Primitives with Fog effect enabled - 3D version of 7 above

•

Render all Primitives with Lighting enabled - 3D version of 8 above

•

Render but render nothing - This is the last test we run determines the level of
overhead encountered by the system before it renders the actual objects. This
allows us to isolate the actual work performed by the accelerator.

Each point, line, and polygon is coloured white, blue and pink respectively. The tests
involve rendering each primitive on the 640x480 window while applying the particular
special effect. The window size determines the area that the graphics accelerator has to
use. A large screen size typically equates to more work because there is more to draw.
We initially used 640x480 on our base case, the SIS620, which meant we had to use it
throughout all the tests in order to remain consistent. The primitives are rendered for
10,000 frames and the time is recorded. The overhead is calculated by starting a separate
timer at the beginning of execution and stopping it after the buffer operations but before
any of the primitives are actually rendered. Therefore the time dedicated to rendering is
the difference between overall execution time and the overhead time. This approach is
applied the sixteen tests described above.

Chapter 5 - Results
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In the following chapter we will present the performance results of each graphics
accelerator from the tests described in chapter 4. We provide individual test performance
along with an idea of overall performance. For each test we summarise the performance
of each of the graphics accelerators. The description of each test is discussed in chapter
4. Please note that for all the below graphs, the z-axis represents the total performance
time dedicated to rendering the given special effect or primitive, unless otherwise stated.
For each of the graphs that follow a lower result equates to better graphics accelerator
performance, we express increases or decreases in performance relative to the previous
test performed unless it is the first test.

5.1 Test 1 - 2D Primitives
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The above graph captures the performance of each accelerator while rendering all
three primitives. As expected the most recent accelerators outperform the more dated
ones. The SIS620 is our base case, and is an onboard card but we will include it in our
reference to accelerators. The accelerator cards scored 52.76; 14.79; 11.85; 1.40 and 0.42
seconds respectively. Although the Monster3D is older than the SIS is 620 we shall see
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later what the overall performance time for each accelerator is and it will be clear that the
Monster3D definitely falls into the accelerator category. The Geforce Pro achieved
marginally lower performance than its successor the Geforce2, which suggests that the
designers have changed some of the features of the Geforce Pro when updating to the
Geforce2.

5.2 Test 2 - 2D Points
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We decided to break up the previous test into its individual primitives in order to
see which primitives are most expensive in terms of rendering efficiency. We start with
the point where each accelerator achieved 18.67; 21.78, 10.70; 0.67 and 0.12 seconds
respectively. As expected both the Geforce accelerators are quite a bit ahead of the other
cards. The Monster3D is sitting in between the SIS620 and Voodoo3 accelerator and is
performing as expected.

5.3 Test 3 - 2D Lines
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The next primitive tested was the 2D line, which consisted of two connected twovertex points. We expected the accelerators to perform more or less the same for each
primitive, as the graph below shows this is not the case so far for both points and lines,
because our base case has started to. The individual score are 21.67; 12.78; 10.78; 0.71
and 0.15 seconds respectively. Although these results are very close to those of 5.2 they
are, however, marginally higher for each accelerator. This is because lines consists of a
number of points placed very close next to one another.
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5.4 Test 4 - 2D Polygons
The individual test scores for 2D polygons are 50.53; 14.77; 11.75; 1.39 and 0.40
seconds respectively. The polygons are triangular in shape, and from the above scores
we can see that this is most expensive primitive to render.

All the accelerators

experienced an increase in time with the introduction of polygons. Polygons are more
complex objects than points and lines.
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5.5 Test 5 - 2D Z-Buffering
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Z buffering is used for establishing a field of depth within a rendered scene. The
individual test scores for the accelerators are 64.25; 16.79; 12.75; 2.04 and 0.53 seconds
respectively. As expected with the introduction of this special effect the performance of
each accelerator has been negatively affected. We now start to witness the advantage of
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the accelerator. The Voodoo3 is still a consistent performer with its performance varying
around the 1-second mark. The Geforce Pro took 0.69 seconds longer whereas the
Geforce2 only experienced a 0.13 increase thus the superiority of the Geforce2 over the
Geforce Pro is starting to show.

5.6 Test 6 - 2D Blending
The individual scores for the blending tests are 116.21; 16.77; 12.67; 1.99 and
0.54 seconds respectively. The SIS 620 exhibits a large increase of 51.96 seconds in its
performance result it is now about 115.67 seconds more than the best performer, the
Geforce2 with only 0.54 seconds. The Voodoo3 maintains its unwavering performance
with small variances around 11 seconds. The Monster3D although a good 4.10 seconds
behind the Voodoo3, it is still outperforming our more recent base case by 99.44seconds
which, indicates the added efficiency of a graphics accelerator over a standard video card.
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5.7 Test 7 - 2D Fog
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The individual test scores for 2D fog effects are 192.42; 17.07; 11.76; 1.41 and
0.45 seconds respectively. Fog proved to be the most demanding special effect for our
base case with the SIS620 scoring 192.42, a very large jump of 76.21 seconds. The
Monster3D climbed by 0.30 seconds. Except for the first two, the remainder of the
accelerators experienced decreases in their performance results. The Voodoo3, Geforce
Pro and Geforce2 all dropped between 0.09 and 1.11 seconds proving that they were not
affected by the introduction of fog.

5.8 Test 8 - 2D Light
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We expected light to be the most expensive special effect because it is the most
complex special effect to set up and manipulate. The individual light scores are as
follows: 84.38; 16.78; 12.05; 1.42 and 0.41 seconds respectively. Our base case has
dropped by 108.04 seconds from the fog score, which was unexpected. One must realise
that the CPU is responsible for a large part of the calculations required when dealing with
light and that the graphics card is left with relatively little to render. However the
Voodoo3 and the Geforce Pro both experienced marginal increases over the fog scores.

5.9 - Test 9 - 3D Primitives
The same eight tests were repeated as the above but this time we introduced a Zaxis into the equation. One of our main interests was the difference in performance
between 2D and 3D rendering while still applying special effects. As above this test
serves as a foundation test that allows us to measure performance changes in successive
tests. By doing so we are able to highlight the expense of rendering graphical special
effects. The performance figures for rendering 3D points, lines and polygons are 75.11;
15.78; 11.89; 1.19 and 0.39 seconds respectively.
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We can already see an increase in the performance results for each accelerator,
especially for our base case the SIS 620, which only scored 52.76 seconds in the 2D test.

5.10 Test 10 - 3D Points
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The individual test score are 16.84; 13.77; 10.88; 0.45 and 0.14 seconds
respectively. As expected the performance results are slightly up from those of the 2D
test for our base case and the Monster3D, which confirms that 3D rendering is more
demanding than 2D rendering. The Voodoo3 and both Geforces experienced a slight
increase in their performance, which contradicts our initial assumption that 3D primitives
are more expensive than 2D. This is not conclusive for special effects have yet to be
added.
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5.11 Test 11 - 3D Lines
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The 3D lines score are 20.10; 13.78; 11.27; 0.47 and 0.10 seconds respectively.
Both Geforce accelerators are clearly ahead in 3D line rendering. The Voodoo3 has
increased by 1 second in performance time between rendering 2D and 3D lines. As
expected overall performance results for each accelerator increased when compared to
the results of 3D points. The performance increase is proportional to the observed
increase between the 2D points and 2D lines; the main difference is that these are higher.

5.12 Test 12 - 3D Polygons
Like the observed results in 2D polygons 3D polygons prove to be the most
expensive of the primitives to render. This is due to their more complex structure. The
performance results for 3D polygons are 49.14; 14.77; 12.26; 1.16 and 0.32 seconds
respectively. The results as expected reflect proportional increases in each accelerators
performance due to the 3D co-ordinates.
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5.13 Test 13 - 3D Z-Buffering
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The test scores for 3D Z-buffering or depth testing are 63.78; 17.58; 12.85; 1.81
and 0.55 seconds respectively. These results were rather disappointing because we were
hoping that with the introduction of 3D the depth test would play a larger role in affecting
overall performance, because in the 2D version all the primitives were rendered on a flat
plain instead of open space. We did, however, choose the most common depth test or zbuffer setting, which tests from the furthermost viewpoint possible whether rendering in
2D or 3D and does not appear to affect its testing criteria.
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5.14 Test 14 - Blending
The individual performance results for 3D blending are 114.73; 17.47; 13.05; 1.76
and 0.52 seconds respectively. As happened with the 2D performance results our base
case started to show signs of relative strain and its performance started to climb with the
introduction of blending. The accelerators as expected maintain proportional increases in
their performances.
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5.15 Test 15 - 3D Fog
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Again this turned out to be the most expensive special effect with the test results
as follows: 192.60; 17.49; 12.05; 1.19 and 0.45 seconds respectively. Our base case
reached 192.60, which is 117.49 seconds longer than the rendering of all three primitives
without any special effects. The performance increase is due to the nature of the fog
effect itself. Fog can be conceptualised as a cloud; this cloud occupies a certain 3D area
and is of a particular predefined density, as described in chapter 4. The main difference
between 2D and 3D rendering is that now the primitives have to be rendered in random
places within the fog cloud instead of just in front of it.

5.16 Test 16 - 3D Lighting
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The test results for 3D lighting are as follows: 93.33; 16.77; 12.36; 1.19 and 0.46
seconds respectively.

Lighting had a similar effect on 3D accelerator rendering

performance as it did for 2D. The performance of some of the accelerators actually
decreased when compared with those of the 2D performance. Our base case SIS620 was
one of these along with the Monster3D and the Geforce Pro.

5.17 - Summary of Findings
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The above tests returned some interesting results, but each test has been viewed in
isolation. We used percentage of overall time to measure the ratio of rendering to
overhead in order to find a more level ground on which to compare these accelerator
cards. The following graphs cover all sixteen tests performed on each accelerator.
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The SIS620 experienced varying results, with the two spikes representing tests 7
and 15, which dealt with fog effects.
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The Monster3D shows a good consistency across all the tests with the exception
of tests 2,3,10 and 11, which covered points and lines.
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The Voodoo3 2000 was a good overall, with the exception of lines and points.
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The Geforce Pro was an excellent performer, clearly a class above the previous
accelerators. Note that all the figures are below 2 seconds.

64

Adrian Charteris

Computer Science Honours 2000

BDC;E<FHGJIKCML
 
 

 

 
 
 



"!#$%&'()*%+,*-.

/02143576&098;:<:<=;>?A@

The Geforce2 is the only accelerator to outperform the Geforce Pro. This is the
second generation of the same base chip; the Geforce2 is a superb accelerator. For each
of the above the 2D and 3D results are quite close to one another, but still there is a
difference. The difference is more noticeable with the introduction of the special effects.
We feel that the tests do not push the limits of 3D rendering resulting in relatively small
increases in time.

Take note of the scale of the z-axis on each graph. The better performers have
values that reside between lower numbers. These graphs show all the tests that we
performed on each accelerator, but each has a different z-axis scale making direct
comparison tricky. The following graph depicts the same tests and their associated
accelerator but the results are placed on the same z-axis scale.
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This graph clearly highlights the strengths and weaknesses of each accelerator and
provides us with an overall comparison between the different types of accelerators. The
ranges correlate to the following accelerators:
•

1-16 – Monster3D

•

17-32 – Voodoo3

•

32-48 – Geforce Pro 256

•

49-64 – Geforce2 v7700

We feel that these are realistic results and that they accurately capture the
performance of the graphics accelerators. As expected the more current cards clearly
outperformed the older cards but we were still able to identify the cost involved in
introducing special effects, which is our primary goal. The performance results can also
be seen as an indicator of innovation. The substantial increases in performance highlight
the technological advancement of graphics accelerators over the last five years. Another
possible explanation can be attributed to chip manufactures. Both the Monster3D and the
Voodoo3 are produced by 3dFX whereas Nvidia develops the Geforce range. Each
manufacturer has a different approach to graphics acceleration and this could explain
some of the differences in performance.
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Chapter 5 - Conclusion
There is a large range of commercial benchmarking products available for testing
a computer systems performance one such organisation was covered in chapter 2. We
have seen that these commercially developed products have a number of advantages over
those developed in-house. These products are cheaper and require less manpower to buy
than to develop in-house. There is also a large demand for these products, which in turn
leads to the establishment of large support bases for these products in the market place.
As discussed in chapter 2 each off the shelf product is customisable to a certain degree
but there are limits to what it can measure. These limitations outlined in at the start of
chapter 3 led us to develop our own benchmark to measure criteria that we felt was most
important when considering graphics accelerators.

In terms of top-end speed the more recent accelerators left the older ones behind
this was one of the main reasons why we chose our measuring metric. In determining our
metric we learnt that it is very easy to corrupt performance results, we started off
measuring pure speed and realised that this was not the best way to measure the cost of
special effects. Instead we noticed that the efficiency of the accelerators provided a
clearer impression of these cost factors. Speed is an important feature when choosing an
accelerator, but we felt that this is not the only item worth measuring. Although we did
not cover quality of output, it is also very important when it comes to computer graphics
for example Jurassic Park would not have been a hit if the dinosaurs were fast but not
convincing in appearance. We tested a range of graphics accelerators in the above paper
with the graphics processing chips being manufactured by 3Dfx and Nvidia. The main
focus of our tests was graphical special effects, we measured the cost of introducing such
factors because many applications are saturated with such effects for example Quake3
Arena. Graphics accelerators are meant to reduce the processing load from the main
CPU and increase the overall performance of the computer system. We can see from the
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above results that a graphic accelerator clearly improves the performance of a computer
system.

We achieved all of our main goals, which included:
Measuring the cost of special effects – see table 2 below.
The evaluation of graphics accelerator performance with relative strengths and
weaknesses – see table 1 below.
The difference between 2D and 3D rendering - In chapter 4 we demonstrated the increase
in rendering time with the change from 2D to 3D primitives.

We decided that a benchmark test should produce more than one magic number for
the final result this is not to say that one should eliminate the use of such a number but
rather one should provide enough background test information to support the final result.
We have implement this approach and provided our single output result as a table
containing the overall performance for each accelerator. In the table 1 below there is a
measuring criteria and next to each a score out of ten for each accelerator. Ten is
considered as excellent; five is average and zero as poor.
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Table 1 – Accelerator Rankings

The above criteria include:
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Consistency - This refers to the amount of variance between the best and worst
performance result.

•

Speed - This refers to top time performance.

•

Financial Cost - Provides a relative indication of how much one has to pay to
purchase the accelerator.

•

Efficiency - The percentage time rendering of total execution time.

•

Best/Worst Special Effect - The special effect that had the smallest or greatest
impact on the performance of the accelerator.

The results above are derived from the results in chapter 4; we evaluated each result
and decided on a score out of ten. The score was influenced by the each accelerators
performance relative to that of the other graphics accelerators. For example efficiency
refers to the percentage of overall time dedicated to rendering, if one particular
accelerator’s efficiency did not exhibit large fluctuations then it was given a higher rank
than the accelerators that did. We applied this intuitive concept to each category along
with direct result comparisons in order to reach a rank value. A high the rank value
represents a strength and conversely a low rank value correlates to a weakness. The
average is our magic number and reflects our final ranking of each graphics accelerator.
We can see that the Geforce2 turned out top of our pick, this was expected but it did not
come first in every category like purchase price. Our base case came stone last although
this to was expected it did perform an important function, that of highlighting the
advantage and performance of the true graphics accelerators.

We now move on to the special effects themselves each special effect will be
ranked according to the accelerators performance in that test. The rank ranges between
one and four, one being the best and four being the worst. Each category result includes
the average of both the 2D and 3D tests performed.
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Table 2 – Special Effects Cost Rankings

The results are derived by combining the performance result of both 2D and 3D
tests and then ranking them in order of time. Greater time equates to greater expense and
each special effect is rated accordingly. We have derived two averages, the first average
includes the results of our base case and the second average excludes our base case and
only covers the performance of the true accelerators. We can see that in average one that
both Z-buffering and blending are the most demanding special effects and light is the
least. In average two Z-Buffering has been revealed as the most expensive special effect
and again light is the least expensive. The final result for each special effect and the
associated accelerator is available in the above table, but averages provide a useful metric
for overall performance evaluation.
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Chapter 6 - Future Works
The world of computing power is advancing every day and it is important to keep
track of these advancements. We decided there are three areas that could possibly be
investigated in the future:
•

Advanced Accelerator Hardware - Accelerators are becoming more and more
important to graphics performance. An investigation into the advanced hardware
features that are present in today'saccelerators and what new features are on the
horizon.

A break down of what features to look for when evaluating an

accelerators performance would also be beneficial.
•

Advanced Rendering Techniques - This includes an investigation into advanced
rendering techniques used by various programmers in industry to improve
graphics performance.

This incorporates an exploration into the rendering

engines used to render advanced graphics and how these techniques could be used
in our local VR system.
•

Quality Benchmarking - The majority of benchmarks compare speed of the
system'sgraphical performance but do not measure the quality of graphical
output. This approach could establish a benchmark that could evaluate the quality
of graphics and the quality of the techniques used to render the graphics.

•

Buffer Benchmarking – The buffer is one of the most expensive operations in
computer graphics.

New and innovative ways to utilise the buffer could

significantly improve the performance of graphics rendering.
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Appendix 1 - GPC Members
This information is extracted directly from the GPC homepage located
http://www.spec.org/gpc/publish/members.htm.

Full Members

SPECapc SPECmedia SPECopc

3Dlabs
Advanced Micro Devices
ATI
Compaq Computer Corporation
Dell Computer Corporation
ELSA AG
Evans & Sutherland
Fujitsu Siemens Computers
Hewlett-Packard
IBM
Intel
Intergraph
Matrox Graphics
NEC Corporation, Japan
NVIDIA
S3 Professional Graphics Division
SGI
Sun Microsystems

Associate Members

SPECapc SPECmedia SPECopc

Argone National Laboratory
Leibniz-Rechenzentrum
National Cheng Kung University
Universidad National Autonoma De Mexico
University of Aizu
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Appendix 2 - SPECviewperf Command Line Options
This information is adapted directly from the SPECviewperf page located
http://www.spec.org/gpc/opc.static/vp50.htm.
The input to SPECviewperf is the command line. Here are the current command line
options for SPECviewperf 6.1.2:
Program options:
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Appendix 3 - SPECviewperf Display List Results
These results are extracted directly from the example used on the web page
http://www.spec.org/gpc/opc.static/vp50.htm. The test is used to create image 5 on page
31.
What follows is the output of SPECviewperf 6.1 running the first test from ProCDRS-01
on an SGI OCTANE/MXE:
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