Multi-User Communication and
Interaction in a Virtual World
Submitted in partial fulfilment of the
Bachelor of Science (Honours)
Degree of Rhodes University

Ivan Bernard Marx
Computer Science Department
November 2001

Acknowledgements
To my supervisor, Professor Shaun Bangay, for your guidance. You helped me find
direction with my project, and you always provided encouragement and ideas.
To my girlfriend Melissa for being a very special person. I could not have done
without your help and proofreading with this write-up.
To the Rhodes Virtual Reality Special Interest Group, my coding task would have
been a lot harder without your contributions and support.

Page i

Abstract
This project investigates the creation of a multi-user interactive virtual
environment. The purpose of the environment is to assess which attributes and tools
it should possess for the successful interaction and communication of its users. An
experiment is proposed to test the design of the environment and to assess its
success. The experiment is chosen with the intent of encouraging teamwork and it
consists of different phases that can easily be identified and analysed. The
environment is designed with the goal of requiring the users to complete the
experiment by making use of the environment. Details such as keyboard movement
mechanisms, collision detection, smooth animation, and network lag are provided
with the intention of contributing to the realism of the world and to allow easy
interaction for the users. In line with common practices, the environment was
implemented by taking educated guesses in the decision-making process, and then
testing the success of those decisions with volunteers. This is done because the
system is targeted for the end user, and even a small sample of volunteers will give
us an indication of what the general reaction will be. In the experiment the
following results are found: the users prefer an intuitive navigation method; the
users want a realistic world, but aspects of it that are too realistic do not work well
either; and an audio mechanism for communication proves sufficient, but more
attention has to be paid to audio quality.
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Chapter 1: Introduction
We feel that interactive computer technology has come a long way, but so far most
of the emphasis has been on getting new, better and faster interactive systems with
higher data transfer rates and less lag. In this project we look at what attributes and
tools a virtual environment should possess for users to be able to interact and
communicate successfully. We look at a test experiment and design a virtual
environment for it in order to see how people react to it, and to determine what the
environment has to provide in order for it to be successful. Success is measured by
the amount of communication present and by judging the users’ reaction to the
system.

1.1 - Statement of The Problem
For the last few hundred years humans have only been able to communicate
remotely with each other by sending written letters, using carrier pigeons, trains or
any other device capable of carrying paper. It is only since Alexander Graham Bell
invented the telephone that instant long distance communication has been possible.
The invention of the microchip has opened us up to a whole new way of
communicating. At first this was limited to the instant text message chat world of
IRC. As Internet bandwidth, CPU speeds and memory increased, it allowed us to
send voice and eventually video over the Internet. So far all the emphasis has been
on achieving new, better and faster methods of communicating.
The aim of this project is to investigate the process of creating an environment that
will allow people to communicate naturally. We investigate the development of a
graphical multi-user interactive virtual environment and the communication and
interaction issues relating to the test environment. More specifically we investigate
how well people react to communicating with each other with microphones in a
virtual environment where other people are represented as moving avatars.
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1.2 Project Goal
The project is broken up into two parts: The first part is to design and implement an
environment that would put all the users in a position that forces them to
communicate with each other. The environment must have an ‘easy to use’
communication method. The environment is implemented in Great-Dane (a library
of java components that the Rhodes Virtual Reality Special Interest Group shares
and develops). The second part is to expose some volunteer users to the
environment and assess the effectiveness of the environment by both monitoring
their behaviour in the environment and by asking them to fill in a questionnaire.
Their responses in the questionnaire are compared to identify any trends in their
experiences.

1.3 Chapter Outline
Chapter 1: Introduction
We introduce our topic and give a motivation of why we are doing this project and
why it is current.
Chapter 2: Related work
We discuss the topics of environmental design in games, successful group work and
teleconferencing. We discuss these fields so that we can utilise what has been learnt
in designing our environment, our experiment and in choosing the method of
communication
Chapter 3: Design
We design our experiment and our environment, carefully justifying each of our
design decisions by either relating it to the work we researched in chapter 2 and
other works.
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Chapter 4: Implementation
We describe the implementation of the environment and hence the experiment. We
discuss the problems encountered and our attempted solutions, keeping the endgoal and the method for generating results in mind.
Chapter 5: The Experiment
Since the experiment is such an integral part of our project we dedicate a chapter to
discussing how we set up the experiment and what we want to achieve with the
experiment.
Chapter 6: Results
We list and discuss the data gathered from the saved games that we generated when
the volunteers tested the system. We also give a qualitative overview of how the
environment performed
Chapter 7: Discussion and conclusion
We discuss the significance of the results obtained in chapter 6 and use this to draw
some firm conclusions. We discuss how we can use what was learnt to make our
environment better, and what future work can be done on it.
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Chapter 2: Related Work
This project deals with multi-user communication and interaction issues in a virtual
world. In order to find the key aspects of a virtual world and the associated
interaction, we look at what goes into designing a virtual game environment and
how we get people to interact with each other in this environment. In order to find
the answer to this we go further in-depth into related aspects. We separate our
project into four distinct categories:
To explore the environment, we look at interactive games since they make full use
of interactive environments to create their worlds, we look into what game
developers have contributed to designing a game, and what the future of games and
game design will be.
We explore the theories of successful group work in order to assist us with getting
people to interact. We wish to discover how to set up a successful team, and to
discover what pitfalls to avoid. We focus on the dynamics of how to make a team
of people work together, and how to set up such a team.
We also explore what has been done with teleconferencing and videoconferencing,
and identify the aspects of it that can be useful for us in order to have people
interacting and communicating successfully over a long distance, with the aid of a
computer.
We explore the approaches that distributed virtual environments take to message
distribution. We look at two case studies. One uses the multicast peer-to-peer
distribution mechanism and the other uses the client server approach.
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2.1 Environment Design in Games
What is a game? And how do you make your game the best? Bruce Shelley1
[Computer and Video games conference, 2000] defines a game as “a series of
interesting decisions in a competitive environment, leading to a satisfying
conclusion.” Eric Zimmerman2 goes on to say that a game designer essentially just
creates restrictions on people’s behaviour, and that those restrictions again generate
meaningful game play, but that as a designer you have to be careful not to add too
many restrictions as this makes the game too difficult. Bruce Shelly further
comments that in order for the game to be successful it must be designed so that it
grabs the user’s attention at the beginning of the game, or in his words: “We judge
that you have 15 minutes when somebody boots up your game to get them involved
and excited about your product and wanting to know more about it.” One way of
achieving this is to have what he calls the inverted decision-making pyramid - this
means that when the game starts the user only has a few decisions to make, and
based on those decisions they have to choose more and more, until they are
eventually “sucked into the game.” Douglas Lowenstein (President of the
Interactive Digital Software Association) comments that the emotional aspect of the
game will start becoming the main selling point, especially since computers are
getting more processing power. It will allow game developers to explore human
emotions, showing tears, facial expressions and emotional reactions in characters.
Trip Hawkins (Founder of 3DO) agrees that we will see more interactive
entertainment and software make use of a wide range of emotional responses and
feelings in people in the future.

1

Bruce Shelly is a professional game designer who currently works as a senior designer at Ensemble

Studios. Games he has worked on include Railroad tycoon, Civilization and Age of empires.
2

Zimmerman is an accomplished game designer. He currently teaches at New York University's

Interactive Telecommunications Program and at the Digital Design program at Parsons School of
Design
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Bruce Shelly comments that when they design a new game they don’t always know
what will work and what won’t work. The designers take an educated guess, then
they get people to try the game and judging by the response of the testers they
change the game play. When it comes to the game engine Bruce Shelly says that the
key factors for a successful game engine are: stunning graphics, sound effects and
music. The game has to be intuitive and it has to minimize player frustration. Other
factors of game play that his company are busy exploring are: Randomly generated
maps, multiple victory conditions and different levels of difficulty. The randomly
generated maps and multiple victory conditions allows for the user to experience a
different game each time they play it. The multiple victory conditions allow both
experienced and inexperienced players to enjoy the game, compared with the
narrow band of players that would match a preset difficulty level.
Since humans are very competitive, interaction with other characters are also very
important in making a successful game. An example of a successful multi-player
game: on a typical night, 35,000 to 40,000 people log on to play Everquest (3-D
multi-player fantasy role-playing game) [Computer and Video games conference,
2000]
David Perry (President of Shiny Entertainment) predicts that game designers in the
future will also start putting more work into artificial intelligence. David Perry
claims that if the game characters were more intelligent they would be able to
invoke an emotional response in us. As a joke he points out that currently we just
want to shoot the stupid bots – all they do is run into walls.
In conclusion, for a game to work the designer must be able to attract the user’s
attention right in the beginning, and maintain it by making the game more complex.
In order to do this, the game designers must make educated guesses as to what will
work by making use of a trial and error method with game testers. Taking their
feedback into consideration will eventually perfect the game play. The game engine
must be able to provide fast graphics and good sound effects. The future of game
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development will involve the user more with, the emotions of the game and the
characters in the game. One way of achieving this will be to improve the artificial
intelligence in the game. Later on, we will relate what we have learnt about game
design to assist us with designing our own environment and experiment.

2.2 Successful Group Work
Why do we work in groups? Hickson gives a good answer to this question: “we are
social animals; we like to interact with other people. Solitary confinement is looked
upon as punishment.”[Hickson, 1997] But saying that we are inherently social
creatures does not imply that working in a group will lead to success, in fact, Tom
Douglas argues that when forming a group the most crucial thing that has to be
overcome is the forces which push away potential members from belonging, more
specifically the “centrifugal” forces of individualism [Douglas, 1993]. Hickson
claims that a healthy group must find the balance between the need of the
individual and the need of the group.
While commenting on group leaders, Hickson points out that the qualities that
group leader should possess are, adequate training and skills, belief in the group
members, be articulate and know his or her own personal limits. The worst thing
that can happen is that a leader abuses his or her power and places the group
members in a child-like dependency.
Tom Douglas argues that the most important stage in group work is setting up the
group. The information and resources that is provided will be added or modified to
the group’s knowledge base. Douglas recommends that a conscious effort should be
made, to heighten the group’s awareness and sensitivity to information so that they
can have an updated and accurate information base. Hickson insists on the
importance of “ice-breakers” or “warming up” the group in order to make people
feel at ease and to draw them out in order to contribute. Hickson recommends that
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if later, the group’s attention is lost, that a change in the activity could perhaps reinvigorate the group.
Douglas claims that one of the major obstacles of successful group work is a group
worker that has an inadequate understanding of his or her own performance in the
resource development process. Douglas says that the role of a group worker is one
of being a resource which is conscious of its assets and the creator of situations in
which others can develop their resources. Hickson warns that as a group coordinator one has to plan the group properly, otherwise it can as a result meander
from whim to whim, without ever accomplishing anything.
Douglas insists that the first thing a group has to realise is that even people who are
more socially competent than the individual are also in need of help in order to deal
with some particular difficulty. The second thing is, by only providing experts on
one aspect, one can limit the outcome - if you construct a group with specialties in
different fields your group can provide alternative strategies for coping with the
problem at hand. While commenting on self help groups, Douglas indicates that the
major advantages of such groups are motivation, shared experiences, insight and
mutual support because people are exposed to other people with the same problems.
They tend to want to promote a willingness to support and help others.
In conclusion, to get a team to work together successfully one has to find people
who can contribute a resource or skill to the group as a whole - if the different
individuals can provide different resources then it is even better, because that can
help to get more diverse solutions to the problem. When the team comes together
one has to give them accurate and adequate information in order that they can get a
clear picture of what the problem is and what is expected of them. It is also
important for the individuals to realise that they can’t solve the problem by
themselves and nor can any other team member, they have to combine their skills to
form the solution.
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2.3 Teleconferencing and
Videoconferencing
What do you need to have a successful teleconference? The Microsoft telepresence
research time claim that the key to success with telepresence is that the user
emotionally feels that he or she is present. [Gemmell et al, 1997] Features that one
would want in a videoconference are video, audio, text chat and a virtual
whiteboard. But, due to bandwidth constraints and limited technology, we can’t
make use of all of the features, therefore a decision has to be made on what is
essential and only that gets implemented at first. Gemmell et al points out that a
head shot adds an emotional connection to the speaker, but they go on to say that it
is unlikely that the video shot will convey any information at all about the subject
of the presentation and if bandwidth is limited, video can be dropped. They
conclude that audio and lecture slides are critical in a videoconference. A virtual
whiteboard and a talking head are nonessential but still desirable.
Common problems that have to be overcome when designing a videoconference
system are: setting up the microphone balances, choosing the optimum compression
level, minimising and dealing with network latency, the number of participants to
cater for, and dealing with social issues such as, how people react to being in an
empty room or how people react to hearing only a voice without any video, to name
a few. Fluckiger states that users are more tolerant of distortion of sound during
presentations than they are when they are engaged in a conversation [Fluckiger,
1995]. He compares it to user’s tolerance of radio quality compared to telephone
quality. He also points out that extra precautions have to be taken if the group uses
a loud-speaker for sound, since effects like feed-back come in to play – one
solution is to have the participants wear earphones. Fluckiger also points out that in
order to save on audio bandwidth it is possible to cut out the silences between
speech. This requires detecting when the microphones are picking up speech and
only sending the data across the network when this happens.
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Table 1[Gemmell et al, 1997] shows the characteristics of various
videoconferencing technologies. We can see that all of them make use of audio,
most of them make optional use of video, and only some of them make use of slides
or whiteboards.

Table 1 The functionality that different teleconference systems provide

While commenting on the future of videoconferencing Fluckiger argues that, since
the conventional telephone provides additional opportunities for improving
people’s social relationships, by extrapolation the future of teleconferencing could
improve people social contact between residential subscribers without necessarily
replacing direct contact.
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In conclusion it was argued that the essentials for a teleconference session to work
are audio and some form of shared vision. Slides with video and a whiteboard are
desirable. To form an idea of what other commercial products provide we refer to
Table 1. We see that all of them provide some form of audio, most of them provide
a video channel and the rest either provide a whiteboard, text chat or slides,
depending on their specialty.

2.4 Distributed Virtual Environments
We can characterise virtual systems by their approach to message distribution. The
different approaches that they take are [Funkhouser, 1996]:
•

Unicast peer-to-peer: All the nodes connected to the system are informed
individually and number of messages is O(n2). Systems that use this are
Reality Built For Two and VEOS.

•

Broadcast peer-to-peer: Any node that needs to inform the other nodes of a
change will notify all the other nodes at once. The number of messages is
O(n), which is an improvement over unicast, but it still limits the total size
of the system. Systems that use this are SIMNET and VERN.

•

Multicast peer-to-peer: Sets of entity properties are mapped to their own
multicast group. Update messages are then only sent to the relevant groups.
These systems scale well, but they are limited to networks that support
multicast messaging. Systems that use this are NPSNET and DIVE
(discussed below)

•

Client-server: All communication between clients are passed through the
server. If the server has intelligent message processing then this system can
scale very well. Systems that use this are WAVES, BrickNet and RING
(discussed below)

In the peer-to-peer system DIVE (Distributed Interactive Virtual Environment), all
interactions take place through a shared, distributed database. Information is
actively replicated on each node and continuously updated. Each node is thus
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independent of the creator and user latency is low. The system uses some
techniques to reduce the large amount of data that needs to be transferred – some
inequality between world-copies is tolerated and ‘light weight’ applications are
only updated with certain sections of the database. These are called ‘subhierarchies’ and each is associated with a multicast communication channel – in
this respect, DIVE can be seen as a hybrid peer-to-peer and client-server system.
By choosing peer-to-peer, DIVE sacrifices some consistency for low lag in a large
system [Frécon et al., 1998].
RING, a client-server virtual environment system, also makes use of a shared,
distributed database but severely limits the updates made to each client – only hosts
that can see the altered object (determined by object-space visibility algorithms) are
informed of the change. This technique is obviously of more benefit in densely
occluded environments such as mazes and buildings. RING models the virtual
environment as a set of independent entities, each entity being controlled by only
one workstation. Communication between clients is handled through the server,
which allows the server to optimize the data sent on to the other clients. Latency is
introduced by the use of the server, but it is not noticeable in experiments
[Funkhouser, 1995].

2.5 Summary
In this chapter we look at game environment design, teamwork concepts,
teleconferencing and distributed environment issues independently. This is done so
that we can use the ideas and concepts learnt from each of those fields in the design
and implementation of our experiment and environment. The key factors worth
noting are that a game has to be designed in repeating steps of implementation and
design, and user testing. To get people to work in a team they must each have a
contributing factor to give to the team as a whole, and they have to understand their
worth in the team. From teleconferencing we pick up the fact that audio, and some
form of shared vision is the most important factor, then if you have the resources

Page 12

you can add video and other enhancements. The two most promising message
distribution approaches are multicast peer to peer and client-server. We look at two
case studies in order to assess the benefits of each method.
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Chapter 3: Design
In this chapter we identify the requirements of our project and in turn the
requirements for each of the identified components that we need.
We need an experiment that will require the users to interact with each other in
order to complete a task.
In order to perform the experiment we need an environment to run it in. We have to
decide how the internal logistics of the interactive environment will work, and how
the users are going to interact with the environment in order to communicate with
each other and perform the task.

3.1 Interactive Experiment
In order for the users to interact in the virtual environment we require a game or a
task for them to complete. The task needs to have an obvious solution that the users
will only be able to complete if they work together – by working together they will
be forced to communicate to coordinate the work.

3.1.1 Experiment
One of the aims of the project is to see how well people react to using a microphone
when interacting with other characters that are represented as moving avatars in a
virtual world.
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In order to achieve this we require an experiment that:
•

must require people to communicate in order to solve it.

•

must be short so that it’s easy to analyse, and so that it doesn’t put strain on
the volunteers.

•

needs to have different stages of expected communication density that we
can compare to each other.

In order for the users to interact, each one of them needs to be able to provide a
service. The group as a whole must not be able to succeed if they don’t all provide
the service (see successful group work in Chapter 2.2). In order to see if our
environment is successful we have to be able to analyse the data - the different
stages of the game assisted us with this. If we have a part of the game that needs a
lot of talking in order to succeed, and another that requires less talking and more
action, then we can see if that has occurred in our experiment, and if it did occur,
we can see how the areas compare to each other.

3.1.2 Proposed Experiment
We propose an
experiment that
requires people to
communicate with each

Bucket

Seesaw

Characters

other in order to
achieve a common
goal. We don’t expect
the volunteers to take too
long to complete it and we

Figure 1 Layout of the proposed experiment

define a time period in which we expect a lot of communication and a period in
which we expect diminished communication.
The proposed experiment consists of a seesaw with a spike on one end and a bucket
on the other end, three characters, three buckets that can be used for carrying water
and a body of water (the layout of the experiment is depicted in Figure 1). When
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Water

the users find themselves in this environment, they would only have been provided
with enough information in order to use the system (See group work in Chapter 2.2,
and Appendix 1 for the information that we provide). The scenario that we would
expect is: they familiarise themselves with the environment, and the first person to
discover that they can pick up a bucket will communicate this to the other people.
They will then run around and either by accident or by figuring it out, discover that
you can fetch water from the body of water and dump this in the bucket suspended
from the seesaw. Working as a team, they will all help to fill the bucket on the
seesaw, until the spike on the other end of the bucket penetrates the image of a
purple dinosaur that is suspended above it.
In the first part of the experiment we expect a lot of verbal communication while
they familiarise themselves with the environment. When the first person manages to
pick up a bucket we expect more speaking when he or she communicates this
knowledge to the other users. After that we expect the amount of communication to
be less while they explore the world. When the first person realises that the point of
the exercise is to kill the purple dinosaur by filling the bucket on the seesaw he or
she will hopefully communicate this information to the others. While they are
filling the seesaw bucket we expect communication to be diminished until they
eventually kill the dinosaur, then we expect them to talk to each other again, while
they discuss their handiwork.
We feel this experiment will enable us to obtain our objectives, since it is a
teamwork exercise that they will only be able to complete if they all work together
to fill the seesaw bucket – if they work as a team they will be forced to
communicate. It has a distinct stage in the beginning where we hope
communication to peak and stage while they are filling the seesaw bucket where
communication should be diminished. When we analyse the experiment we can
use the low communication density to contrast how dense the high communication
area is.
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3.2 Distributed Technique
The different message distribution techniques available to us are, unicast peer to
peer, broadcast peer-to-peer, multicast peer to peer and client-server (see distributed
virtual environments – Chapter 2.4).
We feel the advantages provided by a client server approach will be the most
beneficial to us. By passing all the events through the server we have control over
the behaviour of all the games in one central place. This makes issues such as
contention for resources and synchronisation a lot simpler.
We decide to let the server machine also runs the client tasks in order to create a
working environment on the server machine as well. This is done due to the
limitation in the number of machines that we have at our disposal – the machines
that we use are all fast enough to run as both client and server tasks, so we have
nothing to gain by making one machine a dedicated sever.
In order to synchronise events and overcome the problem of contention of shared
resources used in parallel, we make the server the authoritative machine. The theory
behind it is that if we can create one game that doesn’t have contention with itself
then we cannot have any conflicts. By changing one component in the game to be
controlled by a remote machine we potentially create the threat of contention.
Instead we have the remote machine asking permission to do what it wants with the
object, now we return the control back to the central machine and can control
contention. In order to achieve this, we have each of the client machines sending all
their events to the server, and if the effect of the event is another event the server
would be responsible for notifying all the clients about the event. By doing this we
have one machine responsible for all the events, and also the sequence of events.
We use a “shoot ‘em up” as an example: say client 1 aims at client 2 and shoots at
him. He notifies the server that a shot has been taken and if the shot in the server’s
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game hits client 2 then the server would notify all the clients that client 2 has been
killed.

3.3 Communication
In order for users to communicate we have to provide some method of
communicating. The two common communication alternatives at our disposal are,
the text interface provided in text chat clients or digitising the clients voice and
sending this over the network. Judging by the popularity of audio speech devices in
videoconferencing tools (see teleconferencing and videoconferencing - Chapter 2.3)
we decide to design a sound component for our environment (discussed later on).
In order to enhance the realism of the audio mechanism we will mute all the sound
from characters that are out of earshot from the current user, since in reality if
someone is standing too far from you when speaking you won’t be able to hear
them.

3.4 System Design
Since we are using the Great-Dane system (the component based architecture that
the Rhodes Virtual Reality Special Interest Group shares and develops) for
implementing our environment, we have to design the environment to consist of
independent separate working components. We look at what other gaming and
videoconferencing environments provide in their multi-user environments (see
environment design in games - Chapter 2.1), and we consider the needs of our
experiment. From this we find that the necessary components for the environment
are: a keyboard movement component to allow the user to navigate through the
world, an event managing component to centrally control the behaviour of the
program after an event occurs, a simple collision manager to add to the realism of
the world and a sound component that creates a sound channel for each user and
plays the resulting sound to the PC’s sound card.
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3.4.1 Keyboard Movement
The keyboard navigation component is provided to allow the user to navigate the
environment in an intuitive manner that most people are familiar with. Most new
users would associate the left and right keys with rotation (it is noted that people
that are more use to 3D games like Quake III tend to want to use the left and right
keys for strafing [Vincent, 2000] and the mouse for finding their orientation). The
ideal is to provide the user with a method of customising his keys, but we decided
in order to minimise the user’s preparation before the experiment they we will
simply implement both methods of navigation and allow the user to change his or
her preference with the use of a toggle button. The first method uses left and right
for rotation, up and down to move into or away from the orientation. The second
method uses the left and right keys for strafing, the mouse to look up and down, and
left and right, and the up and down keys to move into or away from the faced
orientation.

3.4.2 Event Manager
The environment is designed in a component-based architecture. We have some
components that are capable of creating events that either affects another
component, or that has to be synchronised with other clients over the network.
Instead of having the code for each of these events distributed throughout the code,
we create a central event manager. The event manager is created as a singleton
class-this allows any component to call its member functions without having to
instantiate the event manager.
Great-Dane already has rich network communication components. The event
manager uses these components to set up all the connections and to handle all the
network requests.
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3.4.3 Simple Collision Manager
We feel that in order to enhance the realism of the world that the use of a collision
detection system is essential. Users tend to feel disorientated if the environment
doesn’t provide sufficient feedback.
We use the same philosophy as the event manager to design the collision manager.
In order to get the advantages of a global system, we also design it as a singleton
class. The keyboard movement component works out the new co-ordinate to move
to, and before updating the co-ordinate of the user in Great-Dane it asks the
collision manager if the new co-ordinate is accessible to the user. When any object
moves, it also queries the collision manager to see if it can move to the new coordinate.
Since the user or any object can only move in one plane in our environment, the
collision manager only has to detect the collision co-ordinate in a 2D plane - this
makes the implementation of it a lot simpler.

3.4.4 Sound Component
We want the sound component to be
capable of digitising the user’s voice. It

network

must then send the voice data over the
Event Manager

network, and at the other end of the
network the remote sound component
must be able to pick up all the people’s

MultiChannelAudioInterface

voices. It will mix them so that the
resulting sound is everyone’s voices, as

AudioIOInterface

if they were all speaking in the same
room. To do this, the test application has
to read sound data from the PC’s

soundcard
Figure 2 Sound data flow

microphone and send this over the

network to the server’s event manager. The server then broadcasts the sound to all
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the other clients. The sound card’s DSP device can only be opened once in
exclusive mode under Linux so we have to mix the different sound channels into
one before sending the data to the sound card (in order to hear everyone). We do
this by passing the sound through three distinct components (depicted in Figure 2).
In the Audio-IO-Interface phase the Audio-IO-Interface can either read from the
microphone attached to the soundcard or it can write a single stream of data to the
soundcard that it receives from the Multi-Channel-Audio-Interface. The MultiChannel-Audio-Interface reads individual streams of data from the Event-Manager
and merges them to a single individual stream. The Event-Manager reads data from
the Audio-IO-Interface and sends that data to the server over the network. The
Event-Manager also gets streams of data from the server and passes these down to
the Multi-Channel-Audio-Interface.

3.5 Summary
In this chapter we describe the decisions that we have made, we proposed an
experiment that would fulfil the needs of our project, and we discussed each of the
individual components that make up the environment that would be necessary for
performing our experiment.
The experiment is a simple three stage group-work exercise: first the volunteers
have to get a bucket each, then they have to use the buckets to fill a seesaw bucket
with water in order to change the angle of a seesaw, and to kill the villain of the
game. We expect them to communicate with each other in order to achieve this.
The environment will use a client-server approach in order to handle its events, we
choose the client server mechanism since it allows us to centrally control issues
such as contention for resources and synchronisation.
We decide to allow the user to choose their method of navigation- they can choose
from a strafing style, and a rotating and moving into the new orientation style. We
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design a central event driven Event-Manager that handles the dynamics of the
game. We add to the realism of the game by designing a collision manager. We
make the necessary decisions so that the sound component can provide the required
functionality.
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Chapter 4: Implementation
For the design of our environment we follow the Object Oriented approach inherent
in the component based architecture that we are using, namely Great-Dane. As we
mentioned in the design section, this whole project revolves around an experiment
that we want to test. In order to gather data from our experiment we must provide
mechanisms in the code for extracting, and if possible analysing the data.
We also have to design a virtual environment to run this experiment in. We have to
provide all the aspects of an environment that is needed for our experiment.

4.1 Hardware and Software Used
The machines we use for the experiment are: a dual Pentium III 800Mhz 256 megs
RAM with a GeForce256, a dual Pentium III 500Mhz 512 megs RAM with a
GeForce2 GTS and a dual Pentium III 500Mhz 512 megs RAM with a GeForce2
GTS, all of them running Red Hat Linux release 7.0 (Guinness) Linux 2.2.1714enterprise Kernels.
The VRSIG (Virtual Reality Special Interest Group) group has been developing a
virtual reality toolkit that can be used for constructing virtual worlds. It has evolved
into its current version called Great-Dane (machine code compiled Java). Our
environment is developed by making uses of the components already existent in
Great-Dane and we add the extra ones that are necessary. Due to the Object
Oriented component structure of Great-Dane it is possible to move all the
components about without affecting the whole system. This makes the
implementation easy since we can get each separate component working and then
put them all together.
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4.2 Value Interface
In order to implement our environment we need to optimise the values of a lot of
numbers in order to achieve the visual results that we want. One example: later on
when we implement bendable character meshes, we have to work out the angle the
legs must move to so that the walking animation will look realistic. The options at
our disposal are: to pass these angles as parameters to our program, to have a text
configuration file, to change the values in code and recompile the program, or to
have a visual pop-up box that has text fields that correspond with variable in the
program.
Passing the parameters to the program and a configuration file both have the
problem of the application having to restart. Manually changing the values and
recompiling is even worse since you have to restart the application and recompile it.
The pop-up box is the hardest to implement, but we feel the amount of effort save
us, makes it worthwhile to implement.
We find that there is usually more than just one value that we need to change. Since
we have multiple values that can change, each value needs some text that informs
the user what the value is getting used for. We also feel that a lot of the values will
be changing the way the scene looks visually, and it is easier to have a slide bar to
do those kinds of changes. We therefore want
a text input box, and a slide bar input
mechanism. In code we want to be able
substitute the value with a call to the value
pop-up box.
Figure 3 shows the value-interface pop-up
box that we created to fulfil our needs. We
created it as a static global object that allows
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Figure 3 The value-interface popup box.

anyone that wants to obtain a certain value from it to make a single static call to it
and request the appropriate value.

4.3 Experiment Implementation
(Analysis)
To analyse our experiment’s data we need to have a way of retrieving the data after
the game has been played. Since we broadcast all the information about the game to
the server, we have to capture all the data that we transmit to the network, and write
that to a file. When we want to reconstruct the game we read the data from the file
instead of the network.
In the design phases we decided that the elements of the game that we want to
analyse are what people were saying - if they were acting the way we predicted
they would – and we want to find out how long it takes them to pass between the
different stages of the experiment.
In order to find out what people say we can play the game back again. When we
play it back, we stop the sound from muting at a distance. In order to do the
quantitative analyses we have to find out what the room’s ambient sound volume is.
Each time a new packet of sound data arrives at the MultiChannelAudioInterface
we go through the packet to see if the sound volume is louder than the room
ambient level. If it is, then we know that someone is talking and we increment a
counter. Every 100ms (interval we chose so that we don’t segment our data into too
many or too few parts) we print out the current running time of the game and the
amount of times we encountered speech within the last interval. We then save the
data as a comma separated list. We can then import the list into Excel and graph
and analyse it.

Page 25

4.4 Virtual Environment
To run our experiment we have to implement a virtual environment to run it in. We
have to provide all the primitives required for our experiment, namely, a moving
character that represents another character in the game, a water bucket visual
representation that the users can carry and fill with water in order to fill another
water bucket attached to a seesaw, a seesaw visual representation that has a water
bucket on one end and a spike on the other end, and a water spray particle system
that can be used to indicate a leak in the bucket or the blood of a purple dinosaur. In
addition, our environment has to be able to exchange information with other similar
virtual environments. We need to implement an Event-Manger that runs on each of
these environments - it picks up all the events, and it makes the dynamics of the
environment work. The events must be network transparent. To create the
transparency, we create the networking infrastructure in our Event-Manager. To
add to the realism of the world we create a simple collision manger. We want the
users in our environment to be able to communicate with each other, for this was
have to overcome all the logistics of getting sound to and from the /dev/dsp sound
device under Linux.

4.4.1 Keyboard Movement
As was mentioned in Chapter 3.4.1, we want the user to be able to move using both
the strafing style depicted in Figure 4 and the rotational style depicted in figure in
Figure 5. The user chooses which type of navigation to use by hitting a toggle
button.

Figure 5 Rotational

Figure 4 Strafing

movement

movement
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The rotational movement is the easiest to implement – we need a vector that points
in the direction in which the viewer is pointing. If the viewer pushes the up or down
arrow keys, we move the viewer in the direction of the vector or away from it. If
the viewer pushes the left or right arrow keys, we calculate the angle we want the
viewer to rotate by and rotate his or her view by that angle. We also rotate the
viewer’s move vector by this angle, so that if the viewer pushes the up or down
arrow keys he or she will move in the direction of the new vector.
To implement the strafe movement we also have a view vector into which the
viewer will move if he or she pushes the up or down arrow keys, although pushing
the left or right arrow keys will move the viewer in a direction perpendicular to the
view vector in the plane of the viewer. By dragging the mouse the viewer changes
his or her perception of the world. Dragging the mouse left or right will change his
view by the angle of rotation. Dragging the mouse up or down will allow the viewer
to look up or down by changing the viewers orientation in the plane perpendicular
to the world plane and parallel to the view vector.

4.4.2 Animated Character Meshes

Vs.

Flexible mesh

Rigid meshes

Figure 6 Comparison of moving vertices and moving rigid blocks, in order to animate an
object
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The characters that we need for our experiment needs to be able to animate. Our
options are to have our characters made up of rigid meshes that rotate about each
other, or to select the vertices of our characters and rotate those instead. We can see
from Figure 6 that the smooth curves that results from moving the vertices produces
a better result than the gaping holes that rotating solid meshes produce. We started
off animating our character using rigid meshes and we felt that it was unacceptable.
We feel that people using the system would not feel at ease using such an
unrealistic character.
We feel that the users will find the world to be more realistic if they can choose the
sex of their character. A world of either all males or
females is not very realistic or desirable. We
managed to find two meshes at 3dcafe.com [3dcafe]
that we feel would work together quite well in the
same world since they both look like they come
from a similar theme. The rendered images of the
male and female meshes are shown in Figure 7. The

Figure 7 The original meshes for our

next problem is that our meshes have in the order of

male and female characters

eighteen thousand vertices each, and we would not
be able to render our world at a reasonable frame-rate with such high polygon
counts - especially if we have three character moving in our world at the same time.
We therefore made use of 3D Studio Max’s optimisation tools to drop the polygon
counts. After the optimisations the female mesh had a vertex count of 444 vertices
and the male mesh had a vertex count of 545 vertices.
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Figure 8 We make use of our ValueInterface to select vertices that need to be animated, the image on
the right has the selected vertices (inside the bounding box) coloured in red.

The first thing that we need in order to have our character moving is the coordinates of all the vertices that need to be rotated for each limb. Figure 8 shows the
application that we implemented. The application makes use of our ValueInterface
to allow the user to draw boxes around the vertices that need to be rotated. In order
to rotate different parts of the body independently we allow the user to draw boxes
around each of the sets of vertices that need to move with each other. We require
that the user specifies a vector for each of the boxes. This is the vector around
which the vertices must rotate. When we have all the information about the
positions of vertices we save the information to disk so that we can load the
relevant information the next time our application starts.
There are some major differences in the male and female character meshes, the first
most notable one is the fact that the female character has a different pose to the
male. In an attempt to rectify this we rotated the selected body parts of the female
in our application so as to match the male’s pose, but we found that due to the
simplifications made by simply rotating the vertices without any form of
interpolation that the mesh at the female character’s arms and legs became too thin
and they looked very artificial. As an alternative solution we loaded the original
mesh into 3D Studio Max again. We made use of its rotation tool to get a more
realistic pose.
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The male and female meshes are still very different. The same box doesn’t isolate
the same body part in both meshes. Other aesthetic differences such as the angle at
which they would lift their arms and legs have to be taken into account. We thus
use a generic Character-Visual-Representation class that can render a character
mesh and animate it. We extend this to a Man-Visual-Representation and a
Woman-Visual-Representation class, and they are responsible for specifying which
mesh to load, which file to load in order to get the information about where the
different vertices are for the different body parts, and the angles that the different
body parts are allowed to rotate to.
We have to determine which movements are necessary for our experiment. Our
experiment needs to have a character that can walk around the world, pick up an
object (in our experiment it will be a bucket) and carry the object (the character
needs to be able to carry the bucket once he or she has picked it up).
Rotating the legs in opposite angles until the one leg is as far forward as it can go
and the other leg is as far back as it can go creates the walking motion, we then
rotate the legs the other way. If the character is not carrying something then we
rotate the arms in the opposite direction to the leg on that side of the body, the way
that real people would swing their arms while walking.
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Walking motion
Carrying an object

Picking up an object
Figure 9 The various movements that our character is capable of performing.

If the character is busy holding something, then the arm holding the object remains
extended while the other arm swings opposite to the direction of the leg on that side
of the body. The results of the character walking, holding an object and picking up
an object is shown in Figure 9.

4.4.3 World Primitives
The primitives that we require for our environment are: a body of water, a bucket
that can have different water levels, a water spray system for the leak of the seesaw
bucket, and a seesaw system with a bucket on one end
and a spike on the other.

4.4.3.a Water Body
There is no need to re-implement the water body since
an adequate one already exists in Great-Dane. Figure
10 is a screenshot of the water body.

Water object (part of GD)
Figure 10 A screenshot of the water
object already included in GreatDane
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4.4.3.b The Bucket
In reality many types of buckets exist. One could make a simplistic buckets that
basically only consists of a piece of plastic that has been moulded into a very
geometric shape resembling a cylinder with one end sealed, to the other extreme of
a beautiful wood carving on a very non-geometric piece of wood, with even the
handle being an artwork in its own right.
Since the bucket isn’t the focus of the project we aren’t going to
try and synthesise the beautiful hand crafted wooden bucket, but
we do want to achieve some extent of realism so we want a bit
more than just a simple geometric shape. The first thing we can do
to give the bucket some identity is to map an appropriate texture to
it. We download a copper surface texture from texturator
[Texturator]. We then map the texture to the surface of a cylinder.
In order for our character to be able to carry the bucket we need to
add a handle to it. We opt for simplicity, and make it by placing
three black quads at the top of the cylinder. The water level of the
bucket is achieved by rendering a blue circle at the water level

Figure 11 Our
Bucket visual
representation

height. Our Bucket-Visual-Representation class has a public
variable called level, the render routine looks at this variable to decide at which
level to render the water level. Figure 11 shows a screenshot of our completed
bucket.

4.4.3.c Particle Spray
In order to create the water spray that we use to indicate that the bucket is leaking,
we have to create a particle spray system. We feel the absence of any indication that
the bucket is leaking will confuse the users of the system. The users won’t
understand why the bucket is loosing water if there is no apparent leak. We can also
use our spray system to create a red spray - this can be used to indicate that the
dinosaur, which they are meant to kill, has been killed and that the game is over.
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To create our spray system we created a class called Particle that stores all the
information relevant to our particle, i.e. the colour, the position, the velocity, the
lifetime and an alpha value (how see-through it is). When they draw themselves
they draw a small quadrangle coloured in with the appropriate colour and placed at
the appropriate position, which is also rotated so as to face the viewer.
We create our particle system based on the outlines provided at
www.nehe.org [Nehe]. Our Particle-Spray-Visualisation class
creates a lot of instances of particles and places them all at the
same place. They get assigned the specified colour, with some
variance, so that all the particles aren’t all the same colour. They
are then given random velocities, and the effects of a gravity
vector are calculated. Each time they are redrawn their life value
increases and their alpha value increases (They become more
transparent). When their life reaches a certain threshold value

Figure 12

they are removed from the system and a new particle with a

screenshot of out

new colour and velocity is placed at the origin.

particle spray
system

Figure 12 shows a screenshot of the implemented particle spray system that we
describe above.

4.4.3.d The Seesaw
We want a seesaw that people will be able to easily identify as one, and by looking
at it its purpose must be apparent. The goal that the user has to achieve is to fill a
water-bucket that is on one end of the seesaw, with water. The weight of the bucket
will drive the other end of the seesaw upwards. At the other end of the seesaw is a
big spike, and suspended just above the spike is a box with the image of one rather
annoying looking purple dinosaur. To make sure that not just one person can
complete the task we will give the bucket on the seesaw a leak, indicated by the
particle spray system mentioned in 4.4.3.c.
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The pivot of the seesaw is made out of a cylinder with a wide base and a narrow
top. The seesaw bar is made out of a simple cylinder. We feel that the simple
seesaw still needs to be given some realism so we apply a wood-grain texture that
we downloaded from texturator [Texturator]. We take advantage of the componentbased architecture of Great-Dane and
place a bucket component at the coordinates of one end of the seesaw, and
we place a particle spray system at the
bucket’s base. The fullness of the bucket
determines whether we activate the spray
system. The spike is made up of a cone
with a simple bloodstain texture that we

Figure 13 A screenshot of our seesaw

created using the GIMP picture editor.
Figure 13 shows a screenshot of our seesaw.
In the Seesaw-Visual-Representation class we determine the angle of the seesaw by
looking at bucket’s water level (an empty bucket should be light whereas a full
bucket should be heavy). We also have a timer that drops the water level of the
bucket every thirteen seconds (about the time it takes for one person to get water,
fill the seesaw bucket and return to the water body i.e. one person can’t complete
the task on their own). If the seesaw angle allows the spike to pierce the box with
our purple dinosaur texture then we activate a red particle spray system to indicate
that the game is over and that the dinosaur has been killed.
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4.4.4 EventManager
Seesaw
Bucket
Audio

network

KeyboardTravel

EventManager

Figure 14 EventManager receives events and forwards them to the server over the
network

As we mentioned in Chapter 3.4.2, we want the EventManager to be a central static
class where we can send all the events to, instead of having the event code scattered
throughout the application. The philosophy is that the EventManager is a globally
accessible singleton class. When any component has an event that is meant to affect
other events, it will then instruct the EventManager to create the new event. If we
have an event that needs to create another event or the event has to be replicated on
all the network nodes we have a central place to do all the work.
When the applications starts, a connection event has to occur. The EventManager
on the client and the server side is responsible for negotiating all the connections
(see networking later). When all the EventManagers have been connected to each
other and we are ready to start the game, the application is responsible for creating
the world and creating all the constructs necessary for the world. The
EventManager is given a reference to the world, and it uses it to place visual
representations (See Animated characters in Chapter 4.4.2) of all the characters in
their appropriate positions.
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When the game has started, the EventManager can get a Move-Event that’s created
whenever the user moves. If the Move-Event was generated by a remote game then
we look at the client identification number (we discuss the client identification
numbers later on in networking) and move the character visual representation that
represents that host, to the new position.
In order to synchronise the seesaws of all the games (so that we don’t get the
situation where one client thinks the game is over while the others are still
frantically trying to fill the water bucket), we only give the server’s seesaw the
ability to change angle when either a timer runs out (the leak) or when a bucket gets
emptied into the seesaw bucket. When the seesaw timer runs out it creates a
Seesaw-Event and this then gets propagated to all the clients.
We want to synchronise the state of all of the buckets in a game. Whenever the user
pushes the action button the Collision-Manager is queried to find out if the user is
near the ocean or near the seesaw. If the user is near the ocean, then the bucket is
filled with water, and if the user is close to the seesaw the bucket is emptied. In
both of the above mentioned conditions a bucket event is created. If the server
receives a bucket-emptying event then it knows that someone has added water to
the seesaw bucket. It then changes the level of its own seesaw bucket - this in turn
creates a bucket event that updates the buckets of all the seesaw buckets of all the
clients. This forces the state of the seesaws in the clients’ games to match the
seesaw of the server’s game. A special bucket event is created when someone picks
up a bucket. The event manager takes advantage of java’s reference system to
remove the bucket object from the world and allows the visual representation of the
relevant character to own it. This will also force the character’s visual
representation to do the necessary pick up motion first.
Whenever the EventManager detects that sound is available from the
AudioIOInterface, it creates a Sound-Event. If the server receives a Sound-Event it
then broadcasts it to all the client Event-Managers. When an EventManager
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receives a Sound-Event, it passes the data down to the
MultiChannelAudioInterface, so that it can merge it with the data streams from the
other clients (we discuss the MultiChannelAudioInterface later).

4.4.5 Simple Collision Detection
When the user moves around in our world we want to stop him or her from walking
over the edge of the world, into the ocean or through any of our objects.
We found that it is only necessary to have two forms of collision detection, one for
circular type of objects and one for quadrangular type of objects. We approximate
character-visual-representations and buckets as circular objects. The seesaw, the
water object and the edges of the world are approximated to quadrangular objects.
To detect if a collision has occurred, any object that wishes to move will pass the
collision manager the co-ordinate that it wants to move to. The collision manager
will then determine if the co-ordinate collides with any other object and if it doesn’t
it will allow the object to move to the new co-ordinate.

Object boundary
Collision boundary
Centre of object

Figure 15 The collision boundary that we form around an approximated circular
object
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To detect if a collision has occurred with a circular object, we have to give the
Collision-Manager the point at the centre of our circular object. When the
Collision-Manager tests a co-ordinate for a collision with a circular object, it
determines the distance between the point it is testing and the point that defines the
centre of the circular object. If the distance is smaller than the predetermined
threshold it will disallow the object from moving to the new co-ordinate. Figure 15
demonstrates the mechanism used to form a collision boundary around the circular
approximation of the object.

Object boundary
Collision boundary
Point defining the
edge of a
quadrangle
Figure 16 The quadrangle forms an approximation of the object, and it is used to
determine collisions.

Implementing the code that allows the collision manager to test if a point is within a
quadrangle is more challenging. First we define a quadrangle by the four points at
the corners of the quadrangle. We give them in the order so that the different points
are the ones adjacent to each other. We then translate their co-ordinates so that the
co-ordinate of the point that we are testing becomes the origin. To test if the origin
is inside the quadrangle we just have to determine how many times the positive
sides of any chosen axis intercepts the lines formed between adjacent points of the
quadrangle. If it intercepts once, then the point is inside the quadrangle, if it doesn’t
intercept or it intercepts twice, then the point is not inside the quadrangle [Bangay,
2001]. When the collision manager has to determine whether an object is colliding
with another object, it determines if the co-ordinate the object wants to move to be
inside the quadrangle that approximates the shape of the object. This is illustrated in
Figure 16.
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The collision manager already has the necessary infrastructure to test how close the
user is to another object - in particular to test if the user is close to a bucket when he
or she pushes the action button (used when filling a bucket, or picking up a bucket)
- to test whether the user is close to the ocean (used when filling his or her bucket)
and to test how far a character visualisation is from the current user in order to mute
out that users sound if he or she is too far away. To test if the user is close to a
bucket we make use of our routine that will test how close the user is to the bucket
(or rather the circular approximation of it) and return the objects identification
number (it is up to the calling routine to determine what to do with this
information). To test if the user is close to the ocean we make a slight modification
to the routine that detects how close the user is to a point, and we test how close the
user is to a ray that spans past the water body’s edge, on the landward side. We
make use of the same mechanism of testing how far a user is from the bucket to test
how far the user is from another user’s visual representation, when we return the
identification number of the user’s visual representation the calling function can
decide what to do with the audio stream with the same identification number (i.e.
the audio stream coming from the user who is represented by the same avatar).

4.4.6 Networking
Great-Dane already has a TCP-Channel class that can create and receive
connections. It can also serialise and send classes across the network.

USER
server

Num
clients

EventManager
Wait for clients

Broadcast start game

game

Broadcast client info
Start game

Figure 17 Flow diagram for server game starting
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When the user wants to start a server he or she passes parameters to the game to
specify if it must run as a server and how many clients it must wait for. When the
server starts it instructs the EventManager to accept connections from the number
of required clients. In order to synchronise the games the server waits for all the
clients to connect before continuing. Once it has all the information about the
clients it will broadcast all the information about all the characters to all the clients.
This is done so that all the clients can create the same initial game with every
character having the correct gender and in the right place. In order to synchronise
the start of the game all the clients wait for the server to instruct them to start their
games. Figure 17 shows how the user passes the information to the game at start-up
and how the Event-Manager establishes connections to the clients.

USER
Server name

EventManager
Request Connection

game

Wait for server to start game
Receive game info
Start game

Figure 18 Flow diagram for client game starting

When the user wants to start a client game he or she will pass the name of the
server as a parameter to the game. When the client program starts, it instructs the
EventManager to connect to the specified server. Once the client is connected, it
receives information from the server that tells it where to place the other characters
of the game. The client then waits for the server to instruct it to start the game.
Figure 18 shows how the user passes the name of the server to the game at start-up,
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and how the EventManager negotiates a connection, before it is allowed to start a
game.

Event

Client - EventManager

Event

Server - EventManager

Client - EventManager

Figure 19 The server’s EventManager forwards all its events, and all client events to
all the affected clients

As we mentioned in Chapter 4.4.4 - the EventManager receives events from the
Keyboard-Travel class, the AudioIOInterface, the Bucket-Visualisation class and
the Seesaw-Visualisation class. With the addition of the network, the server’s
EventManager can also receive events from a client node. When the EventManager
receives an event from the client node it passes it on to all the other clients. The
server’s EventManager also forwards all of its own events to all the clients. Figure
19 shows how the server and client EventManagers interact.
Each client gets its own identification number, and it stamps all network
communication with it- these numbers are consistent for all the users. This makes
the game’s code consistent for all the users- if we do something to user number 2
then all the other games will also agree which user it must update in its own world.
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The EventManager makes use of java’s ability to serialise objects in order to send
events across the network. We create a class for every type of event that we would
want to send over the network. The message classes that we want are:
•

Start-Up-Message (generated by the server to tell all the clients about all the
other clients)

•

Start-Message (generated by the server to tell the clients to start the game)

•

Move-Message (generated when the user moves)

•

Bucket-Message (generated whenever the water level of a bucket changes)

•

Seesaw-Message (generated whenever the seesaw in the server’s game
changes angle)

•

Sound-Message (generated whenever the microphone buffer gets read)

The EventManager on the receiving end picks up one of these objects from the
network and de-serialises it. It then handles the encapsulated event.
We find that this system floods the network with a lot of small packets and we get
network lag of up to 6 seconds, which is not acceptable. Fluckiger [Fluckiger,
1995] argues that the maximum delay that an interactive application should allow
should be between 0.1 s. and 0.5 s. and if it is a real-time system it should aim for
less than 100ms.
We have to optimise the network traffic. Generating a Move-Message each time we
polled a keyboard button as being down is excessive because we poll the keyboard
about twenty-five times a second and the distance that the users moves within that
time interval is minimal. Instead we wait for a time-out before sending a Move
Message that would take the character from its last position to its current position.
By experimentation we find that a 300ms timeout before sending a packet
minimises the latency and is not noticeable. When all the clients move at the same
time a lot of Move-Messages are created in quick succession. We decided to wait
150ms and send all the Move-Messages that we captured in that time interval in one
Move-Message.
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We receive in the order of 256 bytes from the microphone buffer. Instead of
sending packets of 256 bytes we add the sound to a 3000 byte buffer, then send the
buffer in one big Sound-Message packet instead. With our optimisations the latency
of the application drops from the original 6 seconds to below 500ms.

4.4.7 Sound
To allow the users of the system to communicate with each other, the system needs
to provide a communication mechanism. We want the users to be able to
communicate with each other by using microphones and earphones. In order to
implement this we need to be open the Linux sound device and read data from the
microphone and send this data up to the EventManager. The data from other clients
will pass to the EventManager from the network. The local system is responsible
for playing the sound on its local device. The EventManager gets a stream of data
for each client. The problem is that one can only send one stream of data to the
/dev/dsp device under Linux.
We decided to implement the AudioIOInterface, a class that provides a simple
interface for communicating with the sound device. It opens the sound device using
a full duplex read-write mode3. We read and write to the soundcard at 8kHz using
an 8 bit mono stream. We choose the low quality option in order to save on network
bandwidth, when we broadcast the audio data. The AudioIOInterface has an
internal buffer that it uses for the data that it writes to the /dev/dsp device. Since the
AudioIOInterface is a component, we can’t afford the time it would take to wait for
the internal sound buffer to empty before reading or writing to it. Instead we set the
/dev/dsp device into non-blocking mode (we only read or write an amount that the
internal buffer can handle) and handle the special cases where we read or write
nothing separately.

3

Not all sound cards can be opened using full duplex read/write mode. The soundcards that we used

were, a Yamaha OPL3SA and two Sound-Blaster Lives. They all support full duplex mode.
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As we mentioned earlier, we can only write one stream of data to the /dev/dsp
device under Linux. In order to overcome this we implement the
Mix Buffer
Step 1 add data

Channel 1
Mix Buffer
Channel 2

Step 2 add data
Mix Buffer
Step 3 empty buffer
Mix Buffer

Channel 2
Mix Buffer
Channel 1

Step 4 add data –
loop back
Step 5 add data

Figure 20 The MultiChannelAudioInterface buffer

MultiChannelAudioInterface. We pass different audio streams to the
MultiChannelAudioInterface, it then mixes them to an internal buffer that it empties
whenever it can. The way the sound data flows is illustrated in Figure 2(Chapter 3).
Figure 20 shows how the MultiChannelAudioInterface mixes the audio channels.
We use 2 channels as an example. Data is received from channel 1, so we add that
to the beginning of the buffer. We then receive data from channel 2 which we also
add that to the beginning of the buffer. We mix4 the data with the other channels
where they overlap. When the buffer receives a read request, we don’t want to have
silences at the end of any of the streams, so we only empty it up to the point where
all of the streams have been mixed together. In step 4 we add more data to the

4

To mix the audio data you have to subtract 128 from it in order to get 0 as the baseline. We then

simply just add the values together to form the combined sound.
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buffer. When buffer overflow occurs we simply loop it back to the beginning of the
buffer. If the data elements can’t fit then we are forced to chop the end of the data
off. When we monitor the buffer in an ordinary case we find that the buffer is
emptied at a sufficient rate for this to never to happen.
In order to mute users that are too far away and should not be heard, the
MultiChannelAudioInterface makes use of the collision manager to determine how
close it is to the user’s visual representation whose audio stream we are adding to
the buffer. If the audio stream from the user is too far away, we add silence to the
buffer instead of his or her stream, in effect muting his or her sound.

4.5 Summary
In this chapter we look at the real world problems of implementing the desired
experiment and the environment. Factors that we consider include how to get the
data out of the experiment after the game has been completed. We also look at the
practical problems of getting each of the components of the environment to work.
In order to get useful data from the experiment, we save all the network traffic so
that we can synthesise future games by having the EventManager read the saved
data instead of a real network game. We can then replay and analyse the saved
games and we can analyse the speech frequency by having the application analyse
the data and output it as a comma separated list that can be further analysed in an
Excel spreadsheet.
To assist us with creating the environment we create a value-interface that allows
us to control variables within the system through a graphical interface. In order to
create the environment we have to create the bucket, the seesaw, the water spray
system, the collision detection system and the sound communication mechanism.
The bucket and the seesaw are both created using cylinders enhanced with the
addition of texture maps. For the water spray we created a particle system that
represents the spray of water particles. For the collision detection system we used
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simple 2D collision detection algorithms. In order to implement the communication
mechanism we had to introduce the Multi-Channel-Audio-Interface, since the
Linux sound driver can’t handle multiple audio streams.
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Chapter 5: The Experiment
For completeness we repeat the main points from Chapter 3.1 (interactive
experiment). The experiment presents the users with a virtual world that they will
be able to navigate by using their keyboard. They will see the other participants
represented as moving avatars. The information that we provide prior to playing
informs them of the keys that they can use, and of the fact that they can only win
the game if they work together as a team (See the provided information in
Appendix 1). We expect that they will explore the world and realise that they can
each pick up a bucket, by communicating and exploring around, they figure out that
they have to fill the bucket from the water body and empty the contents of their
buckets into the bucket attached to the seesaw.
In Chapter 3.3 (communication) we stated that we wanted to use microphones and
earphones for people to communicate - we want to see if they can make effective
use of the tools at their disposal to co-ordinate and complete the task, as a team. If
they don’t manage to fulfil the goal, or if there are any complications, we want to
identify them and make proposals to avoid them if possible.

5.1 Preparation
The preparation includes all the logistics of coding the environment, organising the
people to using the system and making sure that we will be able to retrieve the data
from the experiment after the fact.
We go into more depth in chapter 3 and 4 concerning the design and
implementation of the experimental environment. We wish to highlight the fact that
the project is concerned with how to make a multi-user environment, and we purely
use the test subjects to determine how successful our environment is and to test our
predictions for the experiment. In order to run an objective and a repeatable
experiment there were some factors that have to be taken into account. The
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knowledge about the experiment that the users would have prior to starting it has to
be the same for everyone. We set up a list of things that we want them to know
(included in Appendix 1). We thus present all the test subjects with the same
material before starting an experiment.
We also feel that the user’s reaction to the experiment might differ depending on
the amount of prior exposure to computers, or rather, computer games. We want to
separate out the results of those that believe themselves to have had a lot of
exposure to computer games from those that has had a lot less exposure. In order to
do this, in the questionnaire that we present them after the experiment, we ask them
how much computer game experience they think they have had (the questionnaire is
included in Appendix 2).
One of the side effects of using an audio mechanism for communicating is that
people that are in close proximity to each other will be able to hear each other in
real life, instead of through the system. We feel such effects could affect the results
of our experiment. We thus decided to move the computers to different rooms that
are out of earshot from each other. We also decided to do a test run with a few
volunteers to make sure that everything was working and if the computers were in
deed in audio isolation.
To ensure that our measurements are accurate we made sure that they were in audio
isolation during the experiment and we did not allow anybody with prior
knowledge about the specifics of our project to participate in the experiment.

5.2 The Goal
The goal is to test our environment with real people in order to see if our
hypotheses about what would be successful in a multi-user environment was well
founded. In order to test if we are successful we go through the captured game data
(the mechanisms for recreating a game is discussed in more detail in Chapter 4.3)
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and then we see if the game matches our predictions for what we think they should
have done (we go through a full game prediction in chapter 3.1.2). We draw further
qualitative conclusions by comparing the responses in the questionnaire that we
present after they complete an experiment. We also do some quantitative analysis
on the actual game data to find their patterns of speech, namely to see if our
prediction was correct that they would spend most of the beginning of the game
communicating by trying to figure out what to do and that they will be more quiet
when they fill the buckets.
We also want to determine if our environment and choice of experiment is
successful in getting people to communicate, we make use of both the user’s own
impression of events in his or her questionnaire, and the data captured from the
experiment. If we aren’t successful, we want to know what mistakes we had made,
and what has to be rectified.
The measurements come from analysing the speech frequency versus time output
that we generate from saved games, our own qualitative analyses from observing
their responses in the saved games, and from identifying the trends in the
questionnaire.

5.3 Summary
We had a look at what we want our experiment to achieve, and of the logistics of
setting up our desired experiment.
We have to make sure that each experiment is repeatable and not influenced by
other factors. We make use of a predetermined information sheet each time we run
the experiment. The volunteers then all get the same information. We also have to
make sure that the experiment is totally isolated so that they are unable, for instance
be able to physically hear each other speak rather than through the system.
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In order to evaluate the success of our experiment, we collect data from the
experiments and the users get asked to fill in a questionnaire. This is done so that
we can get both a quantitative and a qualitative result from the experiment.
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Chapter 6: Results
Our results come from the experiment that we ran for some volunteers. The
experiment is the mechanism that we choose for testing the successfulness of our
environment. A real user’s feedback and reaction to the system is more accurate
and informative than speculation and educated guesses. The users are the “litmus”
test that gives us some real answers about how well the system really works.
The fields that we test are concerned with the effectiveness of the design of the
environment in assisting people to communicate, more specifically an environment
chosen to fulfil the criteria of an experiment that we designed to assist us in
gathering the necessary data. We want to know what parts of the environment
worked well, and what hindered communication or the user’s experience. We also
want to know if there were any faults in the environment.
We also use feedback from the volunteers to get a qualitative impression about how
they react to experiment. We try to determine if they feel if it was well designed
and easy to use. We also want to know if it was easy for them to communicate.
We also make observations while the users are playing the game, and afterwards we
make use of the saved games to replay them and make further observations of the
users’ behaviour.
Lastly, we also get a quantitative result by analysing the comma-separated data that
we extract from the saved game data. We make use of an Excel spreadsheet to
graph this data.

6.1 Test Environment
We want to see if the environment works, if people can make full use of it to
communicate with each other and as a result complete the experiment.
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Figure 21 shows a screenshot taken
from a replay from one of the saved
games. We can see that a character
has just realised that she can add
water to the water bucket attached to
the seesaw. The performance of the
environment on the slowest machine
averages to 16 frames per second.
Fluckiger [Fluckiger, 1995] says that
between 15 and 16 frames per
second is the minimal requirement
for smooth motion. The faster

Figure 21 Screenshot of the working environment in use

machines achieve frame rates of up
to 27 frames per second. We would not have been able to achieve these reasonable
frame rates if we had not optimised the polygon count of the character meshes.
In the very first test game Murphy’s Law came into play, a bug in the floating
point system of the character animation caused a character on one of the machines
to get stuck while trying to pick up the water bucket. The fact that one of his
teammates was stuck caused some confusion for that particular user, but he
managed to carry on with the game. As soon as we spotted it, we informed him
about the situation, and that he shouldn’t worry about the character. It turns out that
three minus three is not zero when you are using floats under the GCJ Java platform
– in order to bring the character back to a standing position we repeatedly rotate the
limbs by constant increments, and in this case these increments never cancelled out
to give zero. After the game we added a little hack that made use of a timer that
would force the program to assume that the character is at the correct orientation
thus causing the program to continue if this error ever occurs again. The rest of the
games ran smoothly in regard to the environment.
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We made the following observations: Concerning keyboard travel, only one person
out of the fifteen opted to use the quake strafing style of travel. All the rest asked to
use the system where they rotate then move into the faced direction. According to
Questionnaire results:
Computer game How clear was
Speak frequency
Experience
the sound quality begin
fill
after

How effective was
the communication

How realistic did How easy was
the world feel
it to navigate

Inexperienced Users :
3.25

3.5

2.5

2

2

4

3.75

4

Experienced Users :
4.091

3.182

2.727 2.091 2.091

3.273

3.364

4.091

3.867

3.267

2.667 2.067 2.067

3.467

3.467

4.067

TOTAL :

Table 2 Questionnaire averaged results. 1to 5 scale where 1 indicates minimum and 5 indicates
maximum. Total of 15 volunteers.

their feedback on the questionnaire both the experienced and inexperienced game
players found the keyboard navigation to be either equal or better that navigation in
other games (4/5 on the questionnaire see Table 2). It appears as if the effort put
into bendable characters, the collision detection and the more minor attention to
detail of the environments aspects paid off. The questionnaire results reveal that the
inexperienced game players thought that we put a lot of thought into realism
(3.75/5), and the more experienced game players thought that the realism was what
they would expect (3/5). The results for the sound mechanism that we used were a
bit more disappointing. The inexperienced game players thought that it was quite
clear (3.5/5), but the more experienced game players said that it was only clear
enough to understand (3/5). Six people commented that they found the sound
quality as being the biggest hindrance in communication. On the network side
nobody complained or even seem to notice the 300-500ms lag, and nobody
experienced any network problems.
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6.2 Experiment Feedback
After the experiment the volunteers were asked to fill in a questionnaire in order to
assess how they felt about the experiment and the environment that they used. In
this section we will have a look at the results from the questionnaire and the
comments that they made both in writing, and verbally during the experiment.
Table 2 (see Chapter 6.1) shows the averaged results that we obtained from the
questionnaire (included in Appendix 2). The scale is between one and five. The
lower the number, the worse the general consensus of the quality or quantity asked
for by the question. It can be seen that the overall impression of the system was
reasonably high, or above average. The lowest score was in “how often did you
speak”, we did not expect them to have spoken too much while filling the bucket,
and going over the game we find that most of the communication after they killed
the dinosaur was to ascertain whether the game was over and what they should do
now.
As we mention in the previous section, a lot of people felt that the sound quality
could be better, and that it would make communication a lot easier. The 8-bit sound
that we used, coupled with the background noise, caused a lot of hiss and crackle. A
lot of people also commented about the fact that people’s voices would disappear if
they were too far away. The replay of the saved games showed that a lot of
confusion occurred by people assuming they were heard when they weren’t.
At least two people commented that giving the characters proper heads would have
made the game look a lot better. The person who had one character freeze in his
game complained that he couldn’t move when he was in an open space, obviously
he was colliding with the “ghost” of where the visual representation that crashed
should have been.
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6.3 Experiment Analysis
We added a mechanism that outputs the speech frequency at a certain time, as a
comma separated list when we replay the saved games. We use a Microsoft Excel
spreadsheet to analyse the data, and in this section we discuss the output of two of
the games (All of the game outputs are included in Appendix 3). One of the games
is an example of a game that fits perfectly with our prediction, and the other game
doesn’t, due to people not working together well as a group.

Speech frequency vs time
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Get buckets
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Figure 22 The speech frequency (arbitrary scale) versus time (in seconds) of game no. 2 – our example of a perfect game

We use Figure 22 (the speech frequency versus time output for game no 2) as an
example of a game that fits in with the game prediction that we formulated in
chapter 3.1.2. We give a description of the game that couples the output data with
the events that happens when the game was replayed. When we replay the game we
find that from about 22 to 55 seconds into the game the players explores the world
to figure out what to do, at 41 seconds the first person figures out that he can pick
up a bucket and he communicates the technique to the two female participants - this
is the significant increase in speech traffic that we see from about 55 up to the 75
second point when the last person picks up a bucket. Next they try to figure out
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what to do with the water buckets. At 183 seconds into the game someone
accidentally discovers that they can put water into the bucket. This exciting
revelation increases the speech traffic up to the point of 200 seconds. The reason
for the water becomes apparent to everyone, and at 209 seconds the same person is
the first one to add water to the seesaw bucket. From here on there is a steady
decline in communication up to the point of 345 seconds when they finally achieve
they’re objective. Then there is a bit of confusion about whether the game is over or
if there is a next task to complete, up to 399 seconds into the game, when we
verbally tell them that they are done. The initial stage where they have to figure out
what to do with the bucket and how to fill the seesaw bucket did have the high
speech traffic that we expected. When they were busy filling the seesaw bucket the
sound traffic became non existent for most of the time, We couldn’t have hoped for
a better speech trough with which to compare the speech peak.
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Speech frequency vs time
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Figure 23 The speech frequency (arbitrary scale) versus time (in seconds) of game no. 1 – our example of a game that
lacked teamwork.

Figure 23 shows the speech frequency versus time graph for the game that did not
have effective teamwork. As with the previous example, we go through the game
data and compare the graph values with what really happens when one does a
playback. The volunteers still had a few last minute questions about how to use the
system, so they only started using it 15 seconds after the application had started.
The most experienced player managed to find out how to pick up a bucket at 67
seconds into the game, he didn’t contribute much to the verbal communication
while exploring the world. The other two people saw him pick up a bucket, and at
95 seconds into the game the last person manages to pick up a bucket. After 159
seconds the same person that picked up the first bucket figured out how to fill the
seesaw bucket. The problem is that he did not remain stationary while telling the
other two about this, and he ran out of earshot halfway through explaining how to
fill the bucket. There was a lot of continuous talking and more confusion. We can
see there is a still lot of talking, growing a little less because the other two are
getting rather exasperated. The one person filling the seesaw doesn’t make much
progress either, since the water drips out of the seesaw at almost the same rate that
he fills it. Eventually after 558 seconds the other two manage to figure out the
system and they all work together, and they finally complete the task after 700
seconds. At about 659 seconds we see the speech trough as they silently (while also
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sulking) work to kill the dinosaur. After killing the dinosaur they verbally asked us
whether the game is over, so that’s why there is no after game discussion, and at
this point the people were also a little annoyed with each other for not helping each
other out.

6.4 Summary of Results
We feel that our environment was successful. It managed to execute at a reasonable
frame-rate, and since the volunteer’s responses to the questionnaire were mostly
above average, we surmise that they felt that it was sufficiently realistic and the
only problem (more specifically due to an arithmetic error in the GCJ system a bug
came in to play where a character would freeze because it couldn’t complete a
movement task) that we had with the working of the environment got patched after
the first game.
The choice of experiment worked well, three out of the five games played followed
the trend in our predicted game that we mention in chapter 3.1.2, and the other two
didn’t because of a breakdown in teamwork. We nevertheless got valuable data
from the two outlying games. The only real surprise was that the volunteers did not
know when the game was over, indicating the need for a clearer indication when
the game ends.
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Chapter 7: Discussion and
Conclusion
We have a look at the results from the previous chapter and use it to come to some
conclusion regarding the success of our choice of experiment, and the success of
the mechanisms we used in order to design our environment. We can also see if we
were justified in our choices for the implementation of the environment.

7.1 Environment
We feel the environment was successful. All of the volunteers managed to figure
out what to do - we feel this implies that the environment was realistic enough to
convey the situation and that it had enough clues for them to be able to solve the
problem. The real question is, how good was the environment? All fifteen people
that participated in the experiment indicated that they enjoyed the experience, so we
conclude that they thought that it was fun (assuming they didn’t just say so not to
hurt our feelings). Obviously all the answers of the questionnaire didn’t come back
with five out of five answers, so there is room for improvement.
Regarding the navigation component, we scored 4/5. It is our highest score. We
think people appreciated having the option of choosing two navigation modes even
if only one person chose the strafe mode. But we ask how they would have
responded to this question if we had only provided them the strafe mode option for
navigation? We’ll hazard a guess that only the one person that actually used it
would have filled in an answer higher than 3/5 on the questionnaire. We can also
see that the mode of navigation has to be taken in context, in quake and other
“shoot ‘em ups” the strafe mode is useful because you have to dodge bullets, but
our game has very little in the line of pure reflex action, so a more intuitive realistic
navigation model should apply.
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We feel that our attempt at providing a realistic environment is successful, even if
not as successful as our navigation component. Here there is a very clear distinction
between the volunteers that are more experienced with computer games and with
the more inexperienced game players. The inexperienced game players ranked our
realism as 3.7/5, whereas the experienced players ranked the games realism as
3.3/5. It appears that since the more experienced game players are more familiar
with the technologies presented in other games, that they are less forgiving about
deviations of realism than the inexperienced players.
Regarding the sound quality the inexperienced game players were also more
forgiving. They on average ranked the sound quality as 3.5/5 compared the 3.1/5
average that the experienced game players gave us. The real shock came from the
number of people that complained about the low sound quality, in their responses to
the questionnaire. We feel that it was a trade-off between network lag and sound
quality, and we didn’t want to cross the 500ms lag threshold. Even though the
sound quality was their biggest gripe we feel it was still adequate enough to
communicate. The response to the question of how effective the communication
was during the game yielded a response of 4/5 from the inexperienced game players
and a 3.3/5 from the experienced game players. This indicates that they were able to
successfully communicate, in fact the inexperienced players were very kind with
this question since the 4/5 implies they thought that it was very easy to
communicate.
A number of people also complained either verbally or in the questionnaire that
they don’t like the fact that people are muted when they are too far away. We also
see from the saved games that this feature caused a lot of confusion when the
people thought they were being heard then they weren’t. We see that implementing
the most realistic option is not always the most desirable. Perhaps we could try to
justify the lapse of realism by giving the virtual characters a visual representation of
a walkie-talkie? It may also have made things simpler if they were given some
indication of who was in earshot.
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We also see from the questionnaire that their perception of the speech frequency
from when they figure out what to do, compared to when they fill the buckets,
compares with our prediction. The one disappointment was that the high speech
frequency questionnaire response was 2.6/5 and the low frequency questionnaire
response was 2/5 i.e. when they spoke a lot it was still less than they would have in
real life. Since most of them complained about the sound quality, it seems logical to
attribute that as the factor for the low amount of speech traffic. In our prediction we
thought that the speech frequency would go up significantly after they have
completed the task, but in most of the games it only went up marginally, this
compares well with their own perception of events. They scored an average 2/5 for
the speech frequency after the point that they killed the dinosaur. To explain this
deviation from the predicted game we replayed the saved games and we found that
the most of the communication at this point was confusion about what they should
be doing then. It appears as if the blood dripping from the dinosaur isn’t enough of
an indication that the game is over, perhaps a pop-up box congratulating them
would serve the purpose.

7.2 The Experiment
The goal of the experiment is to find a teamwork exercise that would force people
to communicate; we also wanted the experiment to have different stages, one with a
high speech frequency patch and another with a low speech frequency patch that we
could compare. The data is used to ascertain how people react to communicating in
a virtual environment.
By looking at the frequency versus time graphs in Appendix 3 we feel that we were
successful in our choice of experiment. Most of the games followed the predicted
trend, with the high speech frequency in the beginning and a very low speech
frequency at the point where they fill the seesaw bucket.
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7.3 Future Work
In chapter 2.1 where we discuss environment design in games, we point out the
method of first designing a game and making the decisions by educated guesses,
then testing the game with volunteers and judging by their responses, changing the
system to accommodate their needs. This was repeated a couple of times until a
sufficiently refined game is produced. Since this is a one-man project and we have
limited time, we could only do the test phase once, but from doing this we do have
valuable data that can be used to indicate the improvements that can be made to the
system.
Since the biggest problem is the sound quality, there are a lot of ways of improving
it. We could find a way to minimise the network load by finding the maximum
packet size that allows network lag to drop and not affect other factors such as
sound lag. We could also explore what would happen if we used a connectionless
protocol such as UDP and use the method of audio streaming instead. A lot of work
has been done on audio compression. Methods of compressing high audio quality
that results in a similar size could be tested.
The realism of the game was quite good and with the advent of faster computers
and graphics cards, the polygon counts could be increased, and more realistic
characters and world primitives could be produced. A few people did not like the
text labels we used for the characters heads. Methods could be explored where each
person chooses a custom head for his or her character.
Other forms of communication could be explored. Most people feel comfortable
with speech communication, but it would be interesting to see how they would react
to more exotic forms of communication, a few ideas jump to mind: using hand
gestures, facial expressions and typing in a message that passes through a speech
synthesiser on the other end.
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7.4 Summary
The experiment is successful, but we have managed to identify areas that need
attention. In particular the sound quality was only just adequate - it was sufficient
for the basic communication that we required, but had it been better, we might have
seen an improvement in the quantity of communication. More attention could have
been paid to realism, for instance giving the characters customisable heads.
Our choice of experiment worked very well, the trends from the game data
followed the trends we were expecting. In most of the games we saw the difference
between the high communication period at the beginning of the game, and the basic
non-existence of communication while filling the seesaw bucket.
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Appendix 1
Information:
You will work in groups of 3, you will be playing a game on the system, and it is up
to you to figure out how to win the game. A set of earphones and a microphone will
be provided for you in order to communicate with each other, since this project
focuses on user communication and interaction I would appreciate it if you do
make full use of them. One thing though if you’re character is too far away from
another character you won’t be able to hear him/her speak. If you want you
character to perform an action hit spacebar. The arrow keys will move you
character, the minus key will toggle from rotate left and rotate right to strafe left&
right and dragging the mouse will make you look. If you do use mouse-look
remember to hold the left mouse button in to look. You’re character names are
Hunter, Grizzly and Shrike choose a character and try to remember who is who.
Don’t stop using the system until I tell you to. Have fun.
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Appendix 2
Experiment Questionnaire
Please fill in the following fields, or circle the appropriate answer. Please be honest.
Thank you!

Age _______
Gender M | F

Computer Experience?
1 (what’s a mouse)
2 (ms word)
3 (solitaire)
4 (play 3D games)
5 (quake master)

How well did you know the other participants in the game?
Person 1?
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1 (never seen before)
2 (seen around)
3 (acquainted)
4 (know quite well)
5 (see at least once a day)
Person 2?

1 (never seen before)
2 (seen around)
3 (acquainted)
4 (know quite well)
5 (see at least once a day)
How clear was the sound quality?
1 (there was sound!?)
2 (barely understandable)
3 (understandable)
4 (quite clear)
5 (perfectly clear)

How often did you speak:
When the game started?
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1 (never)
2 (just a little)
3 (normal amount)
4 (talked most of the time)
5 (talked the whole time)
When filling the buckets?

1 (never)
2 (just a little)
3 (normal amount)
4 (talked most of the time)
5 (talked the whole time)
After killing the dinosaur?

1 (never)
2 (just a little)
3 (normal amount)
4 (talked most of the time)
5 (talked the whole time)
How effective was the communication during the game?
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1 (would have been easier to mime!)
2 (got confused who was who)
3 (ok, not brilliant)
4 (easy to interact)
5 (Event better than videoconferencing)
How realistic (or immersive) did the game world feel?
1 (pong)
2 (inadequate

artificial)

3 (adequate what I expected)
4 (careful thought was taken for realism)
5 (just short of the matrix)

How easy was it to navigate the world?
1 (felt disorientated the whole time)
2 (got lost now and then)
3 (just adequate)
4 (better or the same as other games)
5 (as easy as doing it physically in the real world)
Would you say you enjoyed the experience Y | N
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Was there anything that you can think of that hindered
communication?
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
Any other comments or suggestions?
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
____________________________________________________________
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Appendix 3
The data of speech frequency versus time is included below each with a brief
summary.
Speech frequency vs tim e

Get buckets

All 3 Fill Seesaw bucket

5.
81
24 3
.9
4
45 9
.5
0
65 3
.8
4
86 4
.5
2
10 9
5.
8
12 5
4.
8
14 9
4.
5
16 1
4.
6
18 1
3.
9
20 8
3.
7
22 8
3.
6
24 1
3.
6
26 1
3.
5
28 2
3.
0
30 5
2.
69
32
2.
34 5
1.
9
36 7
1.
6
38 8
1.
0
40 1
1.
54
42
0.
8
44
0
46 .8
0.
8
48 5
0.
7
50 2
0.
9
52 4
0.
9
54 8
1.
6
56 3
1.
7
58 7
2.
06
60
1.
62 8
1.
6
64 2
0.
8
65 9
9.
7
67 3
8.
6
69 5
7.
81
71
6.
73 6
5.
65

1 Person Fills Seesaw bucket

tim e/[s]

Figure 24 Game 1 - repeated here for consistency, for the full description see chapter 6.
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5.
05
16 6
.7
88
28
.0
39 7
.8
2
50 4
.9
2
61 6
.8
5
73 9
.6
2
84 9
.6
6
95 8
.6
2
10 8
6.
5
11 2
7.
8
12 6
9.
0
14 6
0.
6
15 4
1.
9
16 9
3.
5
17 8
5.
6
18 2
6.
6
19 3
7.
7
20 3
9.
0
22 4
0.
5
23 3
1.
6
24 5
2.
71
25
26 4
5.
7
27 2
6.
9
28 7
8.
0
29 9
9.
8
31 5
1.
7
32 5
3.
5
33 8
4.
8
34 8
6.
5
35 2
7.
9
36 2
9.
5
38 3
0.
73
3
40 92
2.
7
41 5
3.
7
42 2
4.
63

5.
01
13 7
.8
67
22
.5
33 9
.7
86
44
.0
54 2
.5
7
65 8
.5
4
76 3
.0
3
86 1
.8
3
97 5
.5
8
10 6
7.
8
11 7
8.
7
12 5
8.
6
13 9
8.
9
14 6
9.
7
15 3
9.
9
17 7
0.
6
18 8
0.
72
19
20 1
1.
6
21 1
1.
5
22 7
1.
91
23
2.
24 7
3.
5
25 7
4.
0
26 6
4.
9
27 5
5.
7
28 1
6.
5
29 3
6.
9
30 2
7.
6
31 6
7.
9
32 7
9.
0
33 6
9.
8
35 8
0.
7
36 2
1.
07
37
38 2
2.
9
39 9
3.
74

Speech frequency vs time

Get buckets

Get buckets
Figure out what to do
Filling Seesaw bucket

time/[s]

Figure 25 Game 2 – Discussed in further detail in chapter 6.

Speech frequency vs time

First person starts filling Seesaw bucket

All 3 fill Seesaw bucket

time/[s]

Figure 26 Game 3 – Very similar to game 1, we also had one person that wasn’t a team player
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5.
51
21 5
.0
3
36 8
.8
8
52 9
.9
6
69 3
.0
4
86 9
.5
4
10 3
2.
6
11 4
8.
7
13 9
5.
0
15 2
1.
6
16 1
7.
0
18 4
3.
06
19
8.
21 9
5.
6
23 6
1.
7
24 8
7.
9
26 2
3.
9
27 4
9.
7
29 4
6.
5
31 3
3.
0
32 3
9.
0
34 7
5.
7
36 7
1.
9
37 2
8.
0
39 4
4.
7
41 2
1.
6
42 7
8.
07
44
5.
46 7
1.
7
47 8
8.
6
49 5
5.
0
51 2
1.
8
52 5
8.
6
54 9
4.
6
56 9
0.
8
57 1
7.
5
59 4
3.
5
60 2
9.
93

5.
5
17 2
.9
2
31 6
.0
84
43
.8
57 8
.6
1
71 5
.0
4
84 3
.5
6
97 7
.6
4
11 7
0.
5
12 6
2.
9
13 2
5.
7
14 5
8.
0
16 7
0.
9
17 8
3.
67
18
7.
19 1
9.
8
21 5
2.
9
22 1
5.
72
23
8
25
26 1
4.
0
27 5
7.
6
29 1
0.
6
30 2
3.
7
31 1
6.
7
32 1
8.
9
34 6
1.
5
35 7
4.
7
36 1
8.
0
38 2
1.
6
39 4
4.
9
40 9
8.
5
42 8
1.
8
43 7
5.
0
44 2
8.
7
46 7
2.
71
47
6
48
9.
6

Speech frequency vs tim e

Get buckets

G et buckets

Figure out what to do.
Fill Seesaw Bucket

tim e/[s]

Figure 27 Game 4 – Very similar to game 2, also good teamwork, and it matches our predicted game

S p eech frequ en cy vs tim e

F igure out w hat to do
A ll 3 fill S eesaw bucket

tim e/[s]

Figure 28 Game 5 – Another variation of game 2, people spoke very softly though, and our routine wasn’t

as good as the human ear with distinguishing background noises from human voices.
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